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The Challenge
- Difficult to capture context

- What is the best way to represent time and spatial higher order 
features? What is best way to design such a network? 

- High computational cost
- ImageNet network could have ~5 million parameters - same network 

inflated will have ~33 million parameters



“Old” Architectures

- How to best make 
use of ImageNet 
pretrained 
networks? (Should 
we?)

- Inflating 2D 
network designs 
into 3D networks



Newer Architectures



Kinetics Dataset
- 400 classes with noisy data (10 seconds each)
- Roughly 250,000 training videos

- Too large - constructed “micro kinetics” dataset
- 10 classes with ~100 training videos each



Kinetics Dataset Examples



Goals
- What is trade-off between using LSTM and 3D ConvNets?

- LSTMs learn better temporal features
- Are more computationally expensive



Goals
- Is multi-axis LSTM better at learning temporal features?



Results
Network Time Axis Validation 

Accuracy 
(top 1)

Resnet-18 74.539%

Resnet-18 + 1 axis 70.48%

Resnet-18 + 2 axis 74.901%

Resnet-18 + 3 axis 83.026%

Network Depth Validation 
Accuracy 
(top 1)

Resnet-18 74.539%

Resnet-18-sep 73.8%

Resnet-34 73.8%

Resnet-34-sep 70.01%

Resnet-101 56.82%

Resnet-101-sep 43.911%

Network Snippet Size Validation 
Accuracy 
(top 1)

Resnet-18 (16 frames) 83.026%

Resnet-18 (4 frames) 80.741%



Current/Future Considerations
- The effect of snippet size on accuracy

- Snippets of size 1 are essentially 2D ConvNet with LSTM
- Snippets of size K are essentially purely 3D ConvNet
- What is good middle ground?

- Aggregation Function
- What is good way to combine result of multiple LSTMs? 

- Attention mechanisms?
- How/Where can attention be incorporated? 


