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Consider the Closest Vector Problem (CVP): Given a lattice basis B ∈ Rd×n and a target
vector t ∈ Rd, find the lattice point Bx (with x ∈ Zn) such that ‖t − Bx‖ is minimized.
This is an optimization (minimization) problem with feasible solutions given by all integer
vectors x ∈ Zn, and objective function f(x) = ‖t−Bx‖.

Let B = [B′|b] and x = (x′, x), where B′ ∈ Rd×(n−1), b ∈ Rd, x′ ∈ Zn−1 and x ∈ Z.
Notice that if you fix the value of x, then the CVP problem (B, t) asks to find the value
x′ ∈ Zn−1 such that ‖(t − bx) − B′x′‖ is minimized. This is also a CVP instance (B′, t′)
with a modified target t′ = t− bx, and in lower dimension: the solution space now consists
of an (n− 1)-dimensional integer vector x′. This suggests one can solve CVP by setting the
value of x one coordinate at a time.

There are several ways one can turn this dimension reduction approach into an algorithm,
using several standard algorithmic design techniques. The simplest techniques are branch
and bound (which leads to exact solutions in exponential time) and the greedy method (which
results in approximate solutions, but runs in polynomial time). Both of them are based on
a very simple lower bound on the objective function f(x) = ‖t−Bx‖. For any input vector
x, we have f(x) ≥ g(B, t), where g(B, t) = ‖π⊥B(t)‖ is the length of the component of
t orthogonal to the lattice. This trivial lower bound seems pretty uninteresting by itself,
but, as we will see, it provides very useful information when used in conjunction with the
dimension reduction approach outlined earlier.

1. Greedy Algorithm

The greedy method consists of choosing the variables definining the solutions space one at
a time, by picking each time the value that looks more promising. In our case, one chooses
the value of x that gives the lowest possible value for the lower bound g(B′, t′). Recall that
B = [B′|b] and x = (x′, x), and that for any fixed value of x, the CVP instance (B, t) reduces
to the CVP instance (B′, t′) where t′ = t − bx. Using function g for the lower bound, we
want to choose the value of x such that

g(B′, t′) = ‖π⊥B′(t− bx)‖ = ‖π⊥B′(t)− π⊥B′(b)x‖
is as small as possible. This is a very easy one dimensional problem which can be immediately
solved setting

x =

⌊
〈t,b′〉
‖b′‖2

⌉
where b′ = π⊥B′(b) is the component of b orthogonal to the other basis vectors. That’s it!
The full algorithm is given below:

Greedy(B,t)=
if (dim(B)=0) then 0
else let [B’,b]=B

b’=project(B’,b)
c=(t*b’)/(b’*b’)



x=round(c)
in x*b+Greedy(B’,t-xb)

where project(b,B’) is the operation of projecting b orthogonally to B’, and b*t is the scalar
product of vectors b and t. The correctness of the algorithm follows immediatey from the
previous discussion. It is also clear that the algorithm performs a polynomial number of
arithmetic operations. The size of all numbers involved is also easy to bound.

An absolute bound on the quality of the lattice vector returned by the algorithm is given
by the following lemma.

Lemma 1. For any lattice basis B and target vector t, the algorithm Greedy returns a lattice
vector Bx such that ‖t − Bx‖ ≤ 1

2

√∑
i ‖b∗i ‖2, where [b∗1, . . . ,b

∗
n] is the Gram-Schmidt

orthogonalization of the basis matrix B.

Exercise 2. Prove Lemma 1.

Still if B is an arbitrary lattice basis, the greedy algorithm can return solutions that are
arbitrarily worse than the best possible.

Exercise 3. Prove that for any γ, there is an input (B, t) such that the Greedy algorithm
returns a lattice point at distance γ · µ from t, where µ is the distance of t from the closest
lattice point. [Hint: you can find bad inputs in dimension as low as 2.]

For the Greedy algorithm to produce reasonably good approximations to the best solution,
one needs first to preprocess the lattice basis. The following theorem shows that if a basis
is LLL reduced, then one can bound the quality of the solution returned by the Greedy
algorithm.

Theorem 4. Let B be a lattice basis and let B∗ be its Gram-Schmidt ortogonalization.
On input B and any target vector t, the Greedy algorithm finds a lattice vector v ∈ BZn
such that ‖t − v‖ ≤ γ · µ, where µ is the distance of t from the closest lattice point, and
γ = maxj

√∑
i≤j(‖b∗i ‖/‖b∗j‖)2. In particular, if B is LLL reduced, then (‖b∗i ‖/‖b∗j‖)2 ≤ 2j−i

for all i ≤ j, and the Greedy algorithm approximates CVP (in polynomial time) within a
factor γ =

√
2n − 1.

Exercise 5. Prove Theorem 4.

In the theorem above, we have used the classical definition of LLL, with parameter δ = 1/2.
Using δ ≈ 1, one can approximate CVP within factors γ ≈ (2/

√
3)n.

As a historical node, the above Greedy algorithm to approximate CVP using LLL reduced
bases was originally proposed by Babai, and therefore it is often referred to as Babai’s
algorithm. Another common name for the algorithm is the nearest place algorithm because of
the following natural geometric interpretation. Let H = B′Rn−1 be the hyperplane spanned
by the first n− 1 basis vectors. Then, the lower bound g(B′, t′) used to choose the value of
x is precisely the distance of the target t from the closest hyperplane of the form bx +H.
So, the Greedy algorithm chooses the hyperplane bx + H closest to the target, and then
recursively searches for a lattice point in the hyperplane bx+H closest to t.

2. Branch and Bound

The greedy algorithm runs in polynomial time, but only provides approximate solutions
to CVP. Sometime, one needs to solve CVP exactly, i.e., find a lattice point which is as close



as possible to the target. This can be done using the same overall framework as used in
the Greedy algorithm, but trying several possible values for each variable. More specifically,
rather than setting xn greedily on the most promising value (i.e., the one for which the
distance lower bound is minimal), we bound the set of all possible values that x can take,
and then we branch on all of them to solve each corresponding subproblem independently.
To conclude, we select the best possible solution among those returned by all branches.

In order to bound the values that x can take, we also need an upper bound h(H, t) on the
distance of the target to the lattice. This can be obtained in several ways. For example, one
could simply set h(B, t) = ‖t‖ to the distance of t to the origin. Even better, one can use
the Greedy algorithm to first find an approximate solution v = Greedy(B, t), and then set
h(B, t) = ‖t− v‖ to the distance from the approximate solution. Once an upper bound has
been computed, one can restrict variable x to those values such that g(B′, t−bx) ≤ h(B, t).

The resulting algorithm is similar to the greedy one, and it is described below:

Branch&Bound(B,t)=
if (dim(B)=0) then 0
else let [B’,b]=B

v = Greedy(B,t)
b’= project(B’,b)
xs = [x | norm(project(B’,t-b*x)) < norm(t-v)]
vs = [b*x+Branch&Bound(B’,t-b*x)]

in closest([v:vs],t)

where g and h are the lower and upper bound functions defined earlier, and closest(vs,t)
selects the vector in the list vs closest to the target t.

As for the Greedy algorithm, the performance (in this case, the running time) of the
Branch&Bound algorithm can be arbitrarily bad, if we first don’t reduce the input basis.
Fortunately, basis reduction comes to help in this case too, leading to the following upper
bound.

Theorem 6. The total number of recursive calls performed by the Branch&Bound algorithm
on input a basis B and target t is at most T =

∏
i

⌈√∑
i≤j(‖b∗i ‖/‖b∗j‖)2

⌉
. In particular, if

B is LLL reduced, then (‖b∗i ‖/‖b∗j‖)2 ≤ 2j−i for all i ≤ j, and the Branch&Bound algorithm
runs in time 2O(n2).

Variants of the branch and bound algorithm were proposed by several authors, including
Fincke and Pohst, Kannan, Schnorr and Euchner. Different variants are often referred to
by quite different names, like the sphere decoder or enumeration algorithm, all justified by
the natural geometric interpretation of the algorithm which enumerates all lattice points
within a sphere around the target vector. The difference between different variants of the
algorithms is often just in the preprocessing of the lattice basis (e.g., whether it is LLL
reduced before running the main algorithm), different choices in the selection of the upper
bound function h(B, t), the order in which the elements of xs/vs are processed, or just low
level implementation details. (E.g., the algorithm if more typically described using nested
loops rather than recursion.) Two interesting variants that are worth a special mention are
the enumeration algorithm of Schnorr and Euchner, which is the most commonly used in
cryptanalysis, and reported to outperform most other methods in practice, and the algorithm



of Kannan, which is the currently best polynomial space algorithm for the exact solution of
CVP.

The main ideas in the algorithm of Schnorr and Euchnerr are to process the possible values
of x in order of nondecreasing value of g(B′, t′), and to dynamically update the upper bound
h(B, t) to the distance of t to the closest lattice vector found so far. In a sense, this is
a hybrid between the greedy and branch and bound solutions, where the most promising
value of x is selected first, but then other values x are considered as well (in an order that
reflects how promising they are). Notice that since the first lattice vector found by this
enumeration strategy is precisely the one returned by the greedy algorithm, there is no need
to explicitly run the greedy algorithm to compute an upper bound on the distance. The
algorithm considers all possible values of x in increasing order of g(B′, t − bx), and keeps
track of the closest lattice vector v found after each iteration. The loop terminates when
‖g(B′, t− bx)‖ ≥ ‖t− v‖.

The main idea in Kannan’s algorithm is to invest much more time preprocessing the basisB
in order to speed up the actual branch and bound enumeration procedure. More specifically,
Kannan first computes a basis such that b1 is a shortest nonzero vector in the lattice. This
is done by first recursively preprocessing the (projection orthogonal to b1 of) rest of the
basis [b2, . . . ,bn], and then finding the shortest vector using a variant of the enumeration
algorithm. While the recursive preprocessing proposed by Kannan involves a substantial
overhead (making it noncompetitive in practice against other variants of the algorithm),
it has the theoretical advantage of substantially reducing the asymptotic running time of
the overall enumeration procedure form 2O(n2) down to 2O(n logn) = nO(n). Unfortunately, the
overhead is such that Kannan’s algorithm is outperformed in practice by other asymptotically
inferior enumeration strategies with worst-case running time 2O(n2). There are also other
(not enumeration based) algorithms that are asymptotically even faster than Kannan, with
running time 2O(n), but again not competitive in practice.

3. Fourier Analysis

In this section we recall some basic Fourier analysis which will be useful in the next section
for the analysis of a randomized variant of the Greedy algorithm.

Let L1(R) be the set of functions f : R→ C such that
´
R |f(x)|dx <∞.

Definition 7. The Fourier transform of a function f ∈ L1(R) is the function f̂ : R → C
defined as

f̂(y) =

ˆ
R
f(x) · e−2πi(x·y)dx.

The Fourier transform satisfies the following inversion formula.

Theorem 8. For any nice function f ∈ L1(R), we have

f(x) =

ˆ
R
f̂(y) · e2πi(x·y)dy.

The Fourier tansform satisfies many useful properties which can be proved using simple
calculus.

Exercise 9. Prove that for any functions f, g, complex α ∈ C and positive real σ > 0, the
following holds:



(1) The Fourier transform is linear, i.e., f̂ + g = f̂ + ĝ and α̂f = αf̂ .
(2) If h(x) = f(x+ z) then ĥ(y) = f̂(y) · e2πi(z·y), i.e., translation becomes multiplication

by a phase.
(3) If h(x) = f(x/σ), then ĥ(y) = σ · f̂(σy).
(4) If f(x) = e−πx

2 then f̂ = f , i.e., the Gaussian function is its own Fourier transform.

Another very useful property of the Fourier transform is given by the Poisson summation
formula: ∑

k∈Z

f(k) =
∑
k∈Z

f̂(k).

It is convenient to extend functions to sets by f(A) =
∑

x∈A f(x). Using this notation, Pois-
son summation formula can be rewritten as f(Z) = f̂(Z). This perhaps surprising formula
has a very simple proof, which is based on a connection between the Fourier transform and
the Fourier series of periodic functions.

The Fourier series of a period function is defined similarly to the Fourier transform. A
function ϕ : R → C is periodic (with period 1) if ϕ(x + k) = ϕ(x) for all x ∈ R and k ∈ Z.
Alternatively, a periodic function can be defined as a function ϕ : [0, 1)→ C with domain the
unit interval [0, 1). Notice that any function f ∈ L1(R) can be tansformed into a periodic
function (with period 1) by taking its periodization φ(x) = f(x+ Z).

Definition 10. The Fourier series of a periodic function ϕ is the function ϕ̂ : Z→ C defined
as

ϕ̂(k) =

ˆ 1

0

ϕ(x) · e−2πi(k·x)dx.

The values ϕ̂(k) are sometimes called the Fourier coefficients of ϕ, and the function ϕ can
be written as a Fourier series using the following inversion formula.

Theorem 11. For any (continuous) periodic function ϕ satisfies

ϕ(x) =
∑
k∈Z

ϕ̂(k) · e2πi(k·x).

The inversion formula holds also for noncontinuous functions, replacing ϕ(x) with the
average 1

2
(ϕ(x+) + ϕ(x−)). We are now ready to prove Poisson summation formula.

Lemma 12. For any “nice” function f ∈ L1(R), the Fourier series ϕ̂ of the periodized
function ϕ(x) = f(x+Z) equals the restriction of the Fourier transform f̂ to the integers Z,
i.e., for all k ∈ Z we have ϕ̂(k) = f̂(k).

Proof. Let k ∈ Z be any integer. Using the definition of ϕ̂ and f̂ we get



ϕ̂(k) =

ˆ 1

0

ϕ(x)e−2πikxdx

=
∑
j∈Z

ˆ 1

0

f(x+ j)e−2πikxdx

=
∑
j∈Z

ˆ 1

0

f(x+ j)e−2πik(x+j)dx

=

ˆ
R
f(x)e−2πikxdx = f̂(k).

�

A simple consequence of the above lemma is the following form of Poisson summation
formula. (We will later study a much more general form of this useful equality where Z is
replaced by an arbitrary lattice and its dual.)

Theorem 13. Any “nice” function f ∈ L1(R) satisfies f(Z) = f̂(Z).

Proof. Let ϕ(x) = f(x + Z) be the periodization of f . We want to evaluate f(Z) = ϕ(0).
Writing ϕ as a Fourier series and using Lemma 12, we get

ϕ(0) =
∑
k∈Z

ϕ̂(k) · e2πi(k·0) = ϕ̂(Z) = f̂(Z).

�

4. Randomized Rounding

One last important algorithmic technique that can be used to solve CVP is randomized
rounding. This is a variant of the Greedy method where, rather than deterministically
rounding the coefficient c = 〈t,b∗〉/‖b∗‖2 to the closest integer, c is rounded to a randomly
chosen integer x. Each x ∈ Z is chosen at random with probability proportional to some
monothonically decreasing function of |x − c|, so that values of x closer to c have higher
probability of being chosen. The algorithm shown below is almost identical to the Greedy
algorithm:

RandomizedRounding(B,t,s)=
if (dim(B)=0) then 0

else let [B’,b]=B
b’=project(B’,b)
c=(t*b’)/(b’*b’)
pick integer x with probabily proportional to p(b’,s,|x-c|)

in x*b+RandomizedRounding(b’,s,t-xb)
In the above algorithm p(b′, s, |x−c|) is a function of |x−c| that may depend on the direction
b′ in which we are rounding the target as well as some other parameter s passed to the
algorithm. Each integer x is chosen with probability p(x)/p(Z) where p(x) = p(b′, s, |x− c|).
It is assumed that the value of function p(x) and the total mass p(Z) can be efficiently
computed, or at least approximated with sufficient precision. As we will see, a natural



choice for the probability distribution is to set p(B, y) = e−π(y/σ)
2 to a Gaussian function

of width σ = s/‖b′‖ for some fixed parameter σ > 0. The choice of a Gaussian function
scaled by a factor proportional to ‖b′‖ is justified by the following fact: if the coordinates
of a vector x ∈ Rn are chosen independently with probability proportional to e−π(xi/s)2 ,
then each vector x is produiced with probability proportional to e−π‖x/s‖2 . Notice how this
probability depends only on the norm of x.1 In the Randomized Rounding algorithm the
distribution of xi is scaled by a factor ‖b∗i ‖ to take into account that vectors are represented
with respect to a basis B∗ which is orthogonal, but not orthonormal. The output distribution
of the Randomized Rounding algorithm is analyzed in the following lemma.

Lemma 14. For any basis B, target vector t, the RandomizedRounding algorithm with proba-
bility function p(b′, s, y) = e−π(y‖b

′‖/s)2 outputs each lattice vector v ∈ BZn with probability
e−π‖(v−t)/s‖

2
/
∏

i ψi, where the normalization factors equal ψi =
∑

y∈Z e
−π((y−ci)‖b∗i ‖/s)2 for

some ci ∈ R.

Exercise 15. Prove Lemma 14. [Hint: Let each ci be the (fractional part of the) value c
computed by the RandomizedRounding algorithm corresponding to direction b∗i .]

Here we are interested in determining for what values of s, the Randomized Rounding
algorithm produces a distribution that is almost independent of the specific basis B used
to represent the lattice. Notice that ψi = e−π((x+Z)/σ)2 is the periodization of the function
ρσ(x) = e−π(x/σ)

2 , where σ = s/‖b∗i ‖, and ρ̂σ(x) = σe−π(σx)
2 . So, using Lemma 12, we can

write ρσ(x+ Z) as the following Fourier series:

ρσ(x+ Z) =
∑
k∈Z

ρ̂σ(k) · e2πikx

= σ
∑
k

e−π(σk)
2

e2πikx

∈ σ

(
1±

∑
k 6=0

e−π(σk)
2

)

= σ

(
1± 2

∑
k>0

(eπσ
2

)−k
2

)
.

Let α = eπσ
2
> 1. Using the inequality

∑
k>0 α

−k2 ≤
∑

k>0 α
−k = 1

α−1 (valid for any α > 1),
we get ρσ(x + Z) ∈ σ(1 ± 2/(eπσ

2 − 1)). In particular, for any σ = ω(
√
log n), the function

ρσ(x + Z) is within negligible distance from a constant function. This proves the following
theorem.

Theorem 16. For any s > ω(
√
log n) · maxi ‖b∗i ‖, the output distribution of the Random-

izedRounding algorithm on input a basis B and target vector t is within negligible distance
from the discrete Gaussian distribution (of width s and center t) that selects v ∈ BZn with
probability proportional to e−π‖(v−t)/s‖2.

1This is true if the variables xi take arbitrary real values. In our algorithm xi is restricted to take integer
values, so the remark applies only in an approximate sense, made formal in Theorem 16.



As a historical note, the Randomized Rounding algorithm (and the bound in Lemma
14) was first given by Klein, who showed that when s = mini ‖b∗i ‖/

√
log n and ‖t − v‖ =

O(mini ‖b∗i ‖), the algorithm outputs v with probability at least 1/nO(1). So, if t is at
distance O(mini ‖b∗i ‖) from the lattice, executing the algorithm a polynomial number of
times, and selecting the best solution, will find the closest lattice vector. The use of the
Randomized Rounding algorithm with parameter s ≥ ω(

√
log n)maxi ‖b∗i ‖ to sample lattice

points according to a discrete Gaussian distribution was for first proposed by Gentry, Peikert
and Vaikuntanathan as a general method to use a good lattice basis B (i.e., a basis such that
maxi ‖b∗i ‖ is small) as a trapdoor. The randomized rounding algorithm is often referred to
either as Klein’s algorithm, randomized nearest plane algorithm, or GPV sampling algorithm.

Exercise 17. Prove that when s = mini ‖b∗i ‖/
√
log n and ‖t − v‖ = O(mini ‖b∗i ‖), the

RandomizedRounding algorithm, on input lattice basis B and target vector t, outputs the
lattice vector v ∈ BZn with probability at least 1/nO(1).


