
Abstract

The city  environment  is rich with signage containing  
written language that helps us to define and understand  
the context of a given location. Unfortunately, almost all  
of  this  information  is  unreadable  to  current  text  
recognition  methods.  Outside  of  the  limited  scope  of  
document OCR, text recognition largely fails when faced  
with substantial variation in lighting, viewing angle, text  
orientation, size, lexicon, etc.

This project aims to implement current techniques for  
image  text  recognition  and  expand  on  their  
shortcomings.  The  resulting  algorithm  is  applied  to  
Google  Street  View search results,  in order to improve  
the initial viewport presented to the user when searching  
for local  landmarks.  The final  success rate is  low, and  
the  negative  results  specifically  highlight  difficulties  in  
performing this kind of recognition.

1. Introduction
When a user enters a query into Google Maps, they are 

presented with the option of seeing a street level view of 
the  address they have searched for.  The same option is 
presented  when  the  user  enters  the  name  of a  business 
and Google performs a directory search to show the user 
the  address  of that  establishment.  The  problem  is  that 
often when  a  user  asks  for the street  view image for a 
specific business or landmark, they would like to see their 
object  of  interest  centered  in  the  Google  Street  View 
(GSV) viewport. But often, the view angle is not oriented 
in the proper  direction, and the view can even be taken 
from an arbitrary distance up or down the street,  rather 
than located at the correct address.

I propose the following framework in order to address 
this  issue.  When  a  user  searches  for  a  local  landmark, 
images  from  the  surrounding  area  (i.e.  the  camera 
translated  up  and  down  the  street  and  rotated  in  all 
directions) are gathered to be processed. The aim is to see 
if  words  from  the  Google  Maps  search  query  can  be 
identified in  the nearby images so that  the view can  be 
centered upon an instance of text from the search query.

The task of image text recognition is typically broken 

down into two distinct  phases, which will be referred to 
throughout  the  paper  as  "text  detection"  and  "word 
recognition." Text detection means to classify regions of 
the image which may contain text, without attempting to 
determine  what  the  text  says.  I  use  a  Support  Vector 
Machine  based on locally aggregated  statistical  features 
for text detection. Word recognition takes these candidate
regions and attempts to actually read the text in the

Figure 1. a) is the image at the address for U.C. Cyclery 
in Google Street View. We would like b) to be displayed, 

where the sign is clearly visible.
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image and to output the most likely character string. I use 
the open source Tesseract OCR engine and treat it as a 
black box for word recognition

Lastly,  there  is  the  phase  of  error  tolerant  string 
matching, where the output of the OCR is correlated with 
the original search string and assigned a relevance score. 
The Google Street View viewport should then be centered 
on this most relevant text. 

2. Nearby Image Collection
After a Google Maps search is performed and the street 

view image  for  that  address  is  displayed,  we want  to 
search  that  image  and  spatially  adjacent  images  for 
relevant text. Unfortunately, Google Street View does not 
offer a public API to automatically navigate or to capture 
images, so I had to perform this step manually. 

In a real system the ideal process would be as follows: 
the view would be rotated around the full 360° and a an 
image  would  be  saved  at  various  angles  with  some 
overlap.  Then  the  view  would  be  translated  by  the 
minimum amount in each direction of the street and the 
process would be repeated. However, since this had to be 
done  manually,  there  were  some  differences.  I  had  to 
manually navigate through the street view interface and 
take  a  screenshot  of the  desired  images.  I  also did  not 
bother  capturing  images  that  I,  as  a  human  could 
recognize,  did  not  contain  relevant  text,  simply  as  a 
matter of not wasting effort.

3. Text Detection
Text  detection  boils  down  to  a  binary  classification 

problem: regions of an input image must be labeled 0 or 1 
-- corresponding to non-text or text. The two challenges 
present  are 1) selection of and  iteration  over regions of 
the image and 2) classification of each region as text or 
non-text. 

Figure 2. Text detection performed on a training image. Red rectangles 
represent text detected.

To address these challenges,  I used a sliding window 
approach  to  generate  rectangular  regions  of  the  input 
image. Statistical analysis of the gradient and gray value 
from sub-regions of each window were packaged into a 
feature  vector.  A  Support  Vector  Machine  (SVM) was 
then trained to classify such feature vectors as non-text or 
text. Care was taken to ensure an overall low false-reject 
rate at this stage.

3.1. Windowing Method

I chose to use a fixed window size of 48x24, with the 
idea that all training text would be normalized to the 
height of 24px and therefore that regions of text with an 
approximate height of 24px in the input image would be 
positively classified. 

There is not much consensus in the available literature 
regarding an exact window size that should be used for 
this purpose. My decision worked well for several 
reasons. The dimensions were convenient to divide by 2, 
3, 4, or 6 to produce well-proportioned subregions. The 
OCR software I used seemed successful at recognizing 
text of this height. Lastly, by inspection I could see that 
most text in the problem domain (GSV images) would fit 
into this size of a window.

The actual windowing procedure was done by taking a 
window of 48x24px and iteratively sliding it across the 
input image in increments of 16px and 8px (horizontally 
and vertically respectively). The heavy overlap was to aid 
in reducing false rejections, by providing multiple 
opportunities for text-containing regions to be detected.

Figure 3. Illustration of the sliding window progressing vertically and 
horizontally through the image.

3.2. Locally Aggregated Features

This idea was taken from Chen & Yuille [1]. Instead of 
attempting to make classifications directly on the pixel 
data of each region, statistical analysis of visual features 
from a fixed set of sub-regions was performed. These sub-
regions are intuitively designed to reflect the features of 
the upper boundary, lower boundary, and inter-character 
boundaries of image text. The following functions were 
computed on a per-pixel level: grayscale intensity, x 
gradient, y gradient, and magnitude. Then the average 
and standard deviation of these functions was computed 
for all subregions. This produced a feature vector of 
length 144 that was used by the SVM.



Figure 4. (Image from Chen & Yuille [1]). Example of how the window is 
broken into subregions. Statistics are taken in each subregion.

3.3. SVM Training

I used the OpenCV SVM implementation as my 
classifier. It was a two-class SVM using a radial basis 
kernel. The optimal parameters when trained with cross-
validation were C = 12.5 and gamma = 1.5e-04. Support 
Vector Machines are well described as classifiers in the 
computer vision literature [4] so I won't describe their 
operation in detail.

In my experience throughout this project, the SVM was 
very effective, but before I found appropriate feature 
vectors for training and found the optimal hyper-
parameters, it was very difficult to achieve a quality 
classification from the SVM.

4. Candidate Region Processing
The SVM flags a number of 48x24px regions that are 

likely to contain text, which must then have word 
recognition performed on them to find text. But first, I 
performed two processing steps in order to improve the 
effectiveness of the OCR step.

4.1. Overlapping Regions

To motivate our treatment of overlapping windows, we 
must first consider the spatial properties of text. The 
bounding region of a line of text is roughly constant in 
the y direction but can be any size in the x direction. We 
can therefore cover the entirety of a horizontally wide 
string of text by letting the height of a sliding rectangle be 
equal to the height of the text, and by then allowing the 
window to slide freely from left to right. Since during 
training all text was normalized to the height of the 
window, the output from the classifier corresponds well to 
this paradigm, using the sliding window method.

The SVM outputs a set of regions believed to contain 
text along with their known size and position relative to 
the input image. Using this information, if there was any 
overlap between equally sized windows in the horizontal 
direction, they were concatenated to form a single wide 
image. Overlap in the vertical direction was ignored since 
it does not correspond well to intuition about the output of 
the classifier.

Figure 5. a) the image created from  b) five adjacent regions

4.2. Histogram Processing

The idea behind this stage of the pipeline was to 
change the contrast of the text regions to make it more 
likely that the OCR software correctly recognized the text. 
A set of 6 different histogram operations was performed 
on each region and the inverse of each of these (plus the 
original) was also taken, creating 14 images for the OCR 
to work with.

The histogram processing itself was done with the 
"sigmoidal contrast" feature of the ImageMagick utility 
since it could operate efficiently on large directories full 
of small image files.

Figure 6. Example of histogram processing. The top row shows  a flat 
histogram along with an original region. The other sets of 6 images are 

corresponding histogram transformations.

5. Word Recognition
Tesseract is command-line, open source OCR software 

that was freely downloadable on the web. I ran it on each 
text region and saved the resulting strings to a text file 
along with a label specifying the spatial origin of each 
recognized string. This step was treated as a black box in 
my algorithm. There are more advanced techniques for 
word recognition better suited for generic image text 
rather than document text but that aspect was not 
explored in this project. [1][2]

6. Heuristic String Matching
The last stage of the pipeline was to compare the text 

found in the image by the OCR software to the desired 
relevant text, i.e. the original Google Maps search query 
that produced the GSV images.

However, due to the inaccuracies that could be 
introduced by the recognition process, I did not look for a 
direct match between strings. Instead, I broke both the 



query string and the OCR results into whitespace-
delimited words and computed the edit distance between 
the query and the OCR output on a word by word basis. 
The line of OCR output that had the lowest edit distance 
to the query was considered the best match. This naive 
approach could be improved but is sufficient for testing 
purposes.

7. Procedure
My goal in testing this project was not to come up with 

rigorous data on the overall rate of success in correctly 
locate the relevant text in the image. Instead I wanted to 
explore the problem space to find out under what 
conditions my algorithm succeeded and under which 
conditions it failed.

To find relevant testing and training samples, I 
browsed through GSV in the downtown La Jolla area and 
looked for text that had two qualities. First, it had to be 
searchable. I needed to be able to search for the string and 
have it appear in the vicinity of the location returned by 
Google Maps. Second, I picked images with text that I 
felt were easily identifiable. This way I could search for 
the string, find the nearby views where the text was 
visible, and feed those into the framework.

Training was performed on a subset of the images I had 
picked from GSV in addition to downloaded training data 
for text classifiers. Testing samples were kept as separate 
as possible from training samples and came exclusively 
from GSV. By the time I entered the testing phase I had 
completely automated the system, so all I was doing was 
taking screenshots from GSV, running them through the 
system, and subjectively evaluating accuracy.

One small change I made for testing was to run the 
OCR both 1) directly on the output from the text detector 
and 2) after the histogram adjustments had been applied. 
This allowed me to see what the overall effect of the 
histogram processing was.

8. Results/Accuracy
I will divide up analysis of accuracy into the text 

detection phase and the overall ability to locate the 
relevant text in the image. In the text detection phase the 
goal was to keep the false reject rate close to zero while 
minimizing the false positive rate. At the final outcome, 
the only goal was to correctly locate the search query that 
had produced thge image, and I could easily classify each 
result as a success or failure by looking at it. My analysis 
will pertain to a set of ten images that I took from GSV.

8.1. Text Detection

The table shows the results of the text detection phase 
from the 10 test images. The first two columns show the 
total number of positive and negative responses for the 
image. The third column is the total divided by the 
number of positives. This can be interpreted as the total

n Total
Positives

Total
Negatives

N + P
P

True
Positives

False
Positives

   T   
F + T

Identified
Target?

1 40 21123 529x 3 30 10% YES

2 223 20940 95x 7 119 6% YES

3 837 20326 25x 14 225 6% YES

4 393 20770 54x 19 171 10% NO

5 230 20993 92x 4 76 5% YES

6 142 21021 149x 11 72 13% YES

7 34 21129 622x 4 23 15% NO

8 190 20973 111x 31 67 32% NO

9 850 20313 25x 34 113 23% NO

10 137 20996 127x 16 55 23% YES

Total 310.6 20852.4 182.9x 14.3 95.1 .14 60%

Table 1. Results from the text detection phase.

gain in efficiency provided by the text detector for that 
image, i.e. for Image 1, 529x less work had to be done by 
the recognition phase due to the discarded regions. The 
range of this value was between 25x and 622x.

The next two columns show the number of true and 
false positives. This was done by manually counting the 
output from the text detector and seeing if the regions that 
it believed had text really contained any. The percentage 
of true positives ranges between 5% and 32%.

The last column represents whether or not the desired 
text, i.e. the search query associated with the image, was 
flagged by the text detector. The target text was correctly 
identified as text in 6 out of 10 test images.

8.2. Text Detection

The next phase is to attempt to find an instance of the 
associated query string in the test image. The second 
column represents histogram processing. Recognition was 
attempted before histogram processing to see if the 
correct result could be obtained, and then again after the 
processing was completed. A result of before means that 
the correct result was obtained before image processing.

n Correct
  Result?

Before/ 
After 

Query
String

Recognized
String

1 yes before "UC CYCLERY" "A CYCLERY"

2 no "BEVMO"

3 yes after "LA JOLLA INN" "LA JOLLA INN"

5 yes after "GEORGIOU" "TRMUNU"

6 no "PACIFIC KARATE"

10 yes after "COFFEE CUP" "*COFFEE CUP"

Table 2. Results from the recognition phase.



Four out of six of the cases that made it to the 
recognition phase were correctly identified. This means 
that the location of the query string was found in the 
image.  As you can see from Image 5, the OCR software 
didn't need to completely recognize the word. The string 
was parsed incorrectly but the incorrect string was the 
closest to the truth value so the location was valid. Three 
out of four correct responses came after the step of 
histogram processing.

8.3. Individual Result Analysis

I will also present one result that avoided being 
recognized and analyze what makes it so difficult. The 
text in this example is very, very easy for a human to pick 
out, but certain phenomena exhibited by the image make 
it difficult for automated techniques. 

Figure 7. Text that failed to be recognized.

There are at least three qualities of this test image that 
make it challenging. First, there is perspective distortion. 
Text is expected to appear in horizontal rows but in this 
case, an unknown affine transformation would have to be 
applied to the image to bring it back into a frontoparallel 
view. Second, there is a drop shadow behind the text. 
Humans barely even notice this small detail but it looks 
completely different than text without a shadow on a per-
pixel level. If a robust framework for reading text 
outdoors were developed, much care would have to be 
taken to handle changing lighting and shadows correctly. 
Third, there is an artifact of the GSV stitching process 
that cuts the second word. stitching process. It is easy for 
humans to interpolate that this sign actually reads 
“LITTLE KOREA” but it would be difficult for a 
computer to do the same.

9. Performance
The downside to the methods I've used is that the 

performance is quite slow, on the order of minutes per 
input image. However, I paid almost no attention to 
optimizing CPU cycles during this project. My main goal 
was to prototype things quickly and obtain results, rather 
than spend time devising faster algorithms.

9.1. Text Detection

Every aspect of the text detector was computationally 
expensive, from calculating feature vectors, to training 
the SVM, to implementing the sliding window. The 

number of feature vectors required to be calculated per 
image can be obtained with the equation and expression:

Using a window size of 48x24, image size of 
1280x1024, window shift of 16x8, and zoom factor 0.75 
gives the result I had of approximately 21000 windows 
per image. I didn't keep detailed statistics on the time it 
took to calculate that many feature vectors but it was on 
the order of 1-3 minutes per image.

The SVM training took very long as well. When I 
allowed the SVM hyper-parameters to vary in order to 
find an optimal setting, training took well over an hour. 
After the parameters were set, to train the SVM with new 
data took on the order of 5-10 minutes. This is not terrible 
considering that I was working with over 25,000 training 
samples in a 144-degree vector space.

9.2. Text Recognition

The text recognition phase consisted of performing 
histogram processing on the images output by the text 
detector and then running OCR on those images. The 
average output of the text detector was about 300 
candidate regions per input image. The histogram 
processing multiplied this number by 14. The sheer 
amount of images being processed caused the recognition 
step to take between 5-15 minutes per input image. 

10. Conclusion and Future Work
This project was intended to be innovative but ended 

up  being  an  implementation  of  known  techniques  for 
image  recognition  applied  to  a  novel  problem  domain. 
The final  result obtained on the test data was a nominal 
"success" rate  of 40%.  Considering  the difficulty of the 
task, I am very happy with the result. The problem as a 
whole  breaks  down  into  four  or  five  individual 
subproblems  that  must  be  approached  from  both  a 
theoretical and a practical standpoint in order to approach 
solving the greater problem. I have gained a lot of useful 
experience that I hope to be able to continue applying in 
the field of computer vision.

Almost every aspect of this project could be improved 
upon.  None of the  techniques  used at  any stage  of the 
process  are  highly  innovative;  it  was  just  a  matter  of 
combining them all together in order to achieve a decent 
result.  There  are  many  changes  I  would  like  to 
experiment with in the future.

First, the text detector uses only the most basic possible 
pixel-level  information:  gray value and  gradient.  These 
are utilized effectively to create an accurate classifier, but 
I'm  certain  that  using  more  complex  features  could 



improve  performance  of  the  classifier,  though  the 
implementation  and  parameter  tuning  would  certainly 
take more work. If I were to stay with the feature space I 
am  currently  using,  I  would  optimize  in  the  form  of 
integral  images. Currently I recalculate a lot of statistics 
and  might  be able to speed things  up by a factor of 10 
with clever computation.

The other way I would enhance the text detection step 
is to train on more examples of text affected by lighting. 
One  of  the  recurring  problems  with  my  current 
framework was that it could not handle the drop shadows 
and  lighting  gradients  caused  by the  outdoor  signage 
environment  of  GSV  images.  If  a  detector  could  be 
trained  to  be  more  invariant  to  lighting  conditions, 
performance should noticeably improve.

The  histogram  processing  method  I  used  worked 
remarkably well for such a simple implementation. Three 
out of the four successful identifications performed only 
succeeded after the histogram processing step. There are 
other  more  complex  thresholding  algorithms  out  there, 
e.g.  k-means  clustering,  and  I  wonder  if  a  better 
algorithm  could  further  improve  accuracy  of  the  final 
recognition step.

One easy source of improvement could come from the 
windowing system. There are three things that should be 
looked into.  First,  I picked the window size I would be 
using  early  on  without  really  knowing  how  useful  it 
would be with respect to the data. It should definitely be 
allowed to vary until the right window size is found with 
respect to the problem domain.  Second, the zoom factor 
should  be increased.  Instead  of shrinking  the  image by 
0.75  every iteration  of the windowing process,  a  larger 
constant  should be used. Sometimes text wasn't  detected 
because the window jumped from being too large to too 
small.  Third,  context  should  be  taken  from  around  a 
region  when  the  text  detector  returns  a  positive  result. 
Often, the OCR software was working on letters that had 
been cut off at the top or bottom and this caused garbage 
output.

Lastly,  the  string  matching  heuristic  should  be 
improved. One prominent example from this project was 
that  'F'  was often  recognized  as  'I='.  If  similar-looking 
characters  were  accounted  for  in  the  string  matching 
heuristic, much better results could be obtained than with 
the current method.

So,  to  summarize,  this  project  has  brought  a  ton  of 
experience  and  raised  more  questions  than  it  has 
answered. I look to continue work in this area if possible. 
Thanks to Serge for your patience and advice this quarter 
and  thanks  to  the  rest  of  CSE  190  for  the  great 
discussions and  ideas that  have been thrown around all 
quarter.

Figure 8. Output of the text detector phase for the test images where 
recognition was successfully performed. "LA JOLLA INN", "COFFEE 

CUP", "GEORGIOU", "UC CYCLERY" from left to right, top to bottom.
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