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Abstract

Optical character recognition (OCR) is an important
problem that has many applications. It has been widely
studied and in many cases solved. We propose an offline
method using a combination of AdaBoost with Haar-like
features and prior knowledge of the class roster to take in
as input an image of a handwritten name and output the
corresponding name from a given lexicon. To our surprise,
the simple Nearest Neighbor method gets better results than
our current AdaBoost implementation.

1. Introduction

Class sizes in universities can be in the hundreds. The
process of returning graded work to students can be time
consuming and tedious. In order to avoid this process, we
propose a method to return work to students online. This
process provides feedback to students when it is available
and avoids manually returning papers in class. The course
staff will scan in all of the graded homework and tests,
which can be automated, and label each document with
the corresponding student’s name. The laborious part of
this process is labeling the documents with the appropriate
name once they’ve been scanned in. Our project addresses
this task by proposing a method to automate the process of
matching the name on the document with a name on the
class roster.

Given an image of a handwritten word, the process
of character segmentationis determining where one letter
ends and the next begins. Another way of saying this is
finding the bounding boxes of the characters. This is a diffi-
cult problem and still a research topic. In order to avoid
attempting to solve this problem, we introduce character
boxes to the quizzes. What this means is that we provide
a grid where students are to write 1 character per box, and
only use as many boxes as they need. While this avoids the
character segmentation problem, it brings up the new prob-
lem of finding where these character boxes are located in
the document. This problem, however, is far simpler than
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Figure 1. Example of a filled in cropped input document with char-
acter boxed.

the character segmentation problem.

2. Formalization of Problem

The goal of this project is to accept a sheet of paper with
a student’s name written in the provided character boxes and
match it to the ASCII representation of the student’s name,
given a list of all of the student in the class. Figure 1 is an
example of an input image to that we would ideally match
to the string “richard bianco”.

3. Datasets

In order to execute this project, we needed a large num-
ber of examples of each of the 26 letters. For this, we used
NEC Laboratories America, Inc.’s ABCDETC dataset, lo-
cated at http://www.nec-labs.com/ jasonw/abcdetc/. NEC
has come up with a gridded sheet of paper where people are
supposed to fill in 5 examples of every letter of the English
alphabet, upper case and lower case, in addition to miscel-
laneous other characters such as a slash, question mark and
exclamation mark. An example of the sheet can be seen
in Figure 2. NEC decided to make the dataset available in
the SVMLight/LIBSVM sparse ASCII format. This format
was inconvenient for our project, so we wrote our own code
to extract the letters given the completed grid. We only ex-
tracted examples of the 26 lower case letters. Fabian Sinz
from NEC sent us the 20 filled in sheets that he had. In
addition to these, we asked about 10 of the students in CSE
190a to fill in a sheet. We ended up with 27 filled out sheets,
which gave us 135 examples of each lower case letter.
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Figure 2. Cropped example of an ABCDETC sheet.
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Figure 3. Example of leftover grid lines.

3.1. Extraction of Letters from Sheet

In order to automate the process of extracting the exam-
ple letters from the NEC sheets, we wrote our own code in
Matlab. Given the nature of the gridded sheet of paper, we
used the Hough Transform in an attempt to find the loca-
tion of the grid lines. We found a few grid lines that we
were very confident about and used those to find the size of
each character box. We then extracted the characters given
these. One problem that arose was that remnants of the grid
lines were apparent in the actual letters, as seen in Figure 3.
These are undesireable because they add inconsistent noise
and features that are irrelevant to the letter. We get rid of
these lines by performing 2 tasks:

1. Search the character image specifically for these edge
lines using the Hough Transform (again).

2. Start at the center of the image and move outward in
all 4 directions (up, down, left, right) and find a new
bounding box for the character by looking at the row
and column sums and how they change.

3.2. Jittering Images to Create More Data

The process above provided us with 135 examples of
each letter ’a’ through ’z’. This is not very much data;
we therefore decided to jitter the data that we had to cre-
ate more data. To do this, we used Piotr Dollar’s Matlab
function jitterImage to apply small amounts of rota-
tion and translation to the images. The point of this is to
cover as many variations of each type of letter as possible.
Figure 4 is an example of the result of the function applied
to one image of an ’a’.

Figure 4. Example of jittered versions of a single ’a’.

For each training image, we create 4 additional images.
This gives us a total of 675 examples of each letter ’a’
through ’z’.

3.3. Test Data

In order to simulate the environment in which students
will write their names on quizzes, we had students in
CSE190a fill out their names in character boxes as is shown
in Figure 1. In order to cut the letters out of the character
boxes, we took an image of the blank character boxes (not
filled out) and performed normalized cross correlation be-
tween the blank character boxes and an image of a set of
filled out character boxes. The signal was always highest in
the exact same spot on all filled out images that we tried it
on. We then figured out how big the character boxes were,
and cut out the letters with the information that we had. The
thickness of the character box lines was taken into account.
This technique worked very well for this task, but unfortu-
nately did not work for cutting out the training data.

4. AdaBoost with Haar-like Features

Given a pool of images of each of the 26 characters in
the English alphabet, we build 26 different classifiers, 1 for
each character. For example, given an image, the ’a’ classi-
fier would return a confidence as to whether or not the image
is an ’a’ or not. The confidence ranges from 0 to 1, where
0 indicates that the classifier is extremely confident that the
input image is not an ’a’, and a confidence of 1 indicates
that the classifier is extremely confident that the input im-
age is indeed an ’a’. We used Haar-like features to describe
the character images, as described in the next section. We
used Boris Babenko’s implementation of AdaBoost for this.

4.1. Features

We used Haar-like features to describe the character im-
ages, as an alternative representation of the image bitmap.
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Figure 5. Image representation of an example of Haar-like fea-
tures.

A Haar-like feature is made by constructing a random num-
ber of rectangles within the dimensions of the input images
(in our case, 24 pixels by 24 pixels), and assigning a ran-
dom weight to each rectangle. A visual example of this can
be seen in Figure 5. We constructed 5000 of these Haar-
like features for the image size of 24 by 24. Note that so
far, these features have nothing to do with our training data.
When these 5000 features are created, the training data is
not consulted at all. At this point, each of our training im-
ages are described by a feature vector of length 5000, where
the value at indexi is the value of theith Haar-like feature
applied to the image. To apply the Haar-like feature to the
image, find the sum of the pixels in each rectangle in the
feature and apply the weight to it and add up all of these
values.

4.2. Training

Each training image is described by a feature vector of
size 5000, making use of all 5000 Haar-like features that
were constructed. For each character ’a’ through ’z’, we
now would like to find a subset of the 5000 features that are
most indicitive of that particular letter. We do this in a loop,
where during the first iteration, we find the best feature for
that particular letter. Using just this feature, we examinethe
error rate of the classifier. For each consecutive iteration,
we find the next best feature and add it to the selected list
of features and examine how the error rate of the classifier
changes. As the number of iterations increases, the error
rate decreases until it levels off at 0, as is seen in Figure 6.
At this point, adding additional features does not help us.
We found that the point of leveling off is usual below 200
which is why we decided to extract 200 features from the
5000, for every letter.

4.3. Boosting with AdaBoost

At this point we have 26 different classifiers, and for each
of those, we have the 200 Haar-like features that are associ-
ated with it. Given a an image of an unknown character, in
order to classify it, we must run all 26 classifiers on it. In
order to do this, for each classifier, we must construct a new

feature vector of the unknown character and come up with
a confidence. We compares all confidences and find the one
that is largest. We classify the unkown letter with the letter
of the corresponding classifier.

5. Use of the Class Roster

Our project is special because we have another piece of
information given to us. We are given the roster of the class.
This means that given an image of a handwritten name, we
know that it must be one of the strings on that list. From
this, for an image of filled in character boxes, we know the
26 prior probabilities of each character being each of the
26 letters in the alphabet. Furthermore, given an unknown
name, we only consider names in the roster that have the
same number of characters. This significantly increases the
likelihood of classifying the name correctly.

6. Experiments

We trained our 26 classifiers - 1 for each lower case let-
ter in the alphabet. We had 13 people fill out the character
boxes with their name. For each of the 13 people, we con-
sidered only names in the roster that have the same num-
ber of characters. For each letter in the unknown name, we
calculate 26 different confidences. For example, the confi-
dence that the letter is an ’a’, the confidence that the letteris
a ’b’, and so on. Given all of these confidences, we consider
all names in the roster of the same length. We take the sum
of the confidences of each letter in the original name being
the corresponding letter in the candidate name and sum up
all of these confidences for 1 candidate name. Whichever
of the candidates had the highest sum, we classified the un-
known name as.

In addition to running the AdaBoost experiment, we ran
a Nearest Neighbor experiment for comparison. For each
unknown letter, we found the distance to each of the labeled
training examples. We took the 50 nearest neighbors and
from these assigned 26 probabilities to each letter based on
the closest 50 letters. We then did the same thing as in the
first experiment, using probablities as confidences.

7. Results

Our AdaBoost experiment failed. The classifications
were barely better than random chance. However, the near-
est neighbor experiment got very good results. In fact, it
classified everyone correctly. We of course used the roster
knowledge to our advantage, as was done in the first experi-
ment. This tells us that the additional higher quality training
data made a difference in the outcome of the experiment.
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Figure 6. Error rate of classifier as number of iterations increase.

8. Conclusion

It is a disappointment that the boosting results are so bad,
but a good thing that the Nearest Neighbor method does get
good results. Last year when we ran the Nearest Neighbor
algorithm, the results were not that great. This year, how-
ever, they are better because we have a lot more training
data and better quality. Last year we had 85 examples of
each letter and this year we have 675. Furthermore, this
year the examples are cropped better and are higher quality.

9. Future Work

It is clear that something has gone very wrong in the Ad-
aBoost implementation. The application of boosting to this
problem should be sufficient to solve it, let alone do better
than Nearest Neighbor. It is therefore worthwhile to look
further into why boosting is failing. After debugging it for
half a day, it was unclear what was going wrong, but more
time should be spent investigating this.

It would be beneficial to figure out how to use the dataset
that ABCDETC has come up with as it would provide us
with more training data that is probably better quality than
our current training data. This would involve converting it
from the SVMLight format.
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