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Abstract 

This paper details the implementation of a multi-frame super-resolution 
algorithm which takes low resolution frames of a scene and produces an output 
image which is of higher spatial resolution than the corresponding input images. 
This super-resolution process can be used to supplement the image acquisition 
process, in order to allow higher quality images to be acquired whilst using the 
existing image acquisition technology. 

1 In troduct ion 
 

Super-resolution is a method for combining the information contained within a set of low 
resolution input images of the same scene in order to construct a single output image of the scene 
that has a higher spatial resolution than the original input images. The super-resolution process 
can be used to supplement the image acquisition process, in order to allow higher quality images 
to be acquired whilst using the existing low resolution image acquisition technology.  

 

The image acquisition process can be modelled as if the source of the image (the scene) were a 
pre-existing high resolution frame, the acquisition process can then be represented as a series of 
successive transformations that are performed on this high resolution frame in order to acquire a 
single low resolution output frame.  The extent to which the original high resolution frame is 
decimated, and how much the information contained within the scene is distorted during the 
acquisition process depends upon the physical properties of the system used to acquire the image.  
These physical properties constrain the quality of the images that can be captured using the 
system in question.  

 

With the image acquisition processes modelled as a series of transformations taking a high 
resolution input and resulting in a low resolution output, super-resolution can therefore be 
presented as the inverse of this image acquisition process. The development of a fast, efficient 
and robust method for performing super-resolution enables physical constraints which limit many 
image acquisition methods to be overcome, thus enabling the acquisition of higher quality images 
without the need for prohibitively expensive equipment.  

 



 

Figure 1: Proposed Acquisition Pipeline 

 

Figure 1 illustrates how the super-resolution procedure can be applied after images have been 
captured in order to augment the quality of acquired images, thus enabling limitations of the 
image capturing systems to be overcome. The diagram demonstrates how existing image 
capturing devices can be used to generate a set of low resolution images of the same scene, this 
low resolution input data can then be fed into the super-resolution algorithm in order to construct 
an approximation to the original high resolution scene. 

 

1 .1 Prev ious Work 

 

The super-resolution problem is not a new problem, and there has been extensive work done over 
the years to implement fast and efficient super-resolution algorithms [1] – [5], [10] – [12]. This 
previous work into super-resolution has yielded two approaches for constructing high resolution 
images of a given scene.  These two approaches are multi-frame [1], [2], [4], [5], [10] - [12] and 
single-frame super-resolution enhancement [3], as previously stated this paper will focus on the 
multi-frame approach. 

 

Previous work into implementing a multi-frame super-resolution algorithm has demonstrated 
that, given a set of low resolution image of a scene, and an accurate model describing the 
acquisition process for each of the input images, multi-frame super-resolution can be applied in 
order to construct a single high resolution output. This previous work has however tended to 
overlook the problem of how an accurate model describing the acquisition process is acquired, 
and has tended to treat this as a solved problem in which these parameters are considered prior 
knowledge. Whilst this assumption allows low resolution frames synthetically produced using a 
known transformation to be accurately reconstructed it does however limit the application of 
super-resolution.  

 

2 Image Acquis i t ion Model  (Forward Model)   
 

 As mentioned in the previous section, the forward, or image acquisition model, describes the 
relationship between the source of the image, which is treated as if it were a pre-existing high 
resolution frame and the low resolution representation of the source which is output by the image 
capturing system. The transformation from the pre-existing high resolution frame to the low 
resolution representation can be broken down into a series of linear transformations that are 
successively applied to the high resolution frame. 
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Figure 2: Image Acquisition - Forward Model  

 

Figure 2 above shows a graphical representation of the forward model that is used to describe the 
transformation from a high resolution source to a low resolution output. The equation below is 
the above model represented in mathematical notation. 
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Equation 1:  Forward Model 

Where  

• X is L × 1 vector representing the high resolution data source (the original high 
resolution frame which has L pixels in total), 

• k is the index linking the kth low resolution frame to the high resolution source X.  

• Yk is an M × 1 vector representing the kth m × n low resolution frame (M = m × n) 

• Dk is the M × L decimation matrix used to generate the kth low resolution frame - the 
decimation matrix describes how the number of observed pixels in the low resolution 
representation of the data is decreased. 

• Ck is the L × L blurring matrix used to generate the kth low resolution frame - the 
blurring matrix represents the point spread function (PSF) of the image acquisition 
system. 

• Fk is the L × L warp matrix used to generate the kth low resolution frame – the warp 
matrix describes the motion present in the imaging system relative to the fixed high 
resolution source. 

• Vk is the M × 1 noise vector 

Generally speaking the decimation and the blurring transformations are determined by the 
physical characteristics of the image capturing system. Therefore, the matrices describing 
these transformations remain fixed for a given acquisition system. Thus, the general equation 
for the model in Equation 1 can be simplified and rewritten with the invariance of the 
decimation and blurring transformations with respect to the capturing system taken into 
consideration. The simplified form of the model is shown below in Equation 2. This model is 
valid for a given image capturing system. 

kkk VXFCDY +×××=  

Equation 2: Simplified Model Equation 
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3 Super-Resolut ion Procedure 
 

As mentioned in the introduction, the aim of super-resolution is to reverse the effects associated 
with the image acquisition, and construct an approximation of the original high resolution data 
source. Ideally, the constructed high resolution (HR) frame would be an exact copy of the 
original HR frame, however, even if we assume that the forward model perfectly describes the 
acquisition process the effects of noise still limit the accuracy of the reconstruction.  

 

The forward model provides a mapping from a given high resolution frame directly to a 
corresponding low resolution frame. However the forward model does not provide a unique one 
to one mapping between high resolution inputs and low resolution outputs. Instead a many to one 
mapping is provided. This means that it is possible to find multiple high resolution images which 
when used as the input to the forward model will result in the same low resolution image being 
produced.  

 

This property of the forward model poses problems for super-resolution approaches since there is 
no unique mapping from a given low resolution frame to a high resolution frame – put another 
way, the super-resolution problem is an underdetermined problem, i.e. there are more unknown 
variables than there are known variables and equations linking them to the unknowns.  

 

In order to overcome the underdetermined nature of the problem it is necessary to use the data 
contained in multiple low resolution frames as the input to the super-resolution process.  In order 
for this approach to be successful these frames must contain additional information about the 
original source (the scene). The method that is generally used to capture different information in 
the various low resolution images is to introduce a small amount of motion at the image 
capturing system. This introduced motion is taken into account in the warp matrix (F) in 
Equation 2.  If enough additional information is provided by extra low resolution frames then it 
becomes possible for super-resolution to be performed and for the high resolution frame to be 
reconstructed. Equation 3 below shows how the model is extended in order to take into account 
the additional low resolution frames that are used.  
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Equation 3: Extended Model – Linking all LR Images in Input Set to a Single HR Image 

 

The previous section presented the forward model for the acquisition of images, and showed how 
the transformation from high resolution to low resolution can be broken down into a series of 
transformations, which when successively applied to a high resolution frame will result in a low 
resolution output frame being generated. However before we can attempt to apply super-
resolution and reverse the effects the image acquisition process had on the original data source 
we must first mathematically model the linear transformations that make up the image acquisition 
model.  

 

The blurring and decimation transformations (for a given acquisition system), are assumed to be 
both spatially and time invariant (the transformation is the same for all images captured using a 
device).  The warp transformation however varies depending on the position of the imaging 
system at the time the low resolution frames are captured, therefore each low resolution frame 
will have a different warp matrix. Before super-resolution can be applied, the warp matrix for 
each low resolution frame must first be determined.  



 

Figure 3: Super-Resolution Pipeline 

Figure 3 above shows the breakdown of the proposed super resolution process. The following 
sections discuss each of the components of the process, and how they fit together into the 
pipeline.  

3 .1 Image Reg is t ra t ion  

The image registration process calculates the parameters that describe the warp transformations 
that were applied when the low resolution images were captured. Before these parameters can be 
determined a model that describes the warping transformation must first be selected. In order to 
simplify the image registration process the warping transformation has been modelled as a pure 
translational transformation.   

 

The problem of registering the images therefore reduces to a global motion estimation problem, 
and the parameters that need to be calculated in order to describe this transformation are the 
horizontal and vertical displacements between each frame and a selected reference frame, these 
translational shifts are calculated as integer multiples of one high resolution pixel. 

 

3 .1 .1 Mot ion  Est ima t ion  

Two methods of performing global estimation have been implemented thus far in order to 
calculate the relative sub-pixel, global motion between the low resolution input frames. These 
methods are outlined below, and a brief evaluation of the each method is included. 

 

3.1.1.1 Optical Flow - Lucas-Kanade [7]  

The Lucas-Kanade optical flow method provides a simple yet effective method for calculating 
the relative motions between input frames. If the motion between frames is small enough then the 
Taylor series expansion can be simplified by ignoring the higher order terms in the series, to give 
the following equation. 
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Equation 4: Simplified Taylor Series Expansion for Motion Estimation between frames 

This simplified Taylor series expansion can then be used to mathematically relate images that 
have been subjected to a translational transformation. Assuming one image is a shifted version of 
a reference image, the equation can be further simplified to give Equation 5. 
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Equation 5: Lucas-Kanade Optical Flow Equation 

Equation 5 can then be rewritten in matrix form. The resulting matrix is shown below in Equation 
6. The values of the horizontal and vertical displacements can then be estimated by applying the 
pseudo-inverse method to solve this overdetermined system of equations. The calculated U and V 
displacement values will be initially calculated in terms of low resolution pixel shifts, in order to 
acquire the shifts in terms of pixel shifts at high resolution the result must be multiplied by the 
resolution enhancement factor that is being used.  
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Equation 6: Lucas-Kanade Matrix Form 

As the magnitude of the shifts between frames increases the contribution of the higher order 
terms which were ignored also increase. This results in the algorithm only being accurate when 
the magnitude of the displacement is small, thus the accuracy of the method rapidly breaks down 
as the size of the motion relative to the reference frame increases.  

 

If the low resolution frames have been acquired using a time lapse capturing system, and as long 
as the camera motion is small with respect to the frame rate of the camera, then the relative 
motion between adjacent frames in the video sequence will be small, thus making the Lucas-
Kanade algorithm ideally suited to calculating the motion between these adjacent frames. Once 
the displacements between all the adjacent frames have been calculated, the displacements 
relative to a reference frame can then be determined.  

3.1.1.2 Good Features to Track [6] 

The ‘Good Features to Track’ approach provides a method for calculating the magnitude of 
displacement over a larger displacement than is possible with the Lucas-Kanade approach, the 
other benefit of this method is that the algorithm also calculates the relative distortions of the 
frames as well, which would allow the warping model to be extended in to take into account 
more than just the translational effect of the camera.  

 

However the downside of this method is that it requires user interaction in order for it to work. 
The ‘Good Feature Tracker’ requires the user to identify a prominent feature that is present in 
each of the low resolution images, and then register the point at which the feature occurs by 
selecting it in each of the images. This results in the user having to make a minimum of K 
selections (where K is the number of low resolution frames in the input set).  

 

The need for this user interaction can be removed by using a feature detector such as the Harris 
detector [9], to detect features in each of the input frames. A method of matching corresponding 
points between each of the input frames can then be used, and these related points can be passed 
to the Good Feature Tracker, thus removing the need for user interaction. 

 

3 .2 Mode l  Genera t ion  

With the image registration process completed the matrix describing the warping transformation 
can now be calculated for each of the input images. However before the reconstruction of the 
high resolution image can be performed, the blurring and decimation matrices must also be 
calculated.  The blurring transformation caused by the PSF (Point Spread Function) of the camera 
is modelled as a Gaussian blur; the standard deviation of the Gaussian is a parameter than can be 
adjusted in order to provide the best reconstruction results. The operation used to model the 
decimation can also be adjusted in order to best model a particular acquisition device. 

 

The decimation and blurring parameters are then used to generate the matrices that model these 
operations. Since the blurring and decimation operations are invariant once the matrices have 
been calculated they can be saved and reused for each of the input images, resulting in a 
reduction in the number of computations that must be performed. 

 

3 .3 High Reso lu t ion  f ra me  Reconst ruc t ion  

Once the forward model linking each image in the low resolution input set has been determine, 
the process of fusing the information contained in the input set, in order to reconstruct a high 
resolution output frame can be attempted.  



 

3 .3 .1 Simpl i f ied  Reconst ruc t ion  I l lus t ra t ion  

Figure 4 below illustrates a simplified case of super-resolution, in which the reconstruction 
process reduces to an interleaving of the pixel values of the low resolution images contained in 
the input set. Whilst in reality the reconstruction process is much more complicated this example 
does serve to illustrate the principles behind the reconstruction process. 

 

Figure 4: Simplified Image Reconstruction [10] 

This simplification of the reconstruction process occurs when we are presented with an ideal set 
of low resolution input frames, and corresponding models. The example shown in Figure 4 is the 
ideal case given that we wish to enhance the resolution by a factor of 2 along each axis (overall 
there are 4 times as many pixels). This ideal enhancement occurs if we are presented with a set of 
4 low resolution input frames, each of which has been subjected to only to translation and 
decimation transformations (no blurring). The translations transformations applied in order to 
generate each low resolution frame is also subjected to constraints. If the first image in the set is 
assumed to be the reference frame with a translation of 0 in each direction, the second image 
must have a translation of 1 HR pixel horizontally, the third must have 1 HR pixel vertically, and 
the fourth image must have been translated by 1 HR pixel in both directions.      

 

3 .3 .2 Genera l  Reconst ruc t ion  Case 

In general the reconstruction of a high resolution image is much more complicated than the 
example illustrated in Figure 4. The additional complications are not only due to the 
transformations making up the forward model being more complicated than those required in the 
simplified case, there is also the addition of noise into the forward model, and the uncertainty in 
the estimation of the forward model to take into account.  

 

Therefore the method used to reconstruct the high resolution image must not only be general 
enough to work with unconstrained transformations it must also be resistant to the effects of 
noise and inaccuracies in the assumed models.  

 

3.3.2.1 Maximum Likelihood Estimation (MLE) 

A measure of the inaccuracy of the reconstructed image is found using the expression shown 
below in Equation 7 [11]. The image vector (X) that minimises this error function represents the 
image that was most likely to have been passed through a given forward model in order to 
generate the set of given low resolution images. 
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Equation 7: Measure of Reconstruction Error [11] 
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Equation 8 is the derivative of Equation 7. By setting this equation equal to zero and solving we 
are able to find the image vector (X) that corresponds to the minimum value of Equation 7 (the 
minimum reconstruction error). This image vector is the mostly likely high resolution image to 
have generated a given set of low resolution frames.  
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Equation 8: Rate of Change of Reconstruction Error with respect to X (Derivative of 
Equation 7) 
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In order to compute the high resolution image the system of equations RX = P must be solved. 
Due to the size of the matrices involved it is often infeasible to solve this system of equations 
directly, and an iterative method must be used instead. The iterative method chosen to solve this 
system of equations is the gradient descent method. The equation used is shown below in 
Equation 9 [12].  
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Equation 9: Iterative Gradient Descent method to solve MLE problem  [12] 

 

4 Resul ts 
 

The testing of the super-resolution algorithm was carried out in two distinct stages. The first 
stage of testing uses synthetically generated low resolution frames in order to verify the 
implementation of the various stages in the super-resolution pipeline. The second stage of testing 
uses real world data acquired from the University of California - Santa Cruz MDSP research 
group’s dataset page [8].  

4 .1 Synthe t ic  Resu l t s  

The synthetic testing stage enables the reconstructed high resolution image to be compared to a 
ground truth high resolution image (the image that was used to create the synthetic low resolution 
images).   

 

 

Figure 5: Original HR image, used to generate synthetic LR images 

 

Figure 5 is the original high resolution image (the ground truth high level image), that was used 
to generate the synthetic set of low resolution frames.  The use of the ground truth high 
resolution image the synthetic low resolution images not only allowed the performance of the 
reconstruction process to be evaluated, but also allowed the accuracy of the results from the 
image registration process to be determined. 

 



 

Figure 6: Synthetically Generated Sample Low Resolution Input Frames 

 

Figure 6, shows a selection of the low resolution images that were generated using the original 
high resolution image. The resolution of the original high resolution image was 30x30 pixels, and 
the images shown in Figure 6 have a resolution of 6x6 pixels. Figure 7 below shows the high 
resolution image that was reconstructed given the set of 25 low resolution images that were 
generated, and a perfectly accurate model that describes the acquisition (synthesis) process. 

 

 

 Figure 7: Reconstructed High Resolution Image 

Comparing the reconstructed image (Figure 7) to the original high resolution image (Figure 6) it 
can clearly be seen that the maximum likelihood estimation has accurately reconstructed the high 
resolution image given the input images and a perfect forward model. Although this is a highly 
artificial example it demonstrates the power of super-resolution reconstruction given an adequate 
and accurate set of information about a given scene.   

 

4 .2 Rea l  Wor ld  Resu l t s  

 

With the algorithm verified using the synthetic data set, the algorithm was tested out on sequence 
of low resolution frames available in the aforementioned dataset [8]. Figure 8 below shows a 
sample low resolution frame selected from the low resolution input set (the video sequence). The 
resolution of each of the low resolution input images is 30 x 30, the resolution of this images has 
been enhanced by a factor of 1.5, resulting in the high resolution output frame having a spatial 
resolution of 45 x 45 pixels. 

 

 

Figure 8: Sample Low Resolution Input Frame 

This set of low resolution input images, in the form of a video sequence, was successively 
passed through each of the stages of the super-resolution pipeline outlined in Figure 3. The 
blurring transformation was selected to be a Gaussian operation with a standard deviation of 1. 
Figure 9 below shows the 45x45 pixel high resolution output of the super resolution algorithm, 
after only 10 iterations of the gradient descent equation (Equation 9). 

    



 

Figure 9: Reconstructed High Resolution Image (Reconstructed with 10 Iterations) 

 

Looking at Figure 9 it can clearly be observed that the super-resolved image is not only sharper 
than the original low resolution frame, but that it also contains more detail. This improvement in 
the amount of detail is most apparent around the mouth and chin of the face, the level of detail 
around the nose and eyes has also been greatly increased.   

 

5 Further Work 
 

The current weakness of the developed pipeline is its ability to register images that are not 
captured using a time lapse capturing device, whilst the current implementation allows these 
images to be registered the level of user interaction required prohibits this from being a viable 
method of registering this images. However as mentioned in Section 3.1.1.2, these limitations can 
be overcome by automating the detection and correlation of prominent features in the low 
resolution input images.  

 

With further work the image registration portion of the pipeline could be further improved to 
enable the parameters describing the blurring transformations to be determined from the set of 
low resolution input frames rather than relying on the user to adopt a method of trial and error in 
order to determine the correct parameters for a given acquisition system.  

6 Conclusions 
 

This paper has expanded upon previously developed super-resolution algorithms, in order to 
develop a pipeline which enables low resolution images to be super-resolved with a minimum 
amount of prior knowledge about the process that was used to acquire the images.  

  

The results in Section 4.2 demonstrate that the implemented super-resolution pipeline provides a 
robust method for performing super-resolution reconstruction, given a set of low resolution input 
frames. The reconstruction of the synthetic images in Section 4.1 demonstrates the potential of 
super-resolution enhancement given a set of low resolution images and a perfect model 
describing their acquisition. As the image registration portion of the pipeline is improved the 
accuracy and level of achievable enhancement will continue to improve, and will potentially 
approach that of the synthetic example.  
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