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Abstract 

 
This paper presents the results of an undergraduate 

research project for CSE 190A: Projects in Vision and 

Learning, Winter 2007. The subject of this project is 

3D photography – a computer vision technique used to 

reconstruct 3D models from 2D images. While the 

topic itself has already been thoroughly researched, 

this project seeks to apply knowledge of computer 

graphics to create models optimized for virtual gaming 

environments. This report addresses the objectives, 

results, and lessons learned during the course, as well 

as topics for future work on the project. 

 

1 Introduction 

 
3D photography is the use of technology to capture 

the shape and appearance of real world objects and 
reconstruct them in the digital world. The digitization 
of an object can be viewed from novel viewpoints that 
may be difficult or impossible to achieve in the real 
world, and does not require one to physically traverse 
great distances. Due to the detail and realism of the 
models generated by this process, 3D photography has 
many practical applications and has been employed 
across many different fields [15]. 
There are two main approaches to 3D photography: 

passive and active. Active techniques require tightly 
controlled conditions when capturing a scene, often 
utilizing projected light and precisely calibrated 
cameras or scanners. The results are extremely accurate 
and offer an unparalleled amount of detail. However, 
this approach is usually not practical for distant or fast 
moving objects. In addition, the process is intrusive 
and requires expensive equipment. 
The other approach, and the one to be used in this 

project, is passive 3D photography. Passive techniques 
use existing light in the scene and can utilize an 
unrigged camera. The resulting models do not have the 
same level of detail and accuracy as those produced 
with active techniques, but they are a practical 
alternative. There are several passive approaches: 
wide-baseline stereo, structure from motion, shape 
from shading, and photometric stereo [12]. This project 
will take the stereo approach. 

The stereo approach uses images taken from two 
different viewpoints to extract depth information from 
the scene. Once the correspondence between points 
from the two images is found, the amount of 
displacement can be used to compute the distance from 
the camera. Accuracy of stereo techniques often 
depends critically on camera calibration: knowledge of 
the camera’s position, orientation, and internal 
parameters [18]. However, as demonstrated by [10] and 
[2], it is possible to reconstruct a complex scene 
without this information. 
Originally, the objective of this project was to use 

3D photography techniques to reconstruct digital 
models of sculptures around campus. However, the 
emphasis shifted to the more practical topic of model 
acquisition for virtual gaming environments. Models in 
videogames differ from the usual models obtained 
through 3D photography by the fact that they are 
subject to the performance constraints of the gaming 
platform. For example, a reconstructed mesh could 
have thousands of vertices/triangles, but in the context 
of a videogame that would not be practical because it 
would require more memory to store the data and a 
longer time to load and render it. Therefore, this project 
must address the problem of creating a model that has a 
limited number of vertices yet still convincingly 
resembles the original scene or object. 
This paper is organized as follows: Section 2 gives 

an overview of the system and Section 3 explains the 
steps in more detail. Section 4 evaluates the results of 
running the system on a dataset. Section 5 discusses 
lessons learned and future work.  
 

2 Overview of the System 

 
A common approach in the literature to reconstructing 
a 3D model from a set of images consists of the 
following steps: image acquisition, feature selection, 
feature correspondence/matching, reconstruction, and 
visualization. The first step is to acquire the images of 
the scene or object to be reconstructed with a digital 
camera. While this sounds simple enough, the 
conditions under which those pictures are taken greatly 
determine the methods can be used later on in the 
reconstruction stage. For this system, it is assumed that 
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the position and orientation of the camera for each 
image are unknown and that the internal camera 
parameters (focal distance, skew, optical center) may 
or may not be available. However, all images should be 
taken with the same camera under the same settings (no 
auto focus or flash) to simplify the calculations during 
reconstruction. 
Once the images have been acquired, the next step is 

to identify potential features (interest points) that are 
distinct and easy to match across images. This project 
evaluated two different approaches – the Harris corner 
detector and the difference-of-Gaussian step of the 
Scale-Invariant Feature Transform (SIFT). The number 
of features that are extracted may vary from tens to 
hundreds of points per image depending on the 
parameters supplied. 
The next step is establishing a correspondence 

between the extracted features across the images. The 
approach chosen for feature selection determines the 
approach for feature correspondence – if Harris was 
used, then it is followed by Normalized Cross 
Correlation (NCC). If SIFT was used then matching is 
done by comparing each feature’s invariant descriptor 
vector [3]. 
After a set of matches has been obtained, the 3D 

positions of those points are determined. Assuming no 
calibration information is available, only a projective 
reconstruction is possible, but it can be improved by 
applying certain techniques. Two views are used to 
initialize the projection and then subsequent views are 
added one at a time to achieve a multiple-view 
reconstruction. The result of the reconstruction stage is 
a point cloud representation of the scene/object.  
The final step is to convert the resulting point cloud 

to a textured mesh. The model is then saved to file 
using the Wavefront OBJ format so that it can be used 
in most 3D graphics applications. 
 

3 Methods 
 

3.1 Feature selection and correspondence 

 

Two different approaches were taken in this step – 
Harris followed by NCC and SIFT features. In either 
case, RANdom SAmpling Consensus (RANSAC), as 
proposed by Fischler and Bolles [9], is used on the 
resulting matches to remove any outliers. 
 

3.1.1 Harris + NCC 

 

This first approach is commonly used in 3D scene 
reconstruction algorithms. The Harris edge and corner 
detector is used to automatically detect feature points 
[1]. It uses the following criterion to determine the 
quality of an image point x = [x,y]T: 
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where k is a constant chosen by the user and G is a 2x2 
matrix composed of the image gradient ∇I = [Ix, Iy]
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W(x) is a window centered on x and is usually between 
3x3 to 11x11 pixels. C(x) is then thresholded for each 
point by a user-chosen threshold; points that fall below 
the threshold are discarded.  
The resulting points are subjected to two additional 

constraints: To avoid favoring regions with strong 
texture by imposing a global threshold, the image is 
partitioned into tiles and the features with the highest 
qualities for each tile are chosen. Also, a minimum 
separation is enforced to ensure that multiple features 
are not mapped to the same point. 
 

 
Figure 1: Harris corner detector applied to globe testset. 

 
Once the features have been determined for each 

image, they are matched pairwise between images 
using normalized cross correlation. NCC compares the 
intensities of the pixels within a set window around 
each pair of features. The NCC score is given by: 
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where I(x) is the intensity at pixel x and Ī1 is the 
average intensity in the window around x1 and 
similarly for Ī2. Matches are then determined by 
finding the pair of features that maximize their NCC 
score. A threshold is chosen to enforce some level of 
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similarity. If x1 has no corresponding x2 that exceeds 
the threshold then x1 does not have a match. 
Using this method still produces a lot of incorrect 

matches. One technique (known as Ben-Haim 
Features) was used to increase the accuracy of 
matching by applying NCC on the gradient of the 
image, rather than on the image itself. The total NCC 
score is then the sum of the NCC scores computed on 
the x and y components of the gradient. 
The following figures illustrate the improvement of 

Ben-Haim features over NCC. The first set (Figures 2 
and 3) shows the result of applying NCC to the Harris 
features from a pair of stereo images. In this particular 
example, none of the 14 resulting matches were 
correct. The second set (Figures 4 and 5) shows the 
result of applying Ben-Haim features to the same pair 
of images. There were only 2 outliers in the 29 
resulting matches. The results were similar for other 
testsets. 
 

 
 

 
Figures 2 and 3: NCC applied to Harris features. 

 
 

 
Figures 4 and 5: Ben-Haim features applied to same features. 
 

3.1.2 SIFT 

 

An alternative to the first approach is the use of SIFT 
features. SIFT features are invariant to image scale and 
rotation, and are able to be matched across a substantial 
range of affine distortion, change in 3D viewpoint, 
addition of noise, and change in illumination [3]. The 
algorithm is much longer and more complicated than 
Harris so it won’t be described in detail here, but for 
the test cases in which it was used SIFT provided better 
matching accuracy than NCC. 
 
 #features 

detected 
#outliers %accuracy 

Harris + BHF 29 2 93.1% 
SIFT 179 1 99.4% 
Figure 6: Comparison of approaches applied to the same two 

images from the globe testset. 
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3.2 Reconstruction 

 

This project originally took a stratified 
reconstruction approach, which begins with attaining a 
projective reconstruction, refining it to affine and 
finally a metric reconstruction [13]. However, the 
approach outlined by MaSKS [17] was found to be 
more robust for uncalibrated cameras. Matches 
between two views are used to initialize the projective 
reconstruction and then multiple views are added. 
Lastly, the structure is upgraded by a Euclidean 
reconstruction. 
 

3.2.1 Two View Initialization 

 
The first step is to relate the epipolar geometry 

between two images by finding the Fundamental 
Matrix F. This is achieved by using the Seven-Point or  
Eight-Point algorithm on the matches. Next, F is 
decomposed to determine the projection matrices for 
each view. A projection matrix is a 3x4 matrix that 
contains information on the camera’s relative rotation 
and translation, such that P = [R,T]. For the first two 
images, the canonical decomposition is used, where the 
projection of the first image is set to P1 = [I, 0] and the 
second to: 
 

]',)'ˆ[(2 TFTP T=  
 

where T’ is computed from the left nullspace of F, or 
the 3rd column of V from the Singular Value 
Decomposition (SVD) of F = UDVT. The hat over the 
first T’ denotes the skew-symmetric matrix of T’. 
Once P1 and P2 are known, the projective 3D 

coordinates of the matching points are triangulated via 
the Direct Linear Transformation (DLT) algorithm 
[13]. This approach is also known as Linear 
Triangulation [14]. For each pair of points x1 and x2, 
and each projection matrix P = [p1T, p2T, p3T] written in 
terms of its row vectors, we solve the following 
equation for the projective coordinates Xp: 
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by using the SVD to find the right null space of M. The 
fourth coordinate of Xp is normalized to 1 and we now 
have a 3D homogeneous coordinate for the point. 
 

3.2.2 Euclidean Upgrade 

 

The next step is to add multiple views one at a time 
to obtain all of the camera projections and a complete 
projective structure. The result is a distorted and 
possibly highly skewed projective representation of the 
scene. The points need to be refined using Bundle 
Adjustment and then finally upgraded to a Euclidean 
reconstruction by finding the plane at infinity vT and 
the camera calibration matrix K. 
The matrix K can be retrieved by taking photos 

(using the same camera from image acquisition) of a 
planar calibration object. This algorithm is described in 
6.5.3 of MaSKS [17], but for this project the GML 
C++ Camera Calibration Toolbox was found to give 
reasonable results [4]. If that option is not available, the 
calibration can still be estimated by guessing the focal 
length f and setting the optical center at the center of 
the image. If the size of the image is Dx x Dy pixels and 
we assume that the pixels are square, then the 
estimated calibration matrix is: 
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The projective structure Xp is then related to the 

Euclidean structure Xe by a linear transformation H, 
such that: 
 

Pip ~ PieH
-1, Xp ~ HXe, i = 1,2,…,m 

 
where ‘~’ indicates equality up to a scale factor and H 
has the form: 
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Section 11.4 of MaSKS [17] outlines an algorithm 
(originally introduced by Pollefeys et. al. [10]) that 
achieves a Euclidean reconstruction. Even if the focal 
length is unknown, the upgrade transform H can be 
recovered by estimating the absolute quadric constraint 
from the multiple projection matrices. This allows the 
projective reconstruction to directly upgrade to a 
Euclidean one. At this point the resulting point cloud 
should have a structure resembling the actual 
scene/object. 
 
3.3 Visualization 

 

Due to time constraints I was not able to reach this 
step. There are several existing algorithms for creating 
surfaces from point clouds, including alpha shapes [5], 
Delaunay triangulations [7], and Amenta’s crust 
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algorithm [11]. Once this has been implemented, the 
resulting model can be textured. The same images that 
were used to extract the geometry can be used as 
texture-maps to enhance the realism of the model. 
Since the pixel locations of the textures correspond to 
the interest point locations, this task should not be too 
hard to complete. The images can also be combined to 
create one highly detailed texture map. 
We can now address the problem of optimizing the 

model for gaming environments. Basically, this task 
consists of simplifying the model while preserving its 
overall appearance and attributes such as vertex 
normals, color values, texture coordinates, etc. One 
approach is to convert it to a Progressive Mesh [6]. 
Using this format, a mesh is stored as a coarser mesh 
along with details to incrementally restore it to the 
original. 
 

4 Results 

 
Regrettably, I was not able to reach the visualization 

stage, which was intended to be the main focus of this 
project. This becomes a topic for future work, and I 
present here my results up to the reconstruction stage. 
The system was tested using a training set consisting 

of screenshots of a synthetic scene (i.e. rendered with a 
modeling program), which gave total control over the 
angle, lighting, texture, etc. The datasets from the 
Multi-View Stereo Evaluation site were also used [16]. 
The dataset consists of images taken with a Sony 

DSC W-1 (5MP) consumer digital camera. Three 
different sculptures from around the UCSD campus 
were photographed for the dataset. They include Tim 
Hawkinson’s Bear (43 photos), Niki de Saint Phalle’s 
Sun God (61 photos), and Elizabeth Murray’s Red 
Shoe (85 photos). To keep the calibration consistent 
and thus simplify the reconstruction calculations, auto 
focus and flash were not used. 
The following figures are an example of a Euclidean 

reconstruction of the Bear dataset. Six images were 
taken from different views and only 24 common points 
were used from each of them. Those points were then 
used to initialize the reconstruction by retrieving the 
camera projections and upgrade transform. Figures 7 
and 8 give a 2D view of the reconstructed points from 
the front and top of the structure. Adding additional 
points is possible but requires extra bookkeeping for 
features that disappear and reappear at different 
viewing angles. 

 
Figure 6: First image in a sequence of 6 with features used in 

partial reconstruction (24 points) of the Bear dataset. 
 

 
Figure 7: Euclidean reconstruction of the Bear (front view) 
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Figure 8: Euclidean reconstruction of the Bear (top view) 

 

5 Conclusions 
 
First of all – stereo reconstruction is not easy. Even 

though I knew that this was an ambitious project, I still 
greatly underestimated the difficulty and amount of 
time it would take to implement the system. In 
retrospect, I should have taken smaller steps like 
working first with a virtual scene (such as the MaSKS 
house [17]) instead of my actual testsets. Also, it might 
have helped if I had spent less time on the feature 
detection and matching problem so that I would have 
more time to work on reconstruction. 
As for the system itself, feature detection and 

matching work well enough since RANSAC is able to 
remove the outliers. However, the Harris + NCC 
approach requires user interaction to get the best 
configuration of thresholds and constants. I originally 
planned for the process to be completely automatic, but 
that was obviously not a realistic goal. In addition, this 
approach is not appropriate for certain situations. For 
example, Harris + NCC does not work on the Rubix 
cube testset because the corners are too similar to each 
other. SIFT also does not perform as well on these 
types of images but is still able to match several 
features. 
The stereo reconstruction algorithm works well 

when the feature matches have a low percentage of 
outliers. However, since the calibration for the initial 
projective reconstruction is only an estimate, it may 

require some tweaking of the focal length to ensure that 
the final reconstruction places all the points in front of 
the camera. If the calibration information is known, 
using the GML C++ Camera Calibration Toolbox [4] 
for example, then this is not as much of a problem. The 
final Euclidean reconstruction can be further improved 
upon by using Euclidean bundle adjustment [17]. 
Regarding future work, there is still much left to do 

if this project is to be continued after the end of CSE 
190A. First of all, dense matching using epipolar lines 
and NCC should be implemented to establish 
additional matches. Then visualization can be 
completed using one of the algorithms mentioned 
earlier and the resulting mesh can be textured. The 
Maximally Stable Extremal Region (MSER) method 
can be looked into as another approach to feature 
detection and matching. Also, it would be helpful to 
add a customized GUI, instead of using OpenCV’s 
minimal HighGUI library. This new interface would 
improve the usability of the system so that it can run as 
a user application. 
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