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Abstract

The main goal of this project is to make progress to-
wards generic object recognition. In order to achieve this
goal, this project will focus on detecting soda cans using
the video-based license plate, make, and model recogni-
tion project developed by Dlagnekov [2] as a foundation.
Currently, Dlagnekov’s project has succeeded in recogniz-
ing the make, model, and license plates of vehicles under
a variety of conditions. This flexibility exibits potential for
recognizing other objects as well. I propose to expand the
capabilities of his project to include soda cans with obvi-
ous implications for further development towards generic
object recognition.

1. Introduction

The problem of detecting soda cans is not proposed as
a practical problem but rather a stepping stone towards
generic object recognition. I chose a soda can to experiment
with because they are inexpensive and can be modified to
introduce a gradual level of difficulty to the object detection
program. In the simplest setup, soda cans can be painted
with a flat, solid color. In the most complicated setup, soda
cans can be deformed easily and have some degree of spec-
ularity to them.

Due to its efficiency and ability to perform effectively
with inexpensive hardware, Dlagnekov’s car recognition
program is an appealing platform to build off of. He has
incorporated a wealth of technologies that have a strong
potential to facilitate the detection of many additional ob-
jects. Over the course of the project, I will investigate how
Dlagnekov’s car recognition program might be expanded to
handle the detection of soda cans and make improvements
appropriately.

There are many aspects of Dlagnekov’s project that
worked well for detecting license plates, but may not trans-
late well for detecting soda cans. Since license plates con-
tain text, Dlagnekov treated the license plate detection as a
text extraction problem using work done by Chen and Yuille

on extracting text from natural scenes [1]. Dlagnekov did
this by creating features for the X derivative, Y derivative,
and their corresponding variance. Since cars are always hor-
izontal with the ground, the text in the license plates would
respond well to X and Y derivatives. When a soda can is sit-
ting upright or horizontally, the X and Y derivatives might
work well as features since the contrast between the edges
of the soda can and the background would yield large val-
ues in the X and Y directions. However, Dlagnekov men-
tions that these features will not be able to respond well to
discontinuities that are neither horizontal nor vertical. This
may not cause problems for soda cans or other man-made
objects with well-defined edges, but may potentially cause
problems for natural objects that may appear in the back-
ground, such as stone, wood, or foliage.

Some techniques used in Dlagnekov’s project did not
work well for license plates and cars, but may work well
for soda cans. In his project, Dlagnekov tried matching de-
tected cars to cars in his database using SIFT [4] to rec-
ognize the make and model of the car. This resulted in a
high recognition rate of 89.5%, but took over 30 seconds
since there were 1,102 images in his database. With soda
cans, a SIFT-based approach looks much more promising
in terms of real-time performance. In this project, the pri-
mary concern is whether or not a soda can exists in an image
and where it is located, rather than what brand of soda can
is being detected. By ignoring the labels on the can, this
would limit the amount of images required for recognition
to a much lower number, making a SIFT-based approach
appear to be a viable option for soda can recognition.

In Dlagnekov’s project, he tries applying SIFT to cars in
order to recognize the make and model of them. In con-
trast, the application of SIFT to soda cans would combine
the detection and recognition portions into one step. This
would involve skipping the Adaboost training step entirely.
In order to determine which method would work better for
detecting soda cans, I will test both Adaboost classifiers and
SIFT for soda can detection.
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2. Current Setup

Currently, Louka’s software is being ported to a mobile
robot at SPAWAR running a linux platform. When this is
done, the robot should be able to identify the make, model,
and license plate of a car. I plan to expand the capabilities
of his project so that the robot can detect not only cars but
soda cans as well.

One of the goals for the robot at SPAWAR is to allow it
to navigate a room, identify all of the objects in the room,
and place this information onto a map. This could be use-
ful for many important applications. On the battlefield, the
robot could be programmed to enter a bunker and determine
if there are any weapons or improvised explosive devices
that could present a hazard to soldiers. In the wake of a
natural disaster, the robot could enter a collapsed building
and search for survivors by identifying objects that a human
might wear (such as shoes).

If the robot can be programmed to distinguish efficiently
between a license plate and a soda can under a variety of
conditions, this will hopefully show progress towards en-
abling the robot to enter a room and identify all of the ob-
jects in the room.

3. Qualifications

Over the past year, I have gained a great deal of experi-
ence working on projects. I spent about 6 months working
at Pfizer Global Pharmaceuticals developing an unusual hi-
erarchical method for structuring data queried from an Ora-
cle database of Biomedical Assays.

Since June 2005, I have been working at SPAWAR on
a database interface for accessing data on the San Diego
Bay for the environmental department. During that time, I
designed and implemented an interface in that uses a hier-
archical tree structure GUI to dynamically construct SQL
queries to a database. The user is presented with a series
of static category folders. When expanded, these folders re-
trieve expandable subfolders from the database based on the
folder path the user has expanded. In effect, this allows the
user to access a relational database in a customized, hierar-
chical manner without modifying the database itself.

I have taken three graphics courses which include
OpenGL, Animation, and Rendering. In animation, I at-
tempted to implement O’Brian and Hodgkins’ research pa-
per on animating the surface of water using a series of vir-
tual pipes [6]. Though I was unable to successfully dupli-
cate the results in this paper, I learned a great deal about
finding and interpreting research papers in general. In Ren-
dering, I successfully implemented Jensen’s photon map-
ping paper using his paper as a reference [3].

4. Milestones

There are several different milestones I hope to reach this
quarter. If I do not successfully meet all of the milestones, I
will write up a report on my findings up to that point I reach.
I will document everything I do to facilitate the final report.

4.1. Understand Dlagnekov’s Software and the
SIFT Algorithm Thoroughly - meet by 1/16/06

It is important that I understand how the LPR portion of
Dlagnekov’s software works and how it can be expanded
to accomodate soda can recognition. For this milestone, I
should know how to generate a training set and feature set.
I should be able to identify strengths and weaknesses such
as how the detection software handles license plates that
are not directly facing the camera. I should also know how
well the detection software works when identifying multi-
ple license plates, without a car, in a cluttered room. By
taking the time to fully understand Dlagnekov’s software,
I can avoid reinventing the wheel and hopefully anticipate
and prevent compatibility problems between ideas I formu-
late and the existing software structure.

I will also make sure I understand how the SIFT algo-
rithm works. This will allow me to effectively pursue the
best course of action with regards to creating the image
database of soda cans.

4.2. Capture Video, Take Photos of Soda Cans, and
Build a Training Set - meet by 1/23/06

Using the robot at SPAWAR, we will capture footage us-
ing the robot’s camera and take photos of soda cans in a va-
riety of conditions. Some of the cans will be spray-painted a
flat, solid color, while others will have their original labels.
Some of the cans will be empty while others will remain
unopened. Some cans will be deformed while others won’t
be. Environmental conditions will range from uncluttered,
artificially-lit, indoor conditions to cluttered, naturally-lit
outdoor conditions in front of cars. This will enable me to
get enough variety in data so that if I want to test an idea on
Dlagnekov’s software, I can test it on video footage with-
out having to reprogram the robot every time. Some of this
footage will also be used to identify features and build a
training set.

Building the training set will involve using Adaboost to
get Dlagnekov’s software to recognize soda cans in addition
to license plates and cars. This will test the efficiency and
accuracy of applying Adaboost to a set of weak classifiers
for Soda Cans.



4.3. Run the Detection Portion of Dlagnekov’s Algo-
rithm Using the Soda Can Training Set - meet
by 1/30/06

Using the boosted classifier for soda cans, I will run
Dlagnekov’s Algorithm on half of the original recorded
footage. This process should identify the strengths and
weaknesses of the detection portion of Dlagnekov’s project.
I will then record and analyze the results. If problems arise,
I will determine if they are caused by environment, light-
ing, orientation, bad training set, efficiency, or some other
factors.

4.4. Create a SIFT-based Detection Method - meet
by 2/13/06

I will use a SIFT-based detection method [4] to create an
algorithm for detecting soda cans. This will involve using
the same footage and photos used to build the training set
for Adaboost.

One approach I might take is to use a text-retrieval ap-
proach, as proposed by Sivic and Zisserman [7]. Another
approach I might take was proposed by Murphy-Chutorian
et. al [5]. They use a vocabulary of features that are shared
between different objects.

4.5. Re-run the Detection Portion of Dlagnekov’s
Algorithm Using the SIFT implementation -
meet by 2/20/06

Using the first half of the original recorded footage, I
will run the SIFT soda can detection method. I will then
analyze the results and compare them to the results of the
Adaboosted soda can recognition. From this analysis, I will
determine why one set of results is better than the other and
make improvements to the better candidate. Superior re-
sults will be determined as a measure of efficiency, detec-
tion rate, and how well either implementation might acco-
modate generic object detection.

4.6. Improve Superior Detection Method and Run
All Methods Again - meet by 2/27/06

I will improve the most effective method from the pre-
vious milestone. This improved detection method will then
be run on the second half of the original video footage. All
previous methods will be run on this footage as well to see
if there is any actual improvement. This will help to test
my improvements while assuring that I don’t inadvertantly
introduce bias in my results by catering them to work well
only with a specific set of footage.

5. Questions to be Answered

This section lists questions that I hope to answer
throughout the course of this project. These questions will

help to keep my research on track and keep it productive.

5.1. Will Adding Soda Can Detection to the Existing
License Plate Detection Affect Performance
Significantly?

If adding soda can detection affects the existing perfor-
mance of the detection significantly, then I may have to con-
sider other methods for detection. One option would be to
separate the license plate detection from the soda can de-
tection entirely. An image could first be checked for the
existence of a license plate. If one exists, then the car recog-
nition portion could access part of a database that only con-
tains cars. This would allow the car license plate detection
and car recognition to function normally, though soda can
detection would have to wait for license plate detection to
finish, thereby slowing it down.

Since a red color threshold is used by Dlagnekov to de-
tect the presence of a car, this same method could be used
to decide whether to start detecting a car or a soda can. If no
taillights are detected in the image, then I can try to detect
soda cans first. Otherwise, try to detect license plates first.

5.2. Could a SIFT-based Object Recognition Imple-
mentation Replace the License Plate Detection
Portion of Dlagnekov’s Project?

In their paper, Sivic and Zisserman [7] achieved promis-
ing results for text-based object recognition. Perhaps this
approach could be used to detect license plates more effi-
ciently in Dlagnekov’s project. If this can be achieved, then
this would make the prospect of combining license plate de-
tection with object recognition more promising.

5.3. Which is a More Viable Option for Generic
Object Detection?

As mentioned in the milestones section, I will attempt to
determine if SIFT or Adaboost is a more viable method for
generic object detection.

5.4. How Does SIFT and Adaboost Perform in Nat-
ural vs. Man-Made Environments?

For instance, if there is a lot of sand in the background,
this might cause a lot of high-frequency noise that might
affect one method more than the other. The sharp edges
commonly found in man-made environments might affect
one method more than the other.

5.5. How Do Soda Can Labels Affect Detection
Rates?

In Dlagnekov’s project, license plate text is used as a
means of detecting the presence of a license plate and the
location of the car attached to it. For my project, I will be



dealing with both labelled and painted soda cans. I will in-
vestigate whether the text on the soda can affects the detec-
tion rate in a positive or negative way. If it affects detection
rates in a negative way, then it may need to be filtered out
somehow.
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