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Abstract 
The paper focuses on two emerging technologies for 
constructing a Mobile ad hoc network: IEEE 802.11 and 
Bluetooth. The IEEE 802.11 standard is a good platform 
to implement a single-hop ad hoc network because of its 
extreme simplicity. Furthermore, multi-hop networks 
covering areas of several square kilometers could be 
built by exploiting the IEEE 802.11 technology. On 
smaller scales, technologies like Bluetooth can be 
exploited (perhaps in combination with the 802.11-type 
technology) to build ad-hoc wireless Personal Area 
Networks, i.e. networks that connect devices placed 
inside a circle with radius of 10 meters. The paper 
presents with a tutorial style the architectures and 
protocols of IEEE 802.11 and Bluetooth. In addition, a 
discussion on the performance of these two technologies 
is presented. Specifically, we focus on the Medium Access 
Control (MAC) protocol adopted by the two 
technologies and we analyze both the protocol efficiency 
(channel utilization) and the response time.  
  
Keywords : wireless LANs, wireless PANs, Ad-hoc 
networks, MAC protocol, performance evaluation 
 
1. Introduction 

A Mobile ad-hoc network is a system of wireless mobile 
nodes dynamically self-organizing in arbitrary and 
temporary network topologies. People and vehicles can 
thus be internetworked in areas without a pre-existing 
communication infrastructure, or when the use of such 
infrastructure requires wireless extension. 
The idea of Mobile ad-hoc networks has been under 
development from 70s in the framework of Mobile Packet 
Radio technology. In the middle of '90, with the definition 
of standards (e.g., IEEE 802.11 [1]), commercial radio 
technologies have begun to appear and the wireless 
research community identified in ad-hoc networks a 
formidable challenging evolution of wireless networks. 
Mobile ad-hoc networks are multihop wireless networks. 
Even though large-scale mobile ad-hoc networks will not 
available in the near future, on smaller scales, mobile ad 
hoc networks will soon appear to extend the range of the 

WLAN technology over multiple radio hops. Specifically, 
wireless LANs technologies that are becoming to appear 
on the market constitute the building blocks to construct 
small ad-hoc networks that can be exploited to develop 
new applications ranging from medical, to military, to 
industrial, to societal. The success of a network 
technology is connected to the development of 
networking products that can provide wireless network 
access at a competitive price. A major factor in achieving 
this goal is the availability of appropriate networking 
standards. For this reason in this paper we focus on the 
IEEE 802.11 standard for WLANs [1] and on the 
Bluetooth technology [2] which is a de-facto standard for 
wireless Personal Area Networks (WPAN). A WPAN is a 
network constituted by connected devices placed inside a 
circle with radius of 10 meters. The Bluetooth 
specifications are released by the Bluetooth Special 
Interest Group. In addition, the IEEE 802.15 Working 
Group for Wireless Personal Area Networks has started a 
project to publish and approve a standard derived from 
the Bluetooth Specification. 

Bluetooth and IEEE 802.11 technologies also exemplify 
the two categories in which multiple access networks can 
be roughly categorized [3], random access (e.g. CSMA, 
CSMA/CD) and demand assignment (e.g. Token Ring). 
Due to the inherent flexibility of random access systems 
(e.g. random access allows unconstrained movement of 
mobile hosts) the IEEE 802.11 standard committee decided 
to adopt a random access CSMA-based scheme for 
WLANs. On the other hand, demand assignment access 
schemes are more suitable for the environment that needs 
to provide guarantees on the Quality of Service (QoS) 
perceived by its users. The Bluetooth technology that is 
designed to support delay sensitive applications (such as  
voice traffic) beyond data traffic adopts a (implicit) token-
based access method. 
This  paper presents the architecture and protocols of IEEE 
802.11 and Bluetooth. In addition, the performance of 
these technologies are analyzed. As the IEEE 802.11 
technology is quite well known (several products 
compliant to this standard are available on the market), for 
this technology we mainly concentrate on the analysis of 
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the performances its users may relay upon. On the other 
hand, the Bluetooth technology is just starting to appear 
on the market and its architecture and protocols are almost 
unknown. For this reason, the target of this paper is a 
tutorial-oriented description of the Bluetooth architecture 
and protocols. While only a sketch of Bluetooth 
performance is given.  
 
2. Ad-hoc WLANs 

A Local Area Network is a communication network 
characterized by a small scope, typically a single building 
or a cluster of buildings. In the last years the use of 
wireless technologies in the LAN environment has been 
getting more and more important, and it is easy to foresee 
that the wireless LANs (WLANs) will be the solution for 
the home and office automation. A WLAN should satisfy 
the same requirements typical of any LAN, including high 
capacity, full connectivity among attached stations and 
broadcast capability. In addition, WLANs should meet 
some requirements specific to the wireless environment. 
The air interface provides less capacity than a cable, 
hence the efficiency of the medium access protocol is 
fundamental. Moreover the MAC protocol should enable 
the user mobility from a cell to another. Therefore, a MAC 
protocol suited for WLAN must accommodate handoff 
between transmission boundaries and route traffic to 
mobile users. Wireless devices are intended to be portable 
and mobile, and are typically battery powered, hence great 
attention has to be given to the power management.  In a 
wired network, the transmission medium can be physically 
secured, while a WLAN could be easily eavesdropped if 
not properly designed with some level of security. 

Two different key approaches can be followed in the 
implementation of a WLAN: an infrastructure-based 
approach, or an ad-hoc networking one [4]. An 
infrastructure-based architecture imposes the existence of 
a centralized controller for each cell, often referred to as 
Access Point. The Access Point is normally connected to 
the wired network thus providing the Internet access to 
mobile devices. In contrast, an ad-hoc network is a peer-
to-peer network formed by a set of stations within the 
range of each other that dynamically configure themselves 
to set up a temporary network.  

The IEEE 802.11 and the Bluetooth technologies can be 
utilized to implement both wireless infrastructure 
networks and wireless ad-hoc networks.  

The design of a WLAN that adopts a carrier-sensing 
random access protocol [3], such as the IEEE 802.11, is 
further complicated by the presence of hidden terminals 
[5]. A pair of stations is referred to as being hidden from 
each other if the other cannot hear the transmission from 
one station. This event makes the carrier sensing 
unreliable as a station wrongly senses the wireless 

medium has been idle while a station, which is hidden from 
its standpoint, is transmitting. For example, let us assume 
that two stations, say Sa and Sb, are hidden to each other 
and both can transmit to a third station, say Sr. When Sa 
is transmitting to Sr the carrier sensing of Sb does not 

signal any transmission, and thus Sb can immediately 
start a transmission to Sr, as well.  

The hidden stations’ phenomenon may occur both in 
infrastructure-based and ad-hoc networks. However, it 
may be more relevant in ad-hoc networks where almost no 
coordination exists among the stations. All stations may 
be transmitting on a single frequency as it occurs, for 
example, in the WaveLAN IEEE 802.11 technology [6].  

2.1 Performance figures 
The design of wireless LANs has to concentrate more on 
bandwidth consumption than wired networks. This is 
because wireless networks deliver much lower bandwidths 
than wired networks, e.g. 1-10 Mbps vs. 10-150 Mbps [4]. 
Since a WLAN relies on a common transmission medium, 
the transmissions of the network stations must be 
coordinated by the Medium Access Control (MAC) 
protocol. This coordination can be achieved by means of 
control information that is carried explicitly by control 
messages travelling along the medium (e.g. ACK 
messages), or can be provided implicitly by the medium 
itself using the carrier sensing to identify the channel 
being either active or idle. Control messages, or message 
retransmissions due to collision, remove channel 
bandwidth from that available for successful message 
transmission. Therefore, the fraction of channel bandwidth 
used by successfully transmitted messages gives a good 
indication of the overheads required by the MAC protocol 
to perform its coordination task among stations. This 
fraction is known as the utilization of the channel, and the 
maximum value it can attain is known as the capacity of 
the MAC protocol ([7], [8]). 

The capacity is used to evaluate the efficiency of MAC 
protocol algorithms, however from the user standpoint 
other performance figures are needed to measure the 
Quality of Service (QoS) that can be relied on. The most 
widely used performance measure is the delay, which can 
be defined in several forms [8], depending on the time 
instants considered during its measurement (access delay, 
queuing delay, propagation delay, etc.). In computer 
networks the response time, defined as the time between 
the generation of a message at the sending station and its 
reception at the destination station, is the best figure to 
measure the QoS perceived by the users. However, it 
depends on the amount of buffering inside the network 
and it is not always meaningful to evaluate a LAN 
technology. For example, during congested periods, the 
buffers fill up and the response time does not depend on 
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the LAN technology but it is just a function of the buffer 
length. For this reason, in this paper, the main delay figure 
is the MAC delay. The MAC delay of a station in a LAN is 
the time between the instant at which a packet comes to 
the head of the station transmission queue and the end of 
the packet transmission [Con 97]. 
 
3. IEEE 802.11 Architecture and Protocols 

The IEEE 802.11 standard defines a MAC layer and a 
Physical Layer for WLANs, see Figure 1. The MAC layer 
provides to its user both contention-based and 
contention-free access control on a variety of physical 
layers. Specifically, three different technologies can be 
used at the Physical Layer: Infrared, Frequency Hopping 
Spread Spectrum and Direct Sequence Spread Spectrum.  

The basic access method in the IEEE 802.11 MAC 
protocol is the Distributed Coordination Function (DCF) 
which is a Carrier Sense Multiple Access with Collision 
Avoidance (CSMA/CA) MAC protocol. Besides to the 
DCF, the IEEE 802.11 also incorporates an alternative 
access method known as the Point Coordination 
Function (PCF) - an access method that is similar to a 
polling system and uses a point coordinator to determine 
which station has the right to transmit. As the PCF access 
method cannot be adopted in ad-hoc networks, in the 
following we will concentrate on the DCF access method 
only. 

Point Coordination
 Function

Distributed Coordination
Function

Contention-free Contention

P h y s i c a l   L a y e r
 

Figure 1: IEEE 802.11 Architecture 
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Figure 2: Basic Access Mechanism 

3.1. IEEE 802.11 DCF 
The DCF access method, hereafter referred to as Basic 
Access, is summarized in Figure 2. When using the DCF, 
before a station initiates a transmission, it senses the 
channel to determine whether another station is 
transmitting. If the medium is found to be idle for an 
interval that exceeds the Distributed InterFrame Space 
(DIFS), the station continues with its transmission.1  On 
the other hand (i.e. the medium is busy), the transmission 
is deferred until the end of the ongoing transmission. A 
random interval, henceforth referred to as the backoff 
interval, is then selected, which is used to initialize the 
backoff timer. The backoff timer is decreased for as long 
as the channel is sensed as idle, stopped when a 
transmission is detected on the channel, and reactivated 
when the channel is sensed as idle again for more than a 
DIFS. The station transmits when the backoff timer 
reaches zero. The DCF adopts a slotted binary exponential 
backoff technique. In particular, the time immediately 
following an idle DIFS is slotted, and a station is allowed 
to transmit only at the beginning of each Slot Time , which 
is equal to the time needed at any station to detect the 
transmission of a packet from any other station. The 
backoff time is uniformly chosen in the interval (0, CW-1) 
defined as the Backoff Window, also referred to as 
Contention Window. At the first transmission attempt 
CW= CWmin, and it is doubled at each retransmission up 
to CWmax. In the standard [1] the CWmin and CWmax 
values depend on the physical layer adopted. For example, 
for frequency hopping CWmin and CWmax are 16 and 
1024, respectively. Immediate positive acknowledgements 
are employed to ascertain the successful reception of each 
packet transmission (note that CSMA/CA does not rely 
on the capability of the stations to detect a collision by 
hearing their own transmission). This is accomplished by 
the receiver (immediately following the reception of the 
data frame) which initiates the transmission of an 
acknowledgement (ACK) frame after a time interval, Short 
InterFrame Space (SIFS), which is less than the DIFS. If 
an acknowledgement is not received, the data frame is 
presumed to have been lost and a retransmission is 
scheduled. The ACK is not transmitted if the received 
packet is corrupted. A Cyclic Redundancy Check (CRC) 
algorithm is adopted to discover transmission errors.  
After an erroneous frame is detected (due to collisions or 
transmission errors), the channel must remain idle for at 
least an Extended InterFrame Space (EIFS) interval before 
the stations reactivate the backoff algorithm.  
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Figure 3: RTS/CTS mechanism 

The basic access mechanism can be extended by a virtual 
carrier sensing mechanism, also referred to as floor 
acquisition mechanism, named Request To Send (RTS) / 
Clear To Send (CTS). In this case, after gaining access to 
the medium and before starting the transmission of a data 
packet itself, a short control packet, named RTS, is sent to 
the receiving station announcing the upcoming 
transmission. The receiver replies to this with a CTS 
packet to indicate the readiness to receive the data. RTS 
and CTS packets contain the projected length of the 
transmission. This information can be read by any 
listening station, that in turn updates a Network 
Allocation Vector (NAV) containing the information of the 
period of time the channel will remain busy. Therefore, all 
stations within the range of at least one of the two 
stations (receiver and transmitter) know how long the 
channel will be used for this data transmission, see Figure 
3. Hence, the RTS/CTS mechanism solves the hidden 
station problems during the transmission of the user data. 
In addition, this mechanism can be used to capture the 
channel control before the transmission of long packets, 
thus avoiding “long collisions”.  
3.2. IEEE 802.11 Ad-hoc networks 
In the IEEE 802.11, an ad-hoc network is named 
Independent Basic Service Set (IBSS). An IBSS enables 
two or more IEEE 802.11 stations to communicate directly 
without requiring the intervention of either a centralized 
access point or an infrastructure network. Hence the IBSS 
can be considered as the support provided for mobile ad 
hoc networking by the IEEE 802.11 standard protocol. 

To uniquely identify an IBSS it necessary to associate 
to it an identification number (IBSSID) that is locally 
administered and that will be used by any other stations to 
join to the ad-hoc network. When a station starts a new 
IBSS, it generates a 46-bit random number in a manner that 
minimizes the probability of stations generating the same 
number. Due to the flexibility of the CSMA/CA algorithm, 
stations’ synchronization (to a common clock) is sufficient 
to receive or transmit data correctly. Two main functions 
are implemented by IEEE 802.11 for the synchronization of 
the stations in an IBSS: i) synchronization acquirement 
and ii) synchronization maintenance. 

SYNCHRONIZATION ACQUIREMENT . This functionality is 
necessary for joining an existing IBSS. The discovery of 
existing IBSSs is the result of a scanning procedure of the 
wireless medium by which the station receiver is tuned on 
different radio frequencies, searching for particular control 
frames. Only if the scanning procedure does not result in 
finding any IBSS, the station may initialize a new IBSS. 
The scanning can be either passive or active. The scan 
process is passive if the station listens to the channels for 
hearing a beacon frame. It is worth reminding that the 
beacon content does not include the synchronization 
information only, but even the complete set of IBSS 
description parameters. This set of parameters includes: 
the IBSSID, the Beacon period used, the set of data rates 
that can be supported, the parameter relevant to IBSS 
management functions, as for power saving management. 

The active scanning procedure involves the generation 
of Probe frames and the subsequent processing of 
received Probe Response frames. The station that decides 
to begin an active scanning procedure has a channel list 
of radio frequencies that shall be scanned during the 
procedure. For each channel to be scanned a broadcast 
probe that contains broadcast BSSID is sent by using the 
basic access procedure. 

SYNCHRONIZATION MAINTENANCE. Because of the lack 
of a centralized station that provides its own clock as 
common clock, the synchronization function is 
implemented via a distributed algorithm that shall be 
performed by all of the members of the IBSS. This 
algorithm is based on the transmission of beacon frames at 
a known nominal rate. The interval between beacons is 
defined by a Beacon Period parameter that is adopted by 
each station when joining the IBSS (the beacon interval is 
decided by the station that has initialized the IBSS).  

 
In a mobile environment the power management function 
is particular important because of the low energy 
requirements of portable terminals. In the IBSS the power 
saving (PS) policy adopted shall be completely distributed 
for preserving the self-organizing behavior of an ad hoc 
network. A station may be in one of two different power 
states: awake, if station is fully powered, doze, if station is 
not able to transmit or receive. Each time multicast frames 
or directed frames to a station in power saving are to be 
transmitted, they have to be announced via an ad hoc 
traffic indication message (ATIM). It is obviously that the 
ATIM transmission shall be done during a period when all 
stations are awake. Therefore an ATIM window is defined 
as a specific period of time, following a beacon interval 
beginning, during which only beacon and ATIM frames 
shall be transmitted and in which all stations including 
those operating in a PS mode are awake. The ATIM 
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window value is an IBSS parameter included in the beacon 
content.  

 

Table 1: WLAN configuration 
SIFS 28 �sec 
DIFS 128 �sec 

backoff slot time  50 �sec 
bit rate 2 Mbps 

propagation 
delay 

1 �sec 

stations 10, 50, 100 
CWmin 32 
CWmax 256 

 

4. IEEE 802.11 Performance 

The physical layer technology determines some network 
parameter values, e.g. SIFS, DIFS, backoff slot time. 
Whenever necessary, we choose the values of these 
technology-dependent parameters by referring to the 
frequency-hopping-spread-spectrum technology at 2 
Mbps transmission rate. Specifically, Table 1 reports the 
configuration parameter values of the IEEE 802.11 WLAN 
analyzed in the paper [1]. 

4.1 IEEE 802.11 Protocol Capacity 
The IEEE 802.11 protocol capacity was extensively 
investigated in [9]. In the following, the main results of 
that analysis will be summarized. Specifically, in [9] it is 
analytically derived the theoretical throughput limit for 
the IEEE 802.11 network, (i.e., the maximum throughput 
that can be achieved by adopting the IEEE 802.11 MAC 
protocol and using an optimal backoff algorithm) and its 
has been compared with the real protocol capacity. Our 
simulative results show that, depending on the network 
configuration, the standard protocol can operate very far 
from the theoretical throughput limit. These results, 
summarized in Figure 4, indicate that the distance between 
the IEEE 802.11 and the analytical bound increases with 
the number of active networks, M. 
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Figure 4: IEEE 802.11 protocol capacity 

In the IEEE 802.11 protocol, due to its backoff algorithm, 
the average number of stations that transmit in a slot 
increases with M and this causes an increase in the 
collision probability. A significant improvement of the 
IEEE 802.11 performance can thus be obtained by 
controlling the number of stations that transmit in the 
same slot. Specifically, several works have shown that an 
appropriate tuning of the IEEE 802.11 backoff algorithm 
can significantly increase the protocol capacity ([10], [11] 
and [12]). In particular, in [11] it was presented and 
evaluated a distributed algorithm named Dynamic IEEE 
802.11 protocol, to tune, at run time, the size of the 
backoff window. The backoff-tuning algorithm is executed 
independently by each station that, by observing the 
status of the channel, gets an estimate of both the number 
of active stations and the characteristics of the network 
traffic. By exploiting the estimated information on the 
channel status a station then applies a distributed 
algorithm to tune its backoff window size in order to 
achieve the theoretical throughput limit for the IEEE 
802.11 network. The Dynamic IEEE 802.11 protocol is quite 
complex as interdependencies exist among the quantities 
that need to be estimated for characterizing the channel 
status. In [13] it is present a Simple Dynamic IEEE 802.11 
Protocol (SDP), that only requires simple load estimates 
for tuning the backoff algorithm. An alternative and 
interesting approach for tuning the backoff algorithm 
without requiring complex estimates of the network status 
has been proposed in [14]. In this work it is defined a 
distributed mechanism, named Asymptotically Optimal 
Backoff (AOB), that dynamically adapts the backoff 
window size to the current load by guaranteeing that an 
IEEE 802.11 WLAN asymptotically (i.e. for a large number 
of active stations) achieves its optimal channel utilization. 
The AOB mechanism adapts the backoff to the network 
contention level by using two simple load estimates: the 
slot utilization and the average size of transmitted frames. 
These estimates are simple and can be obtained with no 
additional costs or overheads. 
4.1.1 Protocol capacity and hidden stations 
As we explained before, the hidden station phenomenon 
may make carrier sensing unreliable and hence affects the 
performance of wireless networks. The aim of this section 
is to analyze how the hidden stations, further deviate the 
IEEE 802.11 protocol capacity from the theoretical bounds. 
Hereafter, we refer to results presented in [9]. Specifically, 
this study was performed by using a probabilistic model in 
which H denotes the probability that, due to a carrier 
sensing fault, a station does not detect an ongoing 
transmission, and thus (depending on its backoff) it starts 
transmitting and generates a collision. The network traffic 
is made up of short or long messages only (2 and 100 
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slots, respectively) and there are 50 active stations. In 
Table 2 we report both the IEEE 802.11 protocol capacity 
with (H=0.25) or without hidden stations (H=0), and the 
theoretical throughput limits. Results shown that the 
carrier-sensing-fault phenomenon produce a significant 
reduction in the protocol capacity but when messages are 
short its impact is less marked if compared with the long-
message case. This can be explained because the negative 
impact of collisions on the protocol capacity increases 
with the message length, and this is a strong indication on 
the effectiveness of the RTS/CTS mechanism when the 
hidden-station phenomenon occur and/or long messages 
need to be transmitted. With RTS/CTS collision may occur 
only during the transmission of the short control 
messages, i.e., RTS and CTS.  
 

Table 2: Impact of hidden stations on protocol capacity  
IEEE 802.11 Messages  

(slots) 
Theoretical 

H=0 H=0.25 
2  0.20480 0.1608 0.1426 

100  0.82040 0.4658 0.3581 

4.2 IEEE 802.11 MAC delay 
The IEEE 802.11 capacity analysis presented in the 
previous section is performed by assuming that the 
network operates in asymptotic conditions (i.e. each LAN 
station always has a packet ready for transmission). LANs 
generally operate in normal conditions, i.e. the network 
stations generate an aggregate traffic that is lower (or 
slightly higher) than the maximum traffic the network can 
support. In these load conditions, the most meaningful 
performance figure is the MAC delay, i.e. the time required 
for a station to successfully transmit the packet at the 
head of its transmission queue [Con 97]. Results 
presented in this section are obtained by assuming that a 
station alternates between idle and busy states. State 
changes occur according to an ON/OFF Markov chain. 
Specifically, after each successful transmission a station 
remains in the ON state (i.e. busy state) with probability 
0.9. At the end of a transmission, a station in the OFF state 
(i.e. idle state) changes its state to ON with probability x. 
By increasing the average sojourn time in the OFF state 
we model a decrease in the network load. 
Two sets of experiments were performed corresponding to 
a traffic generated by 50 stations, made up of short (2 
slots) and long (100 slots) messages, respectively. Figure 
5 (which plots the average MAC delay vs. the channel 
utilization) highlights that for light load conditions IEEE 
802.11 exhibits very low MAC delays. However, as the 
offered load approaches the capacity of the protocol, the 
MAC delay sharply increases. This behavior is due to the 
CSMA/CA protocol. Under light-load conditions the 
protocol introduce almost no overhead (a station can 
immediately transmit as soon as it has a packet ready for 

transmission). On the other hand, when the load increases, 
the collision probability increases as well, and most of the 
time a transmission results in a collision. Several 
transmissions attempts are necessary before a station is 
able to transmit a packet, and delays tend to be 
unbounded.  
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Figure 5: IEEE 802.11 MAC delay  

 
5. Bluetooth Technology Architecture and 
Protocols 

The Bluetooth system is operating in the 2.4 GHz 
Industrial, Scientific, and Medicine (ISM) band. It is based 
upon a low-cost, short-range radio link, integrated into a 
microchip, enabling protected ad hoc connections for 
wireless communication of voice and data in stationary 
and mo bile environments. 

The Bluetooth Special Interest Group (SIG) is working 
to impose the Bluetooth technology as the de facto 
wireless standard for personal area wireless 
communication. The architecture and protocols presented 
in this paper refer to the Bluetooth 1.0B Specification 
released in December of 1999 [2]. 

Bluetooth devices adopt the 48-bit addressing scheme 
defined by the IEEE 802 standard. 
From a logical standpoint, Bluetooth belongs to the 
contention-free token-based multi-access networks. In a 
Bluetooth network, one station has the role of master and 
all other Bluetooth stations are slaves. The master decides 
which slave is the one to have the access to the channel. 
More precisely, a slave is authorized to deliver a single 
packet to the master only if it has received a polling 
message from the master. The units that share the same 
channel (i.e. are synchronized to the same master) form a 
piconet, the fundamental building block of a Bluetooth 
network. A piconet has a gross bit rate of 1Mbit/sec that 
represents the channel capacity before considering the 
overhead introduced by the adopted protocols and polling 
scheme. A piconet contains a master station and up to 
seven active (i.e. participate in data exchanging) slaves 
contemporarily. Independent piconets that have coverage 
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areas that overlap form a scatternet. A unit can be active 
in more than one piconet, but can be master into only one. 
A slave may communicate with different piconets only in a 
time-multiplexing mode. This means that for any time 
instant it can only transmit on a single piconet In fact, it 
has to change its synchronization parameters before to 
listen to different channels. 

5.1 Bluetooth Architecture 
The main aim of the Bluetooth Specification is to 
guarantee the interoperability between different 
applications that may run over different protocol stacks. 
This is achievable only if a common Bluetooth data link 
and physical layer is used. As we can see in Figure 6, the 
complete protocol stack contains a Bluetooth core of 
Bluetooth-specific protocols (dark green protocols in the 
figure) and non-Bluetooth-specific protocols.  
The Bluetooth core protocols comprise exclusively 
Bluetooth-specific protocols. In the next subsections will 
be explained in details the Baseband and the Bluetooth 
radio layers. Bluetooth radio provides the physical links 
among Bluetooth devices while the Baseband layer 
provides a transport service of packets on the physical 
link. This service is exploited by the other Bluetooth data 
link layer protocol, that’s the L2CAP, to permit to higher 
level protocols and applications to transmit and receive 
their messages. The main features supported by L2CAP 
are:  
i) protocol multiplexing: the L2CAP uses a protocol 

type field to distinguish between upper layer 
protocols; 

ii) segmentation and reassemby: this feature uses two 
bits in the payload header, and is required because the 
Baseband packet size is smaller than the usual size of 
packets used by higher layer protocols; 

iii) group management, i.e., the capability to map 
transparently groups of addresses, i.e. groups of 
devices, onto piconets without the need of knowing 
the baseband routines;  

iv) quality of service assurance: the L2CAP connection 
establishment permits the exchange of quality of 
service parameters, and the L2CAP would monitor the 
resource to assure the respect of agreed QoS.  

The LMP protocol is responsible for the set-up and 
management of physical links. The management of 
physical links consists of several activities: i) putting a 
slave in a particular operating state (i.e. sniff, hold or park 
mode), ii) monitoring the status of the physical channel 
and assuring a prefixed Quality of Service (e.g., LM settles 
transmission power, the maximum poll interval, etc.). LMP 
also implements security capabilities at link level. 
Finally, RFCOMM is a serial line emulation protocol, i.e. a 
cable replacement protocol. It emulates RS-232 control and 
data signals over Bluetooth baseband, providing transport 

capabilities for upper level services that use serial line as 
transport mechanism.  
The other protocols presented in the figure are 
application-oriented protocol enabling applications to run 
over Bluetooth devices. In addition to this protocol layers, 
the Specification also defines a Host Controller Interface 
that provides a command interface to the baseband 
controller, link manager, and access to hardware status 
and control registers.  

 

Figure 6: Bluetooth protocol stack 

5.1.1 Bluetooth Radio 
A Bluetooth unit consists of a radio unit operating in the 
2.4 GHz band. In this band are defines 79 different Radio 
Frequency (RF) channels that are spaced of 1 MHz. The 
physical layer utilizes as technique of transmission a 
frequency hopping spread spectrum (FHSS) where the 
hopping sequence is a pseudo-random sequence of 79-
hop length, and it is unique for each ad hoc network we 
can established. Therefore the establishment of a physical 
channel is associated to the definition of a channel 
frequency hopping sequence which has a very long 
period length and which does not show repetitive patterns 
over short time interval. It’s possible to do it by exploiting 
the actual value of master clock and its unique Bluetooth 
device address, a 48-bit address compliant to the IEEE 802 
standard. The FHSS system has been chosen to reduce 
the interference of nearby system operating in the same 
range of frequency (for example IEEE 802.11 WLAN) and 
make the link robust [15,16]. The nominal rate of hopping 
between to consecutive RF is 1600 hop/sec. 
A Time Division Duplex (TDD) scheme of transmission is 
adopted. The channel is divided into time slots, each 625 
µs in length, and each slot corresponds to a different RF 
hop frequency. The time slots are numbered according to 
the Bluetooth clock of the master. The master can transmit 
in even numbered time slots. Odd numbered time slots are 
reserved for slaves’ transmissions. The frame structure is 
shown in Figure 6. The transmission of a packet nominally 
covers a single slot, but it may last up to five consecutive 
time slots. For multi-slots packets the RF hop frequency to 
be used for the entire packet is the RF hop frequency 
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assigned to the time slot in which the transmission has 
begun. The changing of RF used after transmitting or 
receiving a packet reduces the interference from signals 
coming from other radio modules. 
The Bluetooth antenna has a nominal power that permit a 
range for radio link from 10 centimeters to 10 meters. This 
range can be extended up to 100 meters increasing the 
transmit power.  

625 µµs
f(k)

f(k)

f(k+2) f(k+3) f(k+4) f(k+5) f(k+6)f(k+1)f(k)

f(k+3) f(k+4) f(k+5)

f(k+5)

f(k+6)

f(k+6)

366 µµs

 

Figure 7: multi-slot packet transmissions 

5.1.2 Bluetooth Baseband Protocol 
The Baseband protocol is responsible for: i) the set-up of 
the physical connections between master and slaves; ii) 
the sending and receiving of different packets upon the 
physical channel (channel access); iii) the 
synchronization of devices belonging to a piconet on 
master clock, and iv) the management of the different 
power saving state which the device can stay in. In the 
following we will describe in depth points i) and ii). The 
synchronization of devices will be described in Section 5.2 
where we explain the rules for setting up an ad-hoc 
Bluetooth piconet.  

CONNECTIONS’ TYPE. There are two types of physical 
links that can be established between Bluetooth devices: a 
Synchronous Connection-Oriented (SCO) link, and an 
Asynchronous Connection-Less (ACL) link. The first type 
of physical link is a point-to-point, symmetric connection 
between the master and a specific slave. It is used to 
deliver delay-sensitive traffic, mainly voice. In fact the 
SCO link rate is 64 Kbit/s and it is settled by reserving a 
couple of consecutive slots for master-to-slave 
transmission and immediate slave-to-master response. The 
SCO link can be considered as a circuit-switched 
connection between the master and the slave. The second 
kind of physical link, ACL, is a connection between the 
master and all slaves participating to the piconet, and it 
can be considered as a packet-switched connection 
between the Bluetooth devices. It can support the reliable 
delivery of data; a fast Automatic Repeat Request (ARQ) 
scheme is adopted to assure data integrity. An ACL 
channel supports point-to-multipoint transmissions from 
the master to the slaves.  

MASTER

SLAVE1

SLAVE2

SCO ACL SCO SCOACL SCO ACL

 

Figure 8: Packets transmission on SCO and ACL links 

CHANNEL ACCESS. As stated before, the channel access is 
managed according to a polling scheme. The master 
decides which slave is the only one to have the access to 
the channel by sending to him a packet. The master packet 
may contain data or can simply be a polling packet. When 
the slave receives a packet from the master it is authorized 
to transmit in the next time slot. For SCO links the master 
periodically polls the corresponding slave. Polling is 
asynchronous for ACL links. Figure 8 presents a possible 
pattern of transmissions in a piconet with a master and 
two slaves. Slave 1 has both a SCO (red) and an ACL 
(yellow) link with the master, while Slave 2 has an ACL link 
only (the green one). In this example the SCO link is 
periodically polled by the master every six slots, while 
ACL links are polled asynchronously. Furthermore, the 
size of the packets on an ACL link is constrained by the 
presence of SCO links. For example, in the figure the 
master sends a multi-slot packet to Slave 2 which, in turn, 
can reply with a single-slot packet only, because the 
successive slots are reserved for the SCO link. 

ACCESS
CODE HEADER PAYLOAD

72 54 0 - 2745

PREAMB SYNC
WORD TRAILER

4 6 4 4

AM_ADDR TYPE SEQNFLOW ARQN HEC

3 4 1 1 1 8

 
Figure 9: Bluetooth packet (fields’ length in bits) 

The general format of Bluetooth packets is shown in 
Figure 9. As we can observe three main parts characterize 
the packet. The Access Code (AC) is used for 
synchronization and identification. In particular, after a 
physical link is established, it is identified by a Channel 
Access Code (CAC) that is derived from the master clock 
and its bluetooth device address. The CAC permits to the 
devices to identify packets coming from a piconet which 
they don’t belong to. The header integrity is doubly 
protected. Firstly, a HEC is introduced, and then the total 
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header is encoded with a rate 1/3 FEC. The AM_ADDR, 
that is the address, is 3-bit long, and hence it is possible to 
have only seven active slaves (the all zero sequence is a 
broadcast address). The ARQN and SEQN bits are used 
for the ARQ scheme and are meaningful only for ACL 
packets. The different kinds of packets, i.e. control 
packets, ACL packets and SCO packets, are distinguished 
by the TYPE bits.  
 

Table 3: SCO Packets 
 

Type 
User 

payload 
(bytes) 

 
FEC 

 
CRC 

Symmetric  
max rate 
Kbit/sec 

HV1 10 1/3 no 64.0 

HV2 20 2/3 no 64.0 

HV3 30 no no 64.0 

DV* 10+ (0-9)D 2/3 D yes D 64.0 + 57.6D 
 

Table 4: ACL Packets 
 

Type 
User 

Payload 
(bytes) 

 
FEC 

 
CRC 

Sym. 
Max rate
Kbit/s  

Asymmetric 
max rate 
Kbit/s  

     Forward  
Reverse 

DM1 0-17 2/3 yes  108.8 108.8 108.8 

DM3 0-121 2/3 yes  258.1 387.2 54.4 

DM5 0-224 2/3 yes  286.7 477.8 36.3 

DH1 0-27 no yes  172.8 172.8 172.8 

DH3 0-183 no yes  390.4 585.6 86.4 

DH5 0-339 no yes  433.9 723.2 185.6 
 
The SCO packets, denoted by HVy, are never 
retransmitted and the payload isn’t protected by a CRC. 
The subscript y indicates how many SCO connections 
may be concurrently active. In addition, to these three 
pure SCO packets, a DV packet is defined which can carry 
asynchronous data but is still recognized on SCO links. 
The ACL packets are of two different groups, one denoted 
DMx and the other one denoted DHx. The former has a 
payload encoded with a rate 2/3 FEC and the latter hasn’t 
got a FEC encoding. The subscript x stands for the 
number of slots that are necessary to transmit the packet. 
All ACL packets have a CRC field for checking the 
payload integrity. ACL packets have a payload-header 
and a payload-CRC fields. The payload header is one or 
two byte long, depending on packet type, and specifies: i) 
the logical channel (i.e. the packet is a LMP message, or 
the start of an L2CAP message, or the continuation 
fragment of an L2CAP message), ii) the user payload 

                                                 

length, and iii) the flow control on the logical channels. 
Tables 3 and 4 summarize SCO and ACL packet 
characteristics, respectively. In addition, the tables report, 
assuming a piconet with two only devices, the maximum 
channel throughput for symmetric and asymmetric 
communications.  
5.2 Bluetooth ad-hoc networks 
The Bluetooth technology has been devised for providing 
a flexible wireless connectivity among digital devices. 
Before starting a data transmission a Bluetooth unit needs 
to discover if any other Bluetooth unit is  in its operating 
space. To do this, a Bluetooth unit enters the inquiry 
state. In this state, it continuously sends an inquiry 
message, i.e. a packet with only the access code. In 
particular the inquiring unit can adopt a General Inquiry 
Access Code (GIAC) that enables any Bluetooth device to 
answer the inquiry message, or a dedicated inquiry access 
code (DIAC) that enables only Bluetooth device 
belonging to certain classes to answer inquiry message. 
During the transmission, the inquiring unit uses a 
frequency hopping sequence of 32 frequencies derived 
from the GIAC. These 32 frequencies are split into two 
trains each containing 16 frequencies. A single train must 
be repeated for at least Ninquiry=256 times before a new train 
is used. Several (up to three) train switches must have 
taken place to guarantee a sufficient number of responses. 
As a result of this inquiring policy the inquiry state last at 
most 10.24 seconds. A station responds to the inquiry by 
exploiting a random access protocol.  
A unit can response to an inquiry message only if it is 
listening to the channel to find an inquiry message, and its 
receiver is tuned upon the same frequency used by the 
inquiring unit. To increase the probability of this event, a 
unit scans the inquiry access code (on a given frequency) 
for a time long enough to completely scan for 16 inquiry 
frequencies. Obviously, a unit isn’t obliged to answer an 
inquiring message, but if it responses it has to send a 
special control packet, the FHS packet, which contains its 
Bluetooth device address and its native clock. 
After an inquiry, a Bluetooth unit has discovered the 
Bluetooth device address of units around it and has 
collected an estimation of their clocks. If it want to activate 
a new connection it has to distribute its own Bluetooth 
device address and clock, and this is the aim of paging 
routines. The units that start paging it’s automatically 
elected the master of the new connection, and the paged 
unit is the slave. The paging unit sends a page message, 
i.e. a packet with only the device access code (DAC). The 
DAC is derived directly from the Bluetooth device address 
of unit that we want to page, and therefore is the only that 
can recognize the page message. During the transmission, 
the inquiring unit uses a frequency hopping sequence of 
32 frequencies length derived from the DAC. The 32-
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frequency of the paging hopping sequence are split into 
two trains of 16 frequencies each, exactly like in the 
inquiry routine. The main difference is that now the master 
has an estimation of the paged unit clock, and it can 
consecutively scans two frequencies for each transmitting 
slots. However, the master doesn’t know when a unit 
wakes up to listen to the channel for a page message, so it 
has to repeat a frequency train NPAGE times or until a 
response is received. The repetition number depends on 
paging scheme, but the master could even repeat 
continuously the train transmission. 
A unit can periodically listen to the channel to find a page 
message, by tuning its receiver on the frequencies of the 
paging hopping sequence. After the paging procedure the 
slave now has an exact knowledge of master clock and of 
the channel access code, so it and the master can enter the 
connection state. However, the real transmission will 
begin only after a polling message from the master to the 
slave. 
When a connection is established, the active slaves have 
to maintain the synchronization. It’s carried on by active 
slaves simply listening to the channel at every master-to-
slave slot because only the CAC is necessary and every 
kind of packets is usable for this purpose. Obviously, if an 
active slave is not addressed, after it has read the type 
indication, it can return to sleep for a time equal to number 
of slots the master has taken for its transmission. Most of 
devices that will adopt the Bluetooth technology are 
mobile and handheld devices for which the power 
consumption optimization is a critical matter. For this 
reason the Bluetooth specification has defined some 
power saving states for connected slaves: Sniff, Hold and 
Park Mode. We redirect the interested reader to [2].  
 
6. Bluetooth Performance 

We have analyzed the performance of a single piconet 
with a master and six slaves. We have assumed that each 
slave sends IP traffic to other slaves in a symmetric 
manner, i.e. it sends the same amount of data to all the 
other slaves. A two-state (active, idle) Markov chain is 
used to model the traffic generated by a slave. While in 
the active state, the traffic generator produces an IP 
packet for each time slot with probability λ. The λ value is 
computed to guarantee a 500 Kbit/s peak rate. It is worth 
noting that this rate is lightly higher than the maximum rate 
of the symmetric channel. The active state is followed by 
another geometrically distributed period (idle state) during 
which no packets are generated. For example let us assume 
that at the beginning of a time slot the traffic generator is 
in the active state. The traffic generator will remain in the 
active state with probability 1-p or it will go to the idle 
state with probability p. On the other hand, if the traffic 
generator is in the idle state it will remain in this state with 

probability 1-q or will go to the active state with 
probability q.  
The p and q values are defined by the specifying two 
traffic characteristics: i) the offered load, and ii) the traffic 
burstiness. The offered load corresponds to the average 
traffic interarrival rate, while the burstiness is characterized 
by the coefficient of variation of the packets’ interarrival 
times, C2 
 OL is normalized to the maximum rate for symmetric use 
i.e. 433.9 Kbit/s, see table 4. 
The IP packets, produced by the traffic generator, are 
passed to the L2CAP layer where the L2CAP packet is 
created by adding 4 bytes of header. The L2CAP packet is 
inserted in the slave transmission buffer.  

We have allowed the multi-slot packet transmissions 
because of they reduce the protocol overhead [17]. 
Moreover, we have considered only uncoded packet 
types, i.e. DHx packets. The L2CAP packets are 
segmented in such a manner to always use the DHx packet 
with the longest payload. 
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Figure 10: Delay performance of a single piconet 

Since Bluetooth is a token passing protocol, its delay 
behavior is quite predictable. At light load the delay is 
approximately half of a polling cycle. The delay increases 
linearly with the load up to OL=0.8. The sharp increase for 
OL>0.8 is meanly due to our traffic generation model. In 
our model when a station is in the transmitting state it 
generates 500 Kbit/s which is more than the maximum 
throughput. Hence during these periods the station-
transmission buffer fills and this is the dominant effect for 
the high delay observed. This phenomenon is magnified if 
we increase the OL variability, see results C2=100. In the 
results presented in this section we have assumed a 
polling scheme which visits the active stations in a polling 
cycle. This approach is far from being optimal in 
Bluetooth. The optimal polling strategy for a Bluetooth 
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network is an open research issue. Proposal of a smart 
polling scheme can be found in [18,19]. 
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