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Empirically Characterizing Domain Abuse and the 
Revenue Impact of Blacklisting

This paper has two different kinds of results
– Characterization of various counterfeit pharma sites/domains

How are they getting traffic, how much revenue per domain, etc?

– How much did blocklisting impact that revenue?
Can we use it to reason about how well blocklisting can help?

What are the kinds of data needed for this analysis?
– How did a given site attract traffic?
– How much money did a given site make at time t?
– When was a given site blocklisted?



Found data: pharmaleaks

Sometimes unique data just shows up
– Usually, a byproduct of building networks 

outside academia

Leaked ground truth data
– Hack of Igor Gusev’s Glavmed/SpamIT pharma 

business; full backend

– FSB imaging of Dmitri Stupin (Gusev’s site 
manager) laptop – all chat logs

–  Hack of Pavel Vrublvsky’s RXPromotions 
(pharma) and Chronopay (payment processor)

Acquired via multiple sources – 
relationship with Brian Krebs 
(journalist), commercial investigations 
community, contacts adjacent to 
Russian underground



Pharmaleaks paper

Glavmed/Spamit, Rx-Promotion
– 185M in gross revenue, 1+ million customers, 

1.5+ million purchases, 2600+ affiliates
– For Glavmed/Spamit: Web logs for every transaction
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Aside: what are the issues with leaked/found data?

How do you know its authentic?
– Internal consistency
– External consistency

Can you legally use illegally obtained data in research?
– Did you participate in the obtaining of data?  Did you solicit its acquisition?
– What kind of data and how did you use it? (e.g., sales, redistribution, etc)?

Ethics of use
– No new harms argument (data availability)
– Harm minimization

Anonymization of customer names/credit cards
No true names of employees/affiliates

– But, there can be differences of opinion on this (remember Trolley Problem paper)
Possibility for revictimization, etc.



How to tell where traffic came from?

“Referer” field in HTTP GET requests to shop domain

GET /index.html HTTP/1.1 

Accept: image/gif, image/x-bitmap, image/jpeg, */*
Accept-Language: en
Connection: Keep-Alive
User-Agent: Mozilla/1.22 (compatible; MSIE 2.0; Windows 95)
Host: www.example.com
Referer: http://www.google.com?q=cheapgucci

method path version

headers

body
(empty)



How to tell where traffic came from?

“Referer” field in HTTP GET requests to shop domain
– Available in 30% of spamit, 61% of glavmed (why not all?)
– What are these categories?

Pros/cons to using referrer for categorization?



Validating historic URLs

How do you check what “kind” of site a URL used to 
point to in the past?





Characterizations of traffic source vs revenue

How were these graphs made?  What was the methodology?

Why such a big difference between the traffic makeup?
– Different marketing to affiliates: spamit for spam, glavmed for !spam

What is up with the “free hosting” and “bulk” traffic in spamit?

Why didn’t they look at source of people who visit but don’t purchase?



More characterization

When domain first appears



Aside: narrative charts – anecdotes as graphs



Domain blocklisting

One of oldest anti-spam interventions around (2oth century!)
– Basic idea: Identify known bad domains and share list so e-mail containing them 

can be filtered; core part of anti-spam to this day
– What are choices for an e-mail with a blocklisted domain? 

(i.e., what might Gmail do with such a message?)

Lots of analyses existed about how well it protects
– How much spam filtered? 
– How quickly do domains end up on blocklists?
– Etc

This paper focuses on a different question: does it disrupt?
– How much does blocklisting undermine revenue for spammers?



Blocklisting part of the analysis

Only focuses only on SpamIt domains.  
Why?

What other data do they need?
– When data appears in blocklist?

URIBL

Blocklist has predictive features, how do they 
address that issue?

– When was data advertised in spam?
Why do they need this?
Two contemporaneous spam feeds 
(same source as Click Trajectories)
– MX honeypot
– Human identified



Some takeaways 

Blocklisting is fast (88% of Spamit domains listed < 48hrs of use)

Most overall revenue (62%) is earned via domains never blocklisted

Explanation?  Implications? 



Unintuitive reality

Most revenue from domains that are blocklisted occurs after 
blocklisting (~90%)

$21/domain 
earned during
before BL

Revenue peaks 2hrs later
(pipeline new domain orders)

87% revenue after blacklisting 
($147/domain)



Other unintuitive reality

Web mail referrers frequently give the “folder” the click came from
– http://mail.yahoo.com/mc/showFolder?fid=foldername...

39% of Yahoo, >20% of Hotmail sales are from users who went into 
spam folder ad clicked on link

Implications?

http://mail.yahoo.com/mc/showFolder?fid=
http://mail.yahoo.com/mc/showFolder?fid=
http://mail.yahoo.com/mc/showFolder?fid=


What-if questions: extrapolated defense

• Simplified revenue model
• Revenue per domain
• Cost to register

• Idealized interventions
• 100% detection
• Post-block revenue regime

• Filtering: empirical data 
• Takedown: $0

Is “takedown” realistic?  How might that happen?



Ok, what about traffic from Search?
“Search + Seizure: The Effectiveness of Interventions on SEO Campaigns, ”

Search is a different kind of vector (pull not push)
– Demand goods (user searches for them)
– Malware  and click fraud 
– Largely untouched by blocklists (<5% for GM)

How to get high-ranking search results
– Malware
– Search Engine Optimization (SEO)

Create linked content sites associated with keywords

Poisoned Search Results (PSRs)



Target

Attacker

We begin with an attacker
+ a targeted Website

Quick walkthrough on 
one kind of SEO 
poisoning



Doorway

(1)

Attacker

The attacker compromises the 
Website using an open
vulnerability + installs an
SEO kit



Doorway

(1)

(2)

GET 
/volcano.html

Search Engine
Web Crawler

Attacker

When a Web crawler tries to
fetch a page…



Doorway

(1)

(2)

GET 
/volcano.html

Search Engine
Web Crawler

Attacker

The crawler receives a page 
intended to rank well



Doorway

(1)

(2)

(3)

GET 
/volcano.html

Search Engine
Web Crawler

Attacker

The page gets indexed
by Google



Doorway

(1)

(2)

(3)

GET 
/volcano.html

(4)

User

Search Engine
Web Crawler

Attacker

“volcano”

When a user searches
in Google + clicks on
the compromised 
page…



Doorway

(1)

(2)

(3)

GET 
/volcano.html

(4)

(5)

User

Search Engine
Web Crawler

Attacker

Scams

“volcano”

Redirected to a 
scam of the attacker’s
choosing…



Aside: Cloaking

One of the key complexities here is “cloaking”, Web servers giving different answers to 
different visitors
– Shove keyword filled page to Google crawler to get it to rank well (1)
– Normal visitor sees their normal page (i.e., no reason to believe they are hacked) (2)
– Visitor who comes via Search Engine Result Page (SERP) is redirected (3)

to scam/counterfeit site

Other kinds of cloaking exist
– Geographic cloaking: different answers based on geolocation of visitor
– Machine type: e.g., serve different content to Mac vs PC users
– Cookie cloaking: different content if you have a particular cookie
– History cloaking: different content if you’ve visited before

Very tricky to suss out – frequently need to enumerate different options and compare



How to find Poisoned Search Results? 

Search for likely targeted keywords
– Repeatedly over time
– Issues with this approach?

In the paper, they identify 28 distinct campaigns with PSRs in the 
first 100 responses

Total Classified

# PSRs 2M 1.1M (55%)

# Doorways 19K 8K (42.1%)

# Stores 5.5K 513 (9.3%)

# Campaigns 28+ 28
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Type of Interventions

Two groups with most incentive and greatest means to intervene

Search engines interested in search quality
– Demote doorways in search results (i.e., ranked lower in search engine result page)
– Label doorways as “hacked” in search results

Brand holders want to protect image
– Domain seizure: legal means to seize domain names of counterfeit storefronts

This paper just  focuses on the last one 



Quick aside: revenue inference

This Web paper didn’t have the luxury of having “ground truth”

Need to estimate revenue and/or change in economic activity?
– What are ways you might try to do that? (that weren’t in the paper)

The paper uses a technique called “purchase pair”



Customer service e-mails
– Provides unique order number per order
– Used in all correspondence and for making inquiries

Serendipitous source of information

Purchase pair technique
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Show Me the Money: Characterizing Spam-advertised Revenue, USENIX Sec 2011



Order Throughput Inference



Validating 
sequential update hypothesis

Standard in popular cart implementations

Consecutive orders increment by one

Consistent across long term measurements

Time keying, time binning (see paper)



Domain Seizure

Can be slow and costly in practice
– File request with district court

Docket assigned to judge randomly
Turn around varies depending on judge 
(2 weeks to 3 months)
At least $200/domain for legal fees

Seizure data used in paper – how might you get such data?



Takedown can reduce order volume 
(Abercrombie.uk – more anecdata)



But ineffective overall

<4% of domains found in PSRs were taken down via seizures
– But didn’t do per brand analysis… why might that have mattered?

Average lifetime of a domain
– From when it first showed up in PSRs (i.e., via searches) to court order: 

~60 days

Redirection after seizure
– 64% of doorway pages just redirect to new domain 
– Why can’t domains for doorway pages be seized?



Aside: more found data – 
why interdiction isn’t the answer

Got inside one of the wholesale suppliers of counterfeit luxury goods
– Sent 279K shipments over 9 months 

(US, JP, AU, & EU account 81%)
91% delivery (4% interdiction from US customs)

Very low return rate (<1%)
Typical order $150-200; estimated rev $50-65M



Questions?



For Tuesday
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