
CSE 291g: Expanders and HDX Course Notes

Max Hopkins and Shachar Lovett

February 2021

Contents
1 Introduction to Expanders (Weeks 1-2) 3

1.1 Two combinatorial definitions of expansion . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 A Spectral Notion of Expansion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.4 Relating Combinatorial and Spectral Expansion . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.5 The Expander-Mixing Lemma . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
1.6 Cheeger’s Inequality . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Random Walks on Expanders (Week 2) 14
2.1 Mixing Time . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.2 Hitting Sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.3 Error Reduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3 Some Applications of Expanders in CS (Week 3) 18
3.1 Lower Bounds in Linear Algebra . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

3.1.1 Construction of super concentrators with a linear number of edges . . . . . . . . . . . 19
3.2 Error Correcting Codes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.2.1 Brief introduction to error correcting codes . . . . . . . . . . . . . . . . . . . . . . . . 21
3.2.2 Expander codes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.2.3 Expander codes are good codes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.2.4 Expander codes can be efficiently decoded . . . . . . . . . . . . . . . . . . . . . . . . . 22

4 Optimal Expanders (Week 4) 24
4.1 The d-regular infinite tree . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
4.2 Lower bounding spectral expansion: Alon-Boppana . . . . . . . . . . . . . . . . . . . . . . . . 26
4.3 Ramanujan Graphs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

5 Explicit Constructions (Week 4/5) 29
5.1 Margulis-Gabber-Galil . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

5.1.1 Step 1: Fourier analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
5.1.2 Step 2: Reducing to a term-by-term verification . . . . . . . . . . . . . . . . . . . . . . 30
5.1.3 Step 3: Verifying term-by-term . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

5.2 Zig-Zag Product . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

6 Introduction to High Dimensional Expansion (Week 6) 37
6.1 Local Spectral Expanders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
6.2 Oppenheim’s Trickling Down Theorem . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
6.3 Sparse Local Spectral Expanders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

1



7 Walks on Local Spectral Expanders (Week 8) 46
7.1 Walks on graphs, and their connection to spectral expansion . . . . . . . . . . . . . . . . . . . 46
7.2 The Up and Down Averaging Operators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
7.3 The Upper and Lower Walks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49
7.4 Random walk expanders . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50
7.5 Random Walk Expanders vs Local Spectral expanders . . . . . . . . . . . . . . . . . . . . . . 51

8 Sampling via Higher Order Random Walks (Week 9) 54
8.1 Warmup: Sampling Spanning Trees . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
8.2 Beyond Matroids: Mixing of the Lower Walk . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
8.3 Sampling Independent Sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

9 Sampling II: Spin-systems and Spectral Independence (Week 10) 60
9.1 Background: Markov Chains and Mixing Time . . . . . . . . . . . . . . . . . . . . . . . . . . 60
9.2 Spin Systems, Glauber Dynamics, and the Lower Walk . . . . . . . . . . . . . . . . . . . . . . 61
9.3 Spectral Independence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61
9.4 Beyond Spectral Bounds: Log-Sobolev Inequalities . . . . . . . . . . . . . . . . . . . . . . . . 65

2



1 Introduction to Expanders (Weeks 1-2)

1.1 Two combinatorial definitions of expansion
Expansion is a robust notion of connectivity in graphs that mimics structural properties of the complete graph.
The first half of this course is dedicated to giving an overview of the three main variants of expansion in the
literature, edge expanison, vertex expansion, and spectral expansion, along with their properties, applications,
and constructions. We kick off our exploration of expansion by focusing on the first two definitions which are
combinatorial in nature, and follow the same intuition: a graph G = (V,E) is an combinatorial expander if
subsets S ⊆ V expand outwards into V \ S. We will use the following notation. Given two sets S, T ⊂ V ,
define the set of edges between S and T to be

E(S, T ) = {(u, v) : {u, v} ∈ E, u ∈ S, v ∈ T}.

Note that in this definition, if S, T intersect, then edges in their intersection appear twice.
We consider two “combinatorial” notions of expansion based on edges and vertices, respectively:

Definition 1.1 (Edge Boundary). Given a graph G = (V,E) and a subset of vertices S ⊂ V , the edge
boundary of S is ∂S = E(S, V \ S). Namely, it is the set of edges crossing the cut between S and V \ S.

Definition 1.2 (Vertex Boundary). Given a graph G = (V,E) and a subset of vertices S ⊂ V , the vertex
boundary of S, denoted N(S), is the set of vertices in V \ S which have an edge incident to S.

These notions of expansion for a subset give rise to notions of expansion over an entire graph via maximizing
over subsets.

Definition 1.3 (Edge Expansion). We say a graph G = (V,E) is an ε-edge-expander if all (small enough)
subsets have large edge boundary:

∀S ⊂ V, |S| ≤ |V |/2 : h(S) :=
|∂S|

|E(S, V )|
≥ ε.

The denominator in this definition counts all edges from S to any node in V . We will typically restrict
our attention to d-regular graphs, where the denominator then simplifies to d|S|.

We can also think about edge-expansion as examining the relative size of every cut in the graph, that is the
number of edges crossing between S and V \ S. This also explains the choise of |S| ≤ |V |/2—we only want to
consider each cut once. The maximum ε such that G = (V,E) is a ε-edge-expander is called G’s isoperimetric
number or Cheeger constant, and is denoted by h(G). Replacing edge-boundary with vertex-boundary gives a
similar notion of expansion.

Definition 1.4 (Vertex Expansion). We say a graph G = (V,E) is an ε-vertex-expander if all (small
enough) subsets have large vertex boundary:

∀S ⊂ V, |S| ≤ |V |/2 :
N(S)

|S|
≥ ε

Similarly, the maximum ε such thatG = (V,E) is a ε-vertex-expander is often called the vertex isoperimetric
number of G.

1.2 Examples
Since expander graphs are meant to mimic the connectivity properties of the complete graph, let’s start by
making sure the complete graph itself is very strong expander.

Observation 1.5. The complete graph Kn on n vertices is:

1. A 1-vertex-expander

2. A
(

1
2 +O( 1

n )
)
-edge-expander
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It is not hard to see that the complete graph is maximally expanding in both of these senses. For the
former this is obvious since including all edges maximizes the neighborhood of any subset. Since the latter
is normalized this is a bit less clear, but notice that for a random set S, every edge participates in the cut
(S, V \ S) with probability 1/2. One can show the expected value of h(S) is then a little over 1/2 (accounting
for variance in the size of S), and thus that edge-expansion is always upper bounded by 1/2 + o(1). Proving
this is a nice exercise if you have not seen such a result before.

While the complete graphs give an infinite family of perfect expanders for every size n, this property is
usually unhelpful in application due to its high density. We will see later in the course that it is helpful to
identify sparse families of expander graphs (or as we will discuss later, families whose degree is bounded
away from number of vertices). One observation which we won’t prove in this course is that random sparse
graphs are great expanders! As is often the case, however, finding explicit constructions which match such
existential results is hard. We now discuss two classic constructions without proof, one of which we cover (a
version of) in greater detail in Section 5.

One of the simplest and best-known explicit constructions of expander graphs are given by a surprisingly
simple process on Zp.

Theorem 1.6 (Cycle graphs). For every prime p, the p-cycle graph has vertex set V = Zp where x ∈ V has
neighbors:

N(x) =
{
x+ 1, x− 1, x−1

}
where all operations are performed mod p and x−1 is the multiplicative inverse, and we take 0−1 to be 0.

Figure 1: The 7-cycle graph. Edges incident to vertex 2 are highlighted in red as an example.

It is worth making a few notes about these graphs. First, while we have claimed above that they are
‘explicit’, this term actually has a strong meaning in the expansion literature concerning the efficiency with
which the family can be constructed. In these terms, this construction is only ‘mildly explicit’, since the
graphs may take more than poly(|V |) time to construct due to the complexity of finding large primes. Second,
we should note that while the construction itself is elementary, the proof of its expansion is not, relying on a
deep number theoretic result called the “Selberg 3/16 Theorem” which is far outside the scope of this course.

The p-cycle graphs are an example of a broad and useful algebraic construction known as Schreier
graphs. We won’t go into much detail about this general construction other than to mention that it is based
on applying some group action to the vertex set. Instead, we will focus on a simple yet crucial special case of
Schreier graphs called Cayley graphs.

Definition 1.7 (Cayley graphs). Given a group G and a subset S ⊆ G that is closed under inversion, the
Cayley graph Cay(G,S) has vertex set V=G, and edges (g, gs) for every g ∈ G and s ∈ S.

In fact, perhaps the most celebrated family of expander graphs stems from such a construction. In the late
80’s, Lubotzky, Phillips, and Sarnak [1] introduced an infinite family of “perfect” bounded degree expanders

4



Figure 2: Paley graph Pal13. Image by David Eppstein.

now commonly referred to as LPS graphs. These graphs are somewhat complicated to define, so we will delay
their discussion until later in the course. Instead, let’s consider a much simpler family of Cayley graphs based
on quadratic residues known as the Paley Graphs.

Definition 1.8. Let p be a prime congruent to 1 (mod 4). The Paley graph Palp has vertex set Fp and
(a, b) ∈ E whenever a− b ∈ (F×p )2. In other words, (a, b) ∈ E whenever a and b differ by a square c2 (mod p)
for c ∈ Fp \ {0}.

To see why the Paley graphs are Cayley graphs, it is enough to prove that the set of squares mod p are
closed under inverse. This follows based upon a few algebraic facts given our assumption that p be congruent
to 1 (mod 4). Paley graphs are excellent expanders (albeit not particularly sparse ones), and have Cheeger
constant near 1/2 just like the complete graph:

h(Palp) ≥
1

2
−O

(
1
√
p

)
.

This result is proved through a standard strategy, by relating combinatorial expansion properties like the
Cheeger constant to spectral properties of the underlying adjacency matrix. In particular, it turns out it
is enough to show that the second largest eigenvalue of the adjacency matrix is small. Graphs with this
property are called spectral expanders, and we will spend the remainder of this week focusing on connections
like these between combinatorial and spectral expanders.

1.3 A Spectral Notion of Expansion
The combinatorial definitions in the previous section give a nice intuitive notion of expansion: that every
subset should expand outward in one sense or another. It turns out that these notions of expansion are very
closely related to a basic spectral property of these graphs, the largest non-trivial eigenvalue. Before giving
this definition formally, however, let’s recall some basic observations about the spectra of regular graphs.

Observation 1.9. Let G = (V,E) be a d-regular graph1 with (normalized) adjacency matrix:

(AG)v,w =

{
1/d (v, w) ∈ E
0 else.

Since AG is symmetric, it has an eigendecomposition. Denote the corresponding eigenvalues in decreasing
order by λ1 ≥ . . . ≥ λn where n = |V |. Then the following two statements hold for every such graph:

1A graph is d-regular if every vertex has exactly d incident edges. While this notion is not necessary to define spectral
expansion (and indeed in the latter half of the course we will do away with it), it is a useful simplifying assumption for the time
being.
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1. The all one’s vector ~1 is an eigenvector with eigenvalue 1.

2. 1 = λ1 ≥ . . . ≥ λn ≥ −1

Proof. The proof is left as an exercise to the reader.

We are now ready to define our spectral variant of expansion.

Definition 1.10 (Spectral Expansion). We say a d-regular graph G = (V,E), |V | = n, is a λ-spectral
expander if the second largest eigenvalue of AG in absolute value is at most λ:

λ(G) := max{|λ2|, |λn|} ≤ λ

A similar notion of spectral expansion we will cover is the spectral gap, which measures the distance
between the trivial and second largest eigenvalue.

Definition 1.11 (Spectral Gap). We say a d-regular graph G = (V,E), |V | = n, with eigenvalues 1 = λ1 ≥
. . . ≥ λn has spectral gap 1− λ2.

Notice that in this case, we only measure distance from λ2, rather than max{|λ2|, |λn|}. Such notions of
expansion are often referred to as one-sided.

As in the previous section, let’s at least verify that the complete graph is an excellent spectral expander.

Observation 1.12. The complete graph Kn on n vertices is a O(1/n)-spectral expander and has spectral
gap n/(n− 1).

Proof. Notice that the adjacency matrix of Kn can be written as (J − I)/(n− 1) where J is the all one’s
matrix and I is the identity. Since J is a rank one matrix, all non-trivial eigenvalues are 0, Further, since J
and I share eigenspaces, all non-trivial eigenvalues of (J − I)/(n− 1) are exactly −1/(n− 1), which gives the
desired result. We can compute the spectral gap similarly.

In many cases we will be interested in analyzing structures which are only one-sided expanders such as
bipartite graphs.

Example 1.13. The complete bipartite graph Km,n has spectral gap 1.

Proof. The proof is left as an exercise to the reader.

1.4 Relating Combinatorial and Spectral Expansion
While it is not a priori obvious that the spectral and combinatorial versions of expansion we defined above
are related, this does turn out to be the case. Here we cover two foundational relations between edge and
spectral expansion: the Expander-Mixing Lemma and Cheeger’s inequality.

1.5 The Expander-Mixing Lemma
We will start by examining the implications of spectral expansion on the regularity of edge-structure within
graphs. In particular, we will prove a famous result known as the expander-mixing lemma, which gives a
relation between a graph’s spectral expansion and a certain regularity or spreadness condition of its edges
that is a slightly more general statement than edge-expansion itself.

Lemma 1.14. Let G be a d-regular graph with eigenvalues λ1 ≥ . . . ≥ λn. Then for all S, T ⊆ V :∣∣∣∣e(S, T )− d|S||T |
n

∣∣∣∣ ≤ λ(G)d
√
|S|||T |,

where e(S, T ) = |E(S, T )|.
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Proof. The proof is based upon a simple but crucial connection between the indicator functions for S and T ,
the adjacency matrix, and e(S, T ):

1>S (dAG)1T = e(S, T )

Why? Since dAG is just the (un-normalized) adjacency matrix, for any v ∈ V , (dAG1T )v counts the number
of edges incident to v and T . Multiplying on the left by 1>S then sums this value over all s ∈ S, which counts
every edge between S and T (and hits those in the intersection twice).

The proof will essentially follow from this observation and expanding 1S and 1T into their orthogonal
eigencomponents. Let v1, . . . , vn be an orthogonal eigenbasis for AG with eigenvalues λ1, . . . , λn. Decompose
1S , 1T in this basis:

1S =
∑

αivi, 1T =
∑

βivi.

Expanding out the LHS of our observation and applying orthogonality yields:

1>SAG1T =
(∑

αivi

)>
AG

(∑
βivi

)
=

n∑
i=1

λiαiβi

=
|S||T |
n

+

n∑
i=2

λiαiβi

where the last step follows from recalling that λ1 = 1 corresponds to the constant eigenfunction, and therefore
that α1 = 1>S

1√
n

= |S|/
√
n and similarly β1 = 1>T

1√
n

= |T |/
√
n. Shifting this term to the left, a simple

application of the triangle inequality and Cauchy-Schwarz gives the desired result:∣∣∣∣e(S, T )

d
− |S||T |

n

∣∣∣∣ =

∣∣∣∣∣
n∑
i=2

λiαiβi

∣∣∣∣∣
≤ λ(G)

n∑
i=2

|αiβi|

≤ λ(G)
√
|S||T |,

where in the final step we have applied Cauchy-Schwarz along with the observation that |S| =
∑
α2
i and

|T | =
∑
β2
i .

While we will not prove it here, it is worth noting that a converse to the expander-mixing lemma exists.

Lemma 1.15 (Expander-Mixing Converse [2]). Let G be a d-regular graph with eigenvalues λ1 ≥ . . . ≥ λn.
If for all sets S, T ⊆ V , G satisfies: ∣∣∣∣e(S, T )− d|S||T |

n

∣∣∣∣ ≤ λd√|S|||T |,
then λ(G) ≤ O(λ(1 + log(d/λ)))

The expander-mixing lemma has powerful implications about the combinatorial structure of expander
graphs. For instance, as nearly immediate applications we get bounds on the independence number and
diameter.

Corollary 1.16. Given a graph G, its independence number α(G) is the size of the largest independent
set in G. If G is a d-regular λ-spectral expander with n vertices, then we have:

α(G) ≤ λn

Proof. Let S be an independent set in G. By definition, e(S, S) = 0. Applying the expander mixing lemma
for T = S gives

d|S|2

n
≤ λd|S|.

This implies that |S| ≤ λn.
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Corollary 1.17. Given a graph G, it’s diameter diam(G) is the longest distance between any x, y ∈ V ,
where the distance between two nodes is given by length of the shortest path between them. If G is a d-regular
λ-spectral expander with n vertices, with λ < 1/3, then we have:

Ω(log n/ log d) ≤ diam(G) ≤ O(log n)

Proof. The proof is left as an exercise to the reader.

We will later see that for λ� 1, the upper bound can be improved to O(log n/ log(1/λ)), but the proof
will use other techniques.

1.6 Cheeger’s Inequality
We’ve seen that spectral expansion implies strong structural results on the edge-structure of graphs, but
what about weaker notions of spectral expansion like the spectral gap? In this section we prove another
famous result, Cheeger’s inequality, that shows that the Cheeger constant (edge-expansion) of a graph can be
approximated by the graph’s spectral gap.

Theorem 1.18 (Cheeger’s Inequality [3, 4]). Let G be a d-regular graph with eigenvalues λ1 ≥ . . . ≥ λn,
then:

1− λ2

2
≤ h(G) ≤

√
2(1− λ2)

Cheeger’s inequality is not a simple result. For readability, we will divide the proof into a number of parts.
In fact, before discussing either direction of the inequality directly, it will be useful to introduce a new tool
for examining eigenvalues called the Rayleigh Quotient. It will be convenient to identify vectors in RV
with functions f : V → R.

Definition 1.19 (Rayleigh Quotient). Let f : V → R be a function on vertices and M be an operator on the
space of functions. The Rayleigh Quotient of f with respect to M is:

RL(f,M) =
f>Mf

f>f

What does this have to do with eigenvalues? Let’s examine the case where M is the adjacency matrix of
the graph in question. It turns out that we can easily characterize the second eigenvalue of AG by looking at
a maximum over Rayleigh quotients:

λ2 = max
f⊥1
{RL(f,AG)} . (1)

Let’s prove this statement before we move on. Notice that it is immediate that λ2 is upper bounded by the
right hand side simply by plugging in the (unit) eigenvector corresponding to λ2 itself. The matching lower
bound follows simply from breaking f down into its orthogonal eigendecomposition f1 + . . .+ f|V |:

f>AGf

f>f
=

1

f>f

|V |∑
i=2

λif
>
i fi ≤

λ2

f>f

|V |∑
i=2

f>i fi = λ2,

where the sum starts at i = 2 since f⊥1. Why is this characterization useful? While there are numerous
reasons, one that can be noted immediately is that it implies the Rayleigh quotient of any function f⊥1
gives a lower bound on λ2. Indeed, this is exactly how we will prove the lower bound for the Cheeger
inequality. Finally, it is worth noting that this is an example of a more general view of eigenvalues known as
the “variational characterization”.

Before moving on to the proof of Cheeger’s inequality, however, we introduce one final notational trick
that will be of use, the Laplacian.

Definition 1.20. Given a graph G, the Laplacian is the identity minus the adjacency matrix, that is
L = (I −AG).
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The eigenvalues of the Laplacian, which we denote in increasing order by 0 = µ1 ≤ µ2 ≤ . . . ≤ µn directly
correspond to the eigenvalues of the adjacency matrix in the sense that

λi = 1− µi.

While we could always get away with analyzing AG directly rather than the Laplacian, it is often convenient
to bound λ2 indirectly by µ2, and we will see that having both interpretations in hand is often useful when
considering connections to edge-based structure in the graph.

Just as we used the Rayleigh Quotients to characterize λ2, we can do the same for µ2, the second smallest
eigenvalue of the Laplacian, namely:

µ2 = min
f⊥1
{RL(f, L)} . (2)

Similar to lower bounding λ2 of AG, this means that we can upper bound µ2 by the Rayleigh Quotient of
any f⊥1. We are now ready to prove the ‘easy direction’ of Cheeger’s inequality.

Theorem 1.21 (Cheeger Lower Bound). Let G be a d-regular graph with eigenvalues λ1 ≥ . . . ≥ λn, then:

h(G) ≥ 1− λ2

2

Proof. To start, notice that it is sufficient to prove the following upper bound µ2 :

µ2 ≤ 2h(G).

By Equation (2), it is sufficient to exhibit a function f⊥1 such that RL(f, L) ≤ 2h(G). Since our bound
depends inherently on edge expansion, it should come as no surprise that our function will relate closely to
cuts in G. We will consider a collection of such functions, one for each cut. The natural choice for a subset S
would be its indicator, but since this is not orthogonal to 1, let’s instead consider the function:

fS(v) =

{
1− |S|n if v ∈ S
− |S|n otherwise

which is just the orthogonalization of 1S , fS = 1S − E[1S ]. By definition it is clear that fS⊥1. We’ll show
that the Rayleigh Quotient of fS is bounded by the size of its edge-boundary:

f>S LfS
f>S fS

=
n|∂S|
d|S||S̄|

≤ 2h(S) (3)

as long as |S̄| ≥ n/2. Since by definition there exists some |S| ≤ n/2 such that h(S) = h(G), proving this
gives the desired result.

Let’s start by computing the easy term, f>S fS :

f>S fS = |S|
(

1− |S|
n

)2

+ (n− |S|)
(
|S|
n

)2

=
|S|
n2

(n− |S|)2
+ (n− |S|) |S|

2

n2

=
|S||S̄|
n

Bounding f>S LfS takes a little more effort. Recall from the proof of expander-mixing that for any subsets
S, T ⊆ V , we can relate 1S , 1T , and AG to e(S, T ):

1>SAG1T =
e(S, T )

d
.

Applying this trick is enough to complete the proof. First note that we may write:

f>S LfS = (1S − E[1S ])>L(1S − E[1S ]).
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Since L1 = 0, this simplifies to:

f>S LfS = 1>S (I −AG)1S

= 1>S 1S −
e(S, S)

d

=
|∂S|
d

where in the last step we have used the useful fact e(S, S) + e(S, S̄) = d|S|. Combining these bounds gives
the desired result:

f>S LfS
f>f

=
n|∂S|
d|S||S̄|

.

In the above, we have essentially shown that the existence of a sparse cut allowed us to construct a
function with low Rayleigh quotient (with respect to the Laplacian). To prove the ‘hard direction’ of Cheeger’s
inequality, we will show the converse—if there exists a function with small Rayleigh quotient, we can construct
a sparse cut. Indeed, given such a function f , we claim that the following process, known as Fiedler’s
algorithm [5], achieves this:

1. Sort the coordinates of f by increasing value f(v1) ≤ . . . ≤ f(vn)

2. For every 1 ≤ i ≤ n, compute max{h(Si), h(S̄i)} where Si = {vi, . . . , vn}.

3. Output the sparsest cut.

We argue that one of these cuts must satisfy:

max{h(Si), h(V \ Si)} ≤
√

2(1− λ2).

In fact, we will argue something slightly stronger.

Theorem 1.22. Applying Fiedler’s algorithm to any function f⊥1 outputs a set S satisfying:

max{h(S), h(V \ S)} ≤
√

2RL(f, L), (4)

Cheeger’s upper bound follows immediately from this result by taking f to be the eigenvector corresponding
to λ2 (equivalently, µ2) and noting that h(G) is a minimum over max{h(S), h(V \ S)}.

We follow the proof of Theorem 1.22 presented by Trevisan in [6]. While not the shortest proof, it is one
of the most straightforward. We will start by proving a slightly weaker result with stronger assumptions on
the input function f . We will then show how to reduce to this case.

Theorem 1.23. Let f be any non-negative, non-zero function. There exists a set S considered by Fiedler’s
algorithm such that:

h(S) ≤
√

2RL(f, L). (5)

Moreover, S can be expressed as St = {v : f(v) ≥ t} for some t > 0.

Proof. We appeal to the probabilistic method. In particular, we show there exists some distribution D over
choices of cut Si such that:

Pr
Si∼D

[
h(Si) ≤

√
2RL(f, L)

]
> 0.

For ease of analysis, we will prove a slightly different statement bounding expectations that implies the above:

E[e(Si, S̄i)]

dE[|Si|]
≤
√

2RL(f, L),
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where S̄i is standard notation for V \ Si. Why is this statement sufficient? For notational simplicity, let
X be a random variable over our distribution with associated values e(Si, S̄i), Y one with values d|Si|,
and let r = E[X]/E[Y ]. By linearity of expectation, notice that E [X − rY ] = 0, and therefore that
Pr[X − rY ≤ 0] > 0. However, since Y by definition is strictly positive, the event X − rY ≤ 0 is equivalent
to the event X

Y ≤ r. Substituting in our original terms for X and Y , this implies:

Pr [h(Si) ≤ r] > 0,

so it is sufficient to upper bound r = E[e(Si,S̄i)]
dE[|Si|] as claimed. This means all we must do is pick a suitable

distribution with the desired bounds on this “expected” Rayleigh Quotient.
To do so, first note for simplicity that we may assume without loss of generality that f(vn) = 1 (scaling

does not change the Rayleigh quotient). Now let t ∈ [0, 1], and define St to be the set of coordinates with
value at least t (notice this always corresponds to some Si considered by Fiedler). Our distribution over sets
will be given by drawing St such that t2 is uniform throughout [0, 1]. Notice that since t = 0 is drawn with
probability 0, using this distribution also guarantees the “moreover” part of the claim.

We will see why this choice of distribution is useful when we analyze the numerator, but let’s first take a
look at the simpler case of the denominator. By linearity of expectation we have:

dE[|St|] = d
∑
v∈V

Pr[v ∈ St].

Further, by our choice of distribution and the assumption of non-negativity:

Pr[v ∈ St] = Pr[f(v) ≥ t] = Pr[f(v)2 ≥ t2] = f(v)2,

which implies the denominator is exactly df>f . The numerator is a bit trickier and boils down to analyzing
the probability that a given edge is cut:

E[e(St, S̄t)] =
∑

{u,v}∈E

Pr[{u, v} is cut]

By definition of St, notice that an edge {u, v} is cut exactly when t lies between f(u) and f(v). By definition
of our distribution, this occurs with probability exactly |f(v)2 − f(u)2|, and thus:

E[e(St, S̄t)] =
∑

{u,v}∈E

|f(v)2 − f(u)2| =
∑

{u,v}∈E

|f(v)− f(u)|(f(v) + f(u))

Here we finally start to see the reasoning behind our choice of distribution. The uniformity over squared
values is going to allow us to massage the above to look like the Rayleigh quotient (indeed the middle term
above is already reminiscent of f>Lf). This will follow from two applications of Cauchy-Schwarz:

E[e(St, S̄t)] ≤
√ ∑
{u,v}∈E

(f(v)− f(u))2

√ ∑
{u,v}∈E

(f(v) + f(u))2

≤
√ ∑
{u,v}∈E

(f(v)− f(u))2

√ ∑
{u,v}∈E

2f(v)2 + 2f(u)2

=

√ ∑
{u,v}∈E

(f(v)− f(u))2
√

2df>f

Together, these two bounds imply:

E[e(St, S̄t)]

dE[|St|]
≤

√√√√
2

∑
{u,v}∈E

(f(v)− f(u))2

df>f

=
√

2RL(f, L)

as desired.
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If the eigenvector corresponding to µ2 were non-negative, we would be done, but unfortunately this cannot
be the case. Instead, we will reduce to the non-negative assumption in two steps. First, we will show that for
any f⊥1 there exists a non-negative g with smaller Rayleigh quotient and corresponding cuts.

Lemma 1.24. Let f⊥1. Then there exists a non-negative function g with support at most |V |/2 such that:

RL(g, L) ≤ RL(f, L),

and furthermore every cut Stg for t > 0 considered by Fiedler’s algorithm on g is also considered by Fiedler’s
algorithm on f .

Before we prove this lemma, let’s see how we can use it to prove Theorem 1.22.

Proof. Let f⊥1, and let g be the function promised by Lemma 1.24. By Theorem 1.23, running Fiedler’s
algorithm on g outputs a cut St such that:

h(St) ≤
√

2RL(g, L) ≤
√

2RL(f, L).

The result then follows from the promise that St is also a cut considered by Fiedler’s algorithm on the
original function f , and further that |St| ≤ |V |/2 (since h(G) is a minimum over all such sets) and therefore
h(St) = max{h(St), h(S̄t)}.

All that’s left is to prove Lemma 1.24.

Proof. First note that shifting f⊥1 by a constant only lowers its Rayleigh Quotient:

RL(f + c1, L) ≤ RL(f, L),

which follows from the fact that L1 = 0, and (f + c1)>(f + c1) = f>f + c2n. Let’s now consider f ′ = f −m1,
where m is the median of f . Notice that f ′ has median 0, and thus has at most |V |/2 positive coordinates, and
at most |V |/2 negative coordinates. Along these lines, let’s split f ′ into its positive and negative components:

f ′ = f+ − f−,

where f+(v) = f ′(v) for all positive values of f (and is 0 otherwise), and f− = −f ′(v) for all negative values of
f (and is 0 otherwise). By our previous observation, f+ and f− are both non-negative functions with support
at most |V |/2 (and are further orthogonal). Additionally, for any t, notice that the cuts {v : f+(v) ≥ t}
and {v : f−(v) ≥ t} are both considered by Fiedler’s algorithm performed on the original function f . In
particular, the former is given by f(v) ≥ m+ t, and the latter is the complement of f(v) > m− t. It is left to
prove that either f+ or f− must have Rayleigh Quotient smaller than f . We start by expanding the Rayleigh
Quotient of f ′ in terms of f+ and f−:

RL(f ′, L) =

∑
{u,v}∈E

(f(u)− f(v))2

df ′>f ′

=

∑
{u,v}∈E

((f+(u)− f+(v))− (f−(u)− f−(v)))2

d(f+)>f+ + d(f−)>f−

To relate this the numerator to the (f+)>Lf+ and (f−)>Lf−, we need to connect ((f+(u) − f+(v)) −
(f−(u)− f−(v)))2 and (f+(u)− f+(v))2 + (f−(u)− f−(v))2. In fact, it holds that:

((f+(u)− f+(v))− (f−(u)− f−(v)))2 ≥ (f+(u)− f+(v))2 + (f−(u)− f−(v))2

Why? Notice that if f(u) and f(v) have the same sign, then the LHS and RHS are obviously equivalent.
On the other hand if they have different signs then the cross-term −2((f+(u)− f+(v))(f−(u)− f−(v)) is
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necessarily positive, which gives the inequality. With this in hand, we may pick up where we left off and
write:

RL(f ′, L) ≥

∑
{u,v}∈E

(f+(u)− f+(v))2 + (f−(u)− f−(v))2

d(f+)>f+ + d(f−)>f−

≥ RL(f+, L)(f+)>f+

(f+)>f+ + (f−)>f−
+

RL(f−, L)(f−)>f−

(f+)>f+ + (f−)>f−

≥ min{RL(f+, L), RL(f−, L)}

as desired. Since we already observed that RL(f ′, L) ≤ RL(f, L), this completes the proof.

Now that we have the Cheeger inequality, it is worth briefly circling back on a claim we made in a previous
section regarding the Cheeger constant of Paley graphs. One can prove without too much difficulty (see e.g.
[7]) that Palp has degree approximately p/2 and second eigenvalue around 1/(2

√
p). Plugging this into the

Cheeger lower bound gives the desired bound:

h(Palp) ≥
1

2
−O

(
1
√
p

)
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2 Random Walks on Expanders (Week 2)
Given a regular graph G = (V,E), the normalized adjacency matrix AG describes a random process on
vertices where (AG)v,w denotes the probability of moving from v to w at a given step. The resulting process
on vertices is called the random walk associated with G. One crucial property of expander graphs is that
their associated random walk converges quickly to the stationary distribution (for the case of a regular
graph, the uniform distribution). We will see this property comes in handy when one needs to sample from
a distribution D over some large set V . If one defines a graph G on V whose stationary distribution is D,
one can approximately sample from D by taking only a few steps in the corresponding random walk. This
strategy is generally called a “Monte-Carlo” algorithm, and in this section we will see a basic application
to error reduction using expanders. Later in the course we will cover recent breakthroughs that combine
high-dimensional expansion with such ideas to efficiently sample independent sets in graphs.

2.1 Mixing Time
We start with a few basic definitions and observations. A length t random walk on the graph G = (V,E) is a
sequence v0, . . . , vt of vertices where v0 is selected from an initial distribution πinit over V , and vi is chosen
uniformly at random among the neighbors of vi−1. Our first observation lies in connecting the distribution of
vt with the adjacency matrix AG. It will be convenient to identify a distribution π on V with the vector
(π(v))v∈V ∈ RV .

Observation 2.1. The distribution of vt in the t-step random walk on a regular graph G with initial
distribution πinit is given by AtGπinit

Proof. We proceed by induction. The base case t = 0 is trivial. Let πt denote the distribution of the random
walk after t steps. Notice that the probability of hitting a vertex v in step t is exactly 1/d times probability
that the t− 1 step random walk hits a neighbor of v, that is:

πt(v) =
∑

w∈N(v)

πt−1(w)

d
= (AGπt−1)v.

That is, πt = AGπt−1. As π0 = πinit we get by induction that πt = AtGπinit.

As a result, we will often abuse notation and refer to the walk on G just as the adjacency matrix AG.
The stationary distribution of AG is the unique2 distribution satisfying AGπs = πs (in other words the
eigenvector with eigenvalue 1). For a d-uniform graph, we saw in the previous section that πs is the uniform
distribution. The mixing time of a random walk measures how quickly it converges to its stationary
distribution. While there are a number of ways to measure this quantity, the most standard is in L1 norm.

Definition 2.2 (Mixing time). The mixing time T (G, ε) of the random walk on G is the fewest number of
steps t until the distribution on vt is ε-close to the stationary distribution πs for all starting distributions
πinit:

‖AtGπinit − πs‖1 ≤ ε

One might reasonably ask why we choose L1 distance to measure closeness. In fact, the measure is
equivalent to a natural measure on distributions called total variation distance, which measures the worst-case
distance between two distributions, i.e.

TV (π1, π2) = max
B
{|π1(B)− π2(B)|}.

It is not hard to show that TV(π1, π2) = 1
2‖π1 − π2‖1. We now show that the random walk on G mixes fast

if G is expanding.

Theorem 2.3. Let G be a λ-spectral expander on n vertices. The mixing time of AG is at most:

T (G, ε) ≤
log
(√

n
ε

)
log
(

1
λ

)
2Uniqueness holds so long as G is connected.
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Proof. We start by proving a similar result for the L2-norm which is more closely connected to spectral
expansion, and then show how this implies the result. Let us shorthand p = πinit to be any initial distribution,
and u = πs the stationary distribution (which is simply the uniform distribution for regular graphs). First,
note that AG contracts the distance of p from u in L2-norm:

‖AGp− u‖2 = ‖AG(p− u)‖2 ≤ λ ‖p− u‖2

where the last step follows from noting that p− u is orthogonal to u. Applying this iteratively gives

‖AtGp− u‖2 ≤ λt ‖p− u‖2 ≤ λ
t. (6)

The theorem then follows from applying Cauchy-Schwarz:∥∥AtGp− u∥∥1
= 〈1, |AtGp− u|〉
≤ ‖1‖2

∥∥AtGp− u∥∥2

≤
√
nλt

and solving for t such that the LHS is at most ε.

Using Theorem 2.3, we can improve the upper bound in Corollary 1.17.

Corollary 2.4. Let G be a λ-spectral expander on n nodes. Then diam(G) ≤ O
(

logn
log 1/λ

)
.

Proof. The proof is left as an exercise to the reader.

2.2 Hitting Sets
One important application of fast mixing on regular graphs is that the random walk is highly spread across
the vertices in only a few steps. Intuitively, this means that if there exists some small bad set of vertices we
are trying to avoid, it should be enough to take a few steps of the random walk so that with high probability
we avoid it. This is quite useful, for instance, for error reduction as we will soon see, where the goal is to avoid
some small set of inputs on which an algorithm fails. More formally, say we want to analyze the probability
that the t-step random walk on G = (V,E) avoids some small set B ⊆ V where |B| ≤ β|V | in the sense that
at least one of v0, . . . , vt lies outside B. If v0, . . . , vt were sampled independently at random, notice that the
failure probability, denoted P (B, t), would be exactly βt+1. We prove that if G is a good enough expander
graph, the t-step random walk has similar failure probability (and uses far fewer random bits!)

Theorem 2.5. Let G be a λ-spectral expander, and B ⊆ V any subset of size at most β|V |. Then we have:

P (B, t) ≤ (β + λ)t

Proof. The proof follows mainly from combining our previous analysis with two observations about the
projection operator onto B, which we denote by ΠB (i.e. (ΠB)v,w = 1 iff v = w ∈ B, and is otherwise 0). We
first note a relation between ΠB and the event we are trying to bound:

P (B, t) = ‖(ΠBAG)tΠBu‖1 (7)

This follows from the fact that ((ΠBAG)tΠB)x,y counts the probability of moving from x to y via a length t
paths that stay entirely within B. The total probability of staying within B from a uniform start is just the
expectation across vertices v of the sum of elements in the v-th row of (ΠBAG)tΠB , but this is exactly the
desired one-norm above.

Second, in similar spirit to the previous section, we will analyze how ΠBAGΠB contracts vectors in
L2-norm:

∀f : ‖ΠBAGΠBf‖2 ≤ (β + λ) ‖f‖2 (8)
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Notice that if this is the case, we have by Cauchy-Schwarz that:

‖(ΠBAG)tΠBu‖1 ≤
√
n
∥∥(ΠBAG)tΠBu

∥∥
2

=
√
n
∥∥(ΠBAGΠB)tu

∥∥
2

≤
√
n(β + λ)t ‖u‖2

= (β + λ)t,

as desired. Proving Equation (8) follows a similar strategy to our bound on mixing time with a little added
complication. The idea is to divide f into a constant part, and a part orthogonal to u. The latter we bound
as before, and the former by the size of B. More formally, we first note that without loss of generality, we can
assume that f is a distribution supported entirely on B. Therefore we may write f = u+ z, where u is the
constant part (uniform distribution), and z is orthogonal to u. By the triangle inequality, we may then write:

‖ΠBAGΠBf‖2 = ‖ΠBAGf‖2 = ‖ΠBAG(u+ z)‖2 ≤ ‖ΠBu‖2 + ‖ΠBAGz‖2

where in the first step we have used that f lies entirely in B. We now bound each term separately. Since ΠB

contracts L2 norm and z is orthogonal to u, we may bound the latter term by the expansion, as we did in
our mixing time analysis:

‖ΠBAGz‖2 ≤ ‖AGz‖2 ≤ λ ‖z‖2 ≤ λ ‖f‖2 .

For the former term, by direct computation we have that ‖ΠBu‖2 =
√
β/n. Thus to get the desired result,

we need to compare
√
β/n to ‖f‖. To see such a connection, recall that f is a distribution supported on at

most βn coordinates. Applying Cauchy-Schwarz to the inner product restricted to the support of f gives a
lower bound on ‖f‖2 in terms of β and n:

1 = ‖f‖1 = 〈1, f〉supp(f) ≤
√
βn ‖f‖2 .

Therefore we have:
‖ΠBu‖2 =

√
β/n ≤

√
β/n

√
βn ‖f‖2 = β ‖f‖2 .

Combined with the analysis of the previous term, this gives the desired result.

It is worth noting that this bound may be improved in a couple ways. First, note that even for arbitrarily
strong expanders, Theorem 2.5 does not recover the βt+1 probability we might expect. Alon, Feige, Wigderson,
and Zuckerman [8] managed to close this gap, proving that P (B, t) indeed approaches βt+1 as λ→ 0.

Theorem 2.6. Let G be a λ-spectral expander, and B ⊆ V any subset of size at most β|V |. Then we have:

β(β − 2λ)t ≤ P (B, t) ≤ β(β + 2λ)t

Another important observation is that for some larger values of β and λ, Theorem 2.5 gives a trivial
bound. This can be fixed simply by tightening the analysis of Theorem 2.5.

Theorem 2.7. Let G be a λ-spectral expander, and B ⊆ V any subset of size at most β|V |. Then we have:

P (B, t) ≤ (β(1− λ) + λ)t

Proof. The proof is similar and is left as an exercise to the reader.

2.3 Error Reduction
One prime example of a scenario in which we wish to avoid some set of bad elements is in a randomized
algorithm. Say there exists an algorithm that uses k bits of randomness and succeeds with probability 2/3.
We can think of the set of random seeds as vertices of a graph V = {0, 1}k. If we sample t vertices uniformly
at random, run the algorithm on each corresponding seed, and take the majority answer, a Chernoff bound
promises that our success probability is amplified to 1−2−Ω(t). However, this sampling process requires a huge
amount of randomness. Since each sampled vertex is independent, they each require k bits of randomness, so
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in total the amplified algorithm uses kt random bits. On the other hand, the previous section shows that
we can get a similar result by sampling uniformly random just once, and then taking a t-step random walk.
We will prove that taking majority in this process still amplifies the success probability to 1− 2−Ω(t) on a
sufficiently strong expander graph, but uses only k +O(t) random bits!

We prove the result only for algorithms with one-sided error. We leave the extension to algorithms with
two-sided error as an exercise to the reader.

Theorem 2.8. Say we are given a randomized algorithm A for a decision problem which uses k bits of
randomness, always answers correctly on “no” instance, and answers correctly with probability at least 2/3 on
“yes” instances. If there exists a degree-d 1/3-spectral expander G on 2k vertices, then we may amplify A to
have success probability 1− 2−Ω(k) using at most k +O(t log(d)) bits of randomness.

Proof. The algorithm proceeds as follows: take a t-step random walk on G picking the initial vertex uniformly
at random and run A at each corresponding random seed. If A ever outputs “yes”, output “yes”; Otherwise,
output “no”.

We next analyze the algorithm. If we are given a “no” instance, then A succeeds at every random seed and
thus seeds given by a t-step random walk will never output “yes”. On the other hand, given a “yes” instance,
the probability that we output a “yes” is exactly the probability that the t-step random walk avoids the set of
“bad” vertices, which by assumption is of size at most |V |/3. By Theorem 2.5, the probability that we do not
see a “yes” is at most (2/3)t, which gives the desired result. The final step is simply to note that picking the
first vertex requires k random bits, and picking every subsequent vertex requires only log(dde) bits (to find
vi, we need only pick a random neighbor of vi−1).

Theorem 2.9. Say we are given a randomized algorithm A for a decision problem which uses k bits of
randomness and answers correctly with probability at least 2/3 on all instances. For a small enough constant
λ, assume there exists a constant degree λ-spectral expander G on 2k vertices. Then we can amplify A to
have success probability 1− 2−Ω(k) using only k +O(t) bits of randomness.

Proof. The proof is left as an exercise to the reader.
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3 Some Applications of Expanders in CS (Week 3)
In this section we cover some applications of expander graphs in computer science. We already saw one such
example – randomness efficient error reduction in randomized algorithms. Here, we will describe two more:
lower bounds in linear algebra, and efficient error correcting codes.

3.1 Lower Bounds in Linear Algebra
Let A be an n× n matrix over some field F (either finite or infinite). One fundamental question we might ask
is how efficiently A can be evaluated on an arbitrary input vector x ∈ Fn. Besides its theoretical interest,
this problem has substantial practical applications. If, for instance, A is the Discrete Fourier Transform
(DFT) matrix Aa,b = e2πiab/n, we know any input can be compute in O(n log(n)) time by Cooley and Tukey’s
famous Fast Fourier Transform (FFT) [9]. If this can be reduced to, say, O(n), this would have dramatic
effects on the many applications which use FFT as a core subroutine.

In order to study this problem rigorously we need a computational model, which in this case is an
arithmetic circuit.

Definition 3.1 (Arithmetic circuit computing y = Ax). Let A be a matrix. An arithmetic circuit computing
y = Ax is a directed acyclic graph (DAG), whose nodes have three types:

• Input nodes, without incoming edges. Each input node represents some input xi.

• Output nodes, without outgoing edges. Each output node represents some output yj.

• Intermediate nodes, corresponding to computation. We assume all intermediate nodes have two inputs
and compute some linear combination of the two inputs with arbitrary coefficients (given on the edges).

The size of the arithmetic circuit is the number of nodes in the graph.

Figure 3: Example arithmetic circuit. In each intermediate node, zL and zR correspond to the left and right
inputs respectively.

Coming back to DFT, a fundamental question arises - does DFT require arithmetic circuits of size
Ω(n log n)? More generally, it is simple to prove (by counting arguments) that most n× n matrices require
an arithmetic circuit of size Ω(n2/ log n). However, what we would really like is to prove such lower bounds
for explicit matrices (e.g. DFT). Moreover, we would like to identify properties of matrices that might make
them hard to compute. The DFT matrix satisfies such a seemingly hard property: all its minors have full
rank; we will call matrices with this property “super regular”.
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Definition 3.2 (Super regular matrices). An n× n matrix A is called super regular if for any k ∈ [n], all
k × k minors of it have full rank.

Valiant [10] asked if maybe the fact that DFT is super regular can allow us to prove that it cannot be
computed in linear time. As a first step, he observed that an arithmetic circuit corresponding to a super
regular matrix must be highly connected, a property he called being a super concentrator.

Definition 3.3 (Super concentrator). Let G = (V,E) be a graph with two designated sets of nodes: inputs
I ⊂ V and outputs O ⊂ V , of equal size |I| = |O| = n. We say that G is a super concentrator if for any
k ∈ [n] and subsets S ⊂ I, T ⊂ O of equal size |S| = |T | = k, there exist k vertex-disjoint paths from S to T .

Claim 3.4. Let A be a super regular n× n matrix, and let G be an arithmetic circuit computing y = Ax.
Then G, with inputs I and outputs O being as in the arithmetic circuit, is a super concentrator.

Proof. Fix S ⊂ I, T ⊂ O of size |S| = |T | = k. Let M = AS,T be the restriction of A to rows in S, columns in
T . Consider the computation of the arithmetic circuit given by G where we fix the inputs outside S to zero,
and take only the outputs in T . It is an arithmetic circuit with k inputs and k outputs computing y′ = Mx′.
Since M is full rank, notice that there is no vertex cut3 between S and T of size less than k (since all paths
pass through the cut, this would imply the image has dimension less than k). It is a classic result (known as
Menger’s theorem) that the size of the minimal vertex cut between S and T is equivalent to the maximum
number of disjoint paths between S and T . Combining this with our previous observation completes the
result.

This suggests a natural approach: let G = (V,E) be a super concentrator with inputs/outputs of size n.
Can such graphs exist with a linear number of edges, namely E = O(n)? If the answer is negative, it will
show that any super regular matrix (and in particular DFT) requires a super-linear number of arithmetic
operations. In the same paper, Valiant [10] showed the in fact such graphs do exist. Namely, there exist
super concentrator graphs with inputs/outputs of size n with only O(n) edges. In particular, this shows that
some super regular matrices have linear-size arithmetic circuits. In order to do so, he used expander graphs.

Theorem 3.5. For any n, there exist a super concentrator graph Gn with n inputs/outputs and O(n) edges.

While this kills this attempt to prove super-linear lower bounds on the complexity of FFT, not all is lost;
follow up works expanded this technique to prove super-linear lower bounds under an additional assumption,
that the arithmetic circuit has bounded depth. We will not cover this here, but if you are interested please
see the papers [11–14] for more details.

3.1.1 Construction of super concentrators with a linear number of edges

The construction of Valiant relies on bipartite expander graphs. An (n,m; d)-bipartite graph is a bipartite
graph G = (L,R,E) where |L| = n, |R| = m and each node in L has degree d; in particular, |E| = nd. Given
S ⊂ L we denote by Γ(S) ⊂ R its set of neighbours.

Definition 3.6 (Bipartite expander). Let G = (L,R,E) be a bipartite graph and let α ∈ (0, 1), β > 0. We
say that G is an (α, β)-bipartite expander if for all S ⊂ L of size |S| ≤ α|L|, it holds that |Γ(S)| ≥ β|S|.

The application for super concentrators requires asymmetric bipartite expanders where L is somewhat
larger than R. Concretely, we will take |L| = n, |R| = m = 3n/4, and some constant degree d = O(1).

The following claim shows that random (n,m; d)-bipartite graphs are (α, β)-bipartite expanders with high
probability. We show the proof for the parameters α = 1/2, β = 1 needed for Valiant’s construction, but the
proof generalizes to any constants α, β by adjusting the degree d to be a large enough constant.

Claim 3.7. For any n there exists an (n, 3n/4; d)-bipartite graph which is a (1/2, 1)-bipartite expander, where
d = O(1) is some constant.

3A vertex cut between S and T is a subset W ⊆ V such that S and T are disconnected in V \W .
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Proof. Let m = 3n/4 and d = O(1) to be determined later. Let |L| = n, |R| = m be disjoint sets, and
G = (L,R,E) be a random (n,m; d) graph. That is, for each u ∈ L we choose its d neighbours in R randomly
and uniformly. If G is not a (1/2, 1)-bipartite expander, then there exists S ⊂ L of size |S| ≤ n/2 such that
|Γ(S)| ≤ |S|. We will apply the union bound to show that this happens with low probability.

Given S ⊂ L, T ⊂ R, the probability that all the neighbours of S lie in T is((|T |
d

)(
m
d

) )|S| =

(
d−1∏
i=0

|T | − i
m− i

)|S|
≤
(
|T |
m

)|S|d
.

In particular, if we union bound over all S ⊂ L, T ⊂ R of size |S| = |T | ≤ n/2, we get that the probability of
failure is at most

n/2∑
`=1

(
n

`

)(
m

`

)(
`

m

)`d
≤
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(
en

`

em

`

(
`

m

)d)`
≤
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`=1

(
10

(
`

m

)d−2
)`
≤

n/2∑
`=1

(
10

(
2

3

)d−2
)`
≤ 0.01

where the last inequality holds for d ≥ 20. In particular, there exist (n, 3n/4; 20)-bipartite graphs which are
(1/2, 1)-bipartite expanders.

We will use the following property of bipartite expanders: any not-too-large set of vertices has a matching
to the other side. Concretely, we have the following claim.

Claim 3.8. Let H = (L,R,E) be a (1/2, 1)-bipartite expander. Then for any S ⊂ L of size |S| ≤ |L|/2 there
exists a matching from S to R. Namely, for each s ∈ S there is v(s) ∈ R such that (s, v(s)) ∈ E and all the
v(s) are distinct.

Proof. This follows from Hall’s theorem, since every S′ ⊂ S satisfies Γ(S′) ≥ |S′|.

We can now describe Valiant’s construction and prove Theorem 3.5.

Figure 4: Diagram of Valiant’s superconcentrator Gn

Proof of Theorem 3.5. We use a recursive construction. Set m = 3n/4. In order to construct Gn we need
two ingredients: the graph Gm constructed recursively, and an (n,m; d)-bipartite graph H = (L,R,E) which
is a (1/2, 1)-bipartite expander, given by Claim 3.7.
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The construction is as follows: Take two copies of H, H1 = (L1, R1, E1) and H2 = (L2, R2, E2). Recall
that |L1| = |L2| = n and |R1| = |R2| = m. Connect R1, R2 using Gm, identifying R1 as its inputs and R2 as
its outputs. Additionally, add a matching between L1 and L2. This gives the graph Gn, where we identify L1

as the inputs and L2 as the outputs (See Figure 4 for diagram).
Next we show that Gn is a super concentrator. Let S ⊂ L1, T ⊂ L2 of equal size |S| = |T | = k. We need

to show that Gn contains k vertex disjoint paths from S to T .
We first analyze the case that k ≤ n/2. In this case, Claim 3.8 shows that there is a matching from S to

R1 and similarly from T to R2. Let S′ ⊂ R1, T
′ ⊂ R2 be the endpoints of the matching. By construction,

since Gm is a super concentrator, there are k vertex disjoint paths in Gm between S′ and T ′.
We next analyze the case that k > n/2. Here, as we added a matching between L1 and L2, there must at

least 2k− n edges in the matching going from S to T . We first match these nodes, which reduces the number
of unmatched nodes in either side to k − (2k − n) = n− k < n/2, which reduces to the first case.

Finally, we compute the number of edges in Gn. We have

|E(Gn)| = |E(Gm)|+ 2|E(H)|+ n = |E(Gm)|+ (2d+ 1)n.

Recalling that m = (3n/4), this converges to |E(Gn)| = O(n) since d = O(1).

3.2 Error Correcting Codes
Error correcting codes are a method of encoding data to protect against corruption (say in transmission
over a noisy channel, or a simple hard-drive malfunction). Here, we will see how expanders can be used to
construct a family of codes called expander codes. Codes based on graphs were first defined by Gallager [15]
in 1962 and further studied by other researchers in the 70s and 80s. However the boost in their study and
applications only came in the 90s. The construction and analysis of expander codes we present here is from
Sipser and Spielman [16] from 1996.

3.2.1 Brief introduction to error correcting codes

We restrict our attention to codes over the binary alphabet. A binary error correcting code encodes a k-bit
message into n-bit codeword (n > k) by adding redundancy. The goal is that the codeword can be recovered
even if a small part of it is corrupted. This is measured by the distance of the code, which is the minimal
hamming distance4 between two distinct codewords. We identify the code with its set of codewords, as the
actual encoding/decoding of messages given a (non-corrupted) codewords is usually straightforward.

Definition 3.9 ((n, k, d) binary codes). An (n, k, d) binary code is a subset C ⊂ {0, 1}n of size |C| = 2k such
that any two distinct x, y ∈ C differ in at least d coordinates. Such codes are said to have distance d.

A common way to generate codes is via linear algebra: identifying {0, 1} = F2, we let the set of codewords
be given by some subspace of Fn2 . Such codes are called linear, and have a particularly nice characterization
of distance: it is given by the minimal hamming weight5 across non-zero vectors in the code.

Definition 3.10 ((n, k, d) binary linear codes). An (n, k, d) binary linear code is a subspace C ⊂ Fn2 of
dimension k such that any nonzero x ∈ C has |x| ≥ d.

From now on, we use the term “code” to denote a binary linear code. We first show a simple combinatorial
claim - if less than d/2 coordinates are corrupted in a codeword of an (n, k, d) code, then the original codeword
can be uniquely recovered.

Claim 3.11. Let C be an (n, k, d) code, and let x ∈ C. Let y ∈ Fn2 be such that |x− y| < d/2. Then x is the
closest codeword to y, and in particular can be uniquely recovered from it.

Proof. The proof is left as an exercise to the reader.

An (n, k, d) code is called a good code if k = Ω(n), d = Ω(n). More precisely, this is defined for a family of
codes with growing n, where we require the rates k/n and relative distances d/n to be bounded away from
zero. We will see how expanders can be used to construct good codes, which additionally can be efficiently
decoded.

4The hamming distance of two binary vectors x and y is the number of positions in which x and y differ.
5The hamming weight of a vector x, denoted |x|, is the number of non-zero positions.
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3.2.2 Expander codes

Let H = (L,R,E) be an (n,m; e)-bipartite graph with m < n (we use e instead of d in this section to avoid
confusion with the minimal distance of the code). Let A be the n×m adjacency matrix of H, defined over
F2. We define the corresponding expander code to be:

C(H) := kerA = {x ∈ Fn2 : xA = 0}.

In other words, we can think of each left vertex u ∈ L corresponding to a coordinate of a codeword, and
each right vertex v ∈ R as a “constraint”, requiring that the XOR of its adjacent coordinates are zero. The
dimension of the code is k = dim(C(H)) ≥ n −m, and so its rate is ≥ (n −m)/n. For example, if we set
m = 3n/4 then its rate is at least 1/4. The more challenging aspect is analyzing its distance.

3.2.3 Expander codes are good codes

We first show that if H is sufficiently expanding, then its corresponding expander code has distance Ω(n)
and hence is a good code. It turns out that we need it to be an (α, β)-bipartite expander with β > e/2,
which requires taking α scaling with 1/e (since we need αβ ≤ 1 by the definition of bipartite expansion). The
following claim shows they exist for a large enough constant e = O(1); its proof is similar to the proof of
Claim 3.7, and we omit the details.

Claim 3.12. For any large enough n, and large enough constant e = O(1), there exist (n, 3n/4; e)-bipartite
graphs which are (1/10e, 3e/4)-bipartite expanders.

Lemma 3.13 ([16]). Let H be an (n,m; e)-bipartite graph which is (α, β)-bipartite expander for β > e/2.
Let C = C(H). Then the minimal distance of C is d > αn.

Proof. Assume towards a contradiction that there exists a nonzero codeword x ∈ C of weight |x| ≤ αn. Let
S = {i : xi = 1} be its support and let T = Γ(S). We claim that there must be some v ∈ T which is a unique
neighbour of S, meaning that it has exactly one neighbour in S. This violates the assumption that x is a
codeword, as the constraint corresponding to v cannot sum to 0.

Assume there are no unique neighbours in T . Then any node v ∈ T is adjacent to at least two nodes in S.
As each node in T has degree e, we must have |T | ≤ (e/2)|S|. This violates our assumption that |T | ≥ β|S|
and β > e/2.

3.2.4 Expander codes can be efficiently decoded

Finally, we show that if the underlying expander graph is even more expanding, then the codeword can be
decoded efficiently by a simple iterative procedure. Let y ∈ Fn2 be the (potentially) corrupted codeword we
would like to decode. We claim that as long as y is not too corrupted, the following local decoding procedure is
successful. As long as there exists some coordinate i ∈ [n] such that the majority of constraints i participates
in (recall these are given by the neighbors of vertex i) are violated, flip the value of this coordinate. It is
obvious that this process always decreases the number of violated constraints–the tricky part (and the part
requiring strong vertex-expansion) is to show that there are none left at all upon termination.

More formally, let A be the adjacency matrix of H. Given y ∈ Fn2 , observe that yA ∈ Fm2 is the vector of
constraints for y (in particular, y ∈ C if yA = 0). Denoting the ith unit vector by ei, the above procedure is
equivalent to flipping yi if |(y + ei)A| < |yA|.
Algorithm 1: IterativeDecoding
Input: y ∈ Fn2
Output: y′ ∈ Fn2

1 while exists i ∈ [n] with |(y + ei)A| < |yA| do
2 flip yi

Theorem 3.14 ([16]). Let H be an (n,m; e)-bipartite graph which is an (α, β)-bipartite expander for β > 3e/4.
Let C = C(H) and set d = αn. Take x ∈ C, and let y ∈ Fn2 with |y−x| ≤ d/2. Then IterativeDecoding(y) =
x, and the algorithm terminates after at most O(n) iterations.
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Proof. Let y(0) = y be the input, and let y(t) be the vector obtained after t iterations of the algorithm. Let
Et denote the set of errors at time t, namely Et = {i ∈ [n] : y

(t)
i 6= xi}. We need to prove that Et is empty

for t = O(n).
Fix some iteration t and let E = Et, and assume that E is not empty and that |E| ≤ d. We will show

that there is a variable i ∈ E with > e/2 violated constraints. In particular, the algorithm does not terminate
at step t.

To see that, partition Γ(E) to the set of satisfied constraints S and unsatisfied constraints U (note that U
is the support of y(t)A). As H is an (α, β)-bipartite expander, |E| ≤ d = αn, and β > 3e/4, we have

|U |+ |S| = |Γ(E)| > (3e/4)|E|.

Next, count the edges between E and Γ(E). Each v ∈ U is adjacent to at least one edge, and each v ∈ S to
at least two, as the parity of the corresponding constraint bits is zero. Overall there are e|E| edges. Thus

|U |+ 2|S| ≤ e|E|

Combining the two gives |U | > (e/2)|E|, which implies there is an element i ∈ E with more than e/2 violated
constraints.

So, as long as we can guarantee that |Et| ≤ d for all t, the iterative decoding algorithm must terminate
when Et is empty, which implies by definition that y(t) = x. Assume then that |Et| > d. Let Ut denote the
set of unsatisfied constraints at time t, and note that the number of unsatisfied constraints decreases at each
step of the algorithm. As the size of Et changes by at most ±1 in each step, there must be a first time t0
where |Et0 | = d. Thus

|Ut0 | > (e/2)|Et0 | = (e/2)αn.

However, this violates the fact that |Ut| decreases in each iteration since

|U0| ≤ e|E0| ≤ e(αn/2).

Finally, note that as |Ut| decreases in each iteration, the algorithm must terminate after at most |U0| ≤ m
iterations.

Let us make a few final remarks. The iterative decoding procedure is polynomial time, but ideally we
would like a linear (or near linear) time decoding algorithm. This can be achieved by a parallel algorithm,
which flips at every iteration all the bits where the majority of their constraints is violated. It can be
shown that this algorithm terminates in O(log n) iterations, and leads to a decoding algorithm running in
time O(n log n). With some more twists, this can be reduced to linear time, namely O(n). See the original
Sipser-Spielman paper [16] for details.
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4 Optimal Expanders (Week 4)
Now that we have seen the importance of obtaining families of bounded degree expander graphs it is reasonable
to ask: how strong can an expander graph be? Concretely, given a d-regular λ-spectral expander, what is the
relationship between d and λ? For a fixed degree, it is possible to answer this question by examining the
extremal (albeit infinite) case: the d-regular infinite tree.

In this section, it will be easier to work with un-normalized adjacency matrices instead of the normalized
adjaency matrices we considered so far. To keep the notations distict, we denote by MG the un-normalized
adjacency matrix of a graph G = (V,E). That is, (MG)u,v = 1 if (u, v) ∈ E and (MG)u,v = 0 otherwise. The
eigenvalues of MG and AG differ by a factor of d: λi(MG) = d · λi(AG).

4.1 The d-regular infinite tree
The infinite d-regular tree, as the name suggests, is a d-regular tree with infinitely many nodes. One convenient
concrete way to think about its nodes is as finite words. Recall that for a finite set Σ, the set of finite words
over Σ is denoted by Σ∗, and the empty word is denoted by ε.

Definition 4.1 (infinite d-regular tree). The vertices of the infinite d-regular tree are V = {ε}∪([d]× [d− 1]∗).
We can think of ε as the “root” of the tree. As we identify nodes v ∈ V with finite words, let |v| denote the
length of the word. Two nodes u, v are adjacent if one extends the other by one more character. That is, if
|v| = |u|+ 1 and the prefix of v of length |u| equals u; or the other way around.

Figure 5: The 3-regular infinite tree. Image from [17]

While finite trees are terrible expanders (consider selecting a final branch, it has d nodes and only a single
external edge), it is not hard to see in the combinatorial sense that the d-regular infinite tree is maximally
expanding. In particular, for any connected subset of the tree of size |S|, there are |S| − 1 internal edges, and
therefore d|S| − 2(|S| − 1) edges crossing the cut. A simple calculation then gives the edge expansion of the
d-regular infinite tree is:

Φ(Td) = inf
finite S⊂V

E(S, S̄)

d|S|
=
d− 2

d
.

This is far better than one can do for the finite case, since a random subset S of nodes will satisfy
E(S, S̄)/|S| ≈ d/2 in expectation.

What is perhaps less obvious is that the infinite d-regular tree has (in a sense) the best possible spectral
expansion, and moreover that, in this case, the bound is actually tight even for finite graphs! Before proving
this, we start by analyzing the spectrum of Td itself. This requires a brief discussion on the spectra of infinite
graphs. As in the finite case, the adjacency matrix of Td, which we shorthand M = MTd , can be viewed as
a linear operator. In the infinite case, however, it is an operator over the space of real square-summable
functions on V :

`2(V (Td)) =

f : V (Td)→ R :
∑

v∈V (Td)

f(v)2 <∞

 .
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We may then define the spectra of M as we do normally for operators over finite-dimensional spaces:

spec(M) = {λ ∈ R : (M − λI) is singular}.

In the finite case, this condition is equivalent to (M −λI) having a non-trivial kernel, which then corresponds
to some eigenvector of eigenvalue λ. In the infinite case we consider here, it is possible that (M−λI) has trivial
kernel (and thus does not correspond to any eigenvector) but is singular due to lack of surjectivity–indeed
the entire spectra of Td is due to this scenario.

With definitions out of the way, we turn our attention to computing Td’s spectrum. The original result is
due to Cartier [18], but we will follow a later version of the proof by Friedman [19].

Theorem 4.2 (Cartier [18]). The spectrum of Td satisfies:

spec(M) ⊂
[
−2
√
d− 1, 2

√
d− 1

]
.

Proof. We take on assumption the following fact. Fix v ∈ V (Td) as root of the infinite tree (any arbitrary
vertex will do). Then the spectra of Td corresponds exactly to the λ such that the characteristic function of v
is not mapped to by M − λI, that is:

λ ∈ Spec(M)←→ δv /∈ Range(M − λI).

It is therefore sufficient to prove that for all |λ| > 2
√
d− 1 there exists some f ∈ `(Td(V ))2 such that:

(λI −M)f = δv. (9)

To simplify our search for such a function, notice that we may assume f is spherically symmetric, that is f(u)
depends only on the distance of u from the root. This follows from noting that if f satisfies Equation (9), then
averaging f over each distance also satisfies the equation by linearity. Since spherically symmetric functions
are defined by x0, x1, x2, . . . where xi denotes the value of nodes at distance i, we can re-write Equation (9)
in a more interpretable manner:

λx0 = dx1 + 1 (10)
λxi = xi−1 + (d− 1)xi+1, (11)

where we have simply written out the fact that the root is connected to d distance 1 nodes, and a node at
distance i ≥ 1 is connected to one parent and d− 1 children. The second recurrence can be solved somewhat
more generally, but it is easy to check that one potential solution is given by:

xi = α

(
λ−

√
λ2 − 4(d− 1)

2(d− 1)

)i

for any α ∈ R. Notice that as long as |λ| > 2
√
d− 1 not only is xi real-valued, but satisfies x2

i < α2
(

1
2(d−1)

)i
(to see this, note that if y > z > 0 then y −

√
y2 − z2 ≤ z). The number of nodes at distance i ≥ 1 is

d(d− 1)i−1, which implies that the function is in `2(V ) as desired:

‖f‖22 = α2 + α2
∑
i≥1

d(d− 1)i−1

(
1

2(d− 1)

)i
= α2(1 + d) <∞.

All that is left then is to show that we may choose α such that the base case Equation (10) holds as well.
This simply amounts to making sure the equation

λα = dαρλ + 1,

holds, where ρλ =

(
λ−
√
λ2−4(d−1)

2(d−1)

)
. This is possible so long as λ − dρλ 6= 0. Since by definition we have

that |ρλ| < |λ|/d, such α must exist which completes the proof.
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4.2 Lower bounding spectral expansion: Alon-Boppana
It turns out that Td’s spectrum is in fact the best that can possibly be achieved by any graph. This is the
celebrated Alon-Boppana theorem.

Theorem 4.3 (Alon-Boppana [3]). Let G = (V,E) be a d-regular graph with |V | = n, corresponding
eigenvalues λ1 ≥ . . . ≥ λn, and diameter ∆. Then the second largest eigenvalue λ2 is at least:

λ2(MG) ≥ 2
√
d− 1 (1− ε)

where ε = O
(

1
∆2

)
.

Recall that in a d-regular graph, the diameter is at least ∆ ≥ logd−1(n). In particular, for constant
degrees the error term is ε = O(1/ log2 n). Our proof will hinge crucially on a combinatorial relation between
d-regular graphs and the infinite d-regular tree: the number of closed paths.

Definition 4.4 (Tree Numbers). For any k ∈ N, let td,2k (called a tree number) be the number of closed
paths of length 2k in the infinite d-regular tree. Note that this number is well-defined since the number of
closed paths on any vertex is the same by symmetry.

The key idea in the proof we present below (which is in fact for a slightly weaker variant of Alon-Boppana)
is that the tree numbers lower bound the number of closed paths in any d-regular graph.

Lemma 4.5. Let G = (V,E) be a d-regular graph, and v ∈ V any vertex. The number of paths of length 2k
from v to itself in G is at least td,2k.

Proof. This follows from the fact that the infinite d-regular tree is a universal cover of all d-regular graphs. In
other words there exists a surjective covering map f : Td → V such that for any vertex w ∈ Td, the restriction
of f to the neighbors of w is an isomorphism onto the neighbors of f(w). We leave the proof of this fact and
the lemma as an exercise.

Proof. We will prove a slightly weaker (but much easier to prove) version of the theorem that lower bounds
λ = max(|λ2|, |λn|) instead of λ2. We will also get a slightly worse error term, ε = O(log ∆/∆), which for
constant degrees is O(log log n/ log n).

The first idea is to consider powers of G. Let M = MG. Given k ≥ 1, we consider M2k, the 2k-th power
of M . Its eigenvalues are λi(M)2k and satisfy

λ2(M2k) = λ(M)2k.

In order to bound λ2(M2k), as in the easy direction of the Cheeger inequality, we again focus on bounding
the Rayleigh quotient:

λ2(M2k) = max
f⊥1,‖f‖=1

{f>M2kf}. (12)

Our goal then is to find some function f orthogonal to 1 which maximizes this inner product. Let ∆ = diam(G)
be the diameter of G, let s, t ∈ V be nodes of distance ∆ in G, and consider the function fs,t = 1√

2
(δs − δt).

Since fs,t has norm 1 and is orthogonal to the constant function, Equation (12) implies for any k that:

λ(M)2k = λ2(M2k) ≥ f>s,tM2kfs,t.

By direct computation, it is not hard to see that this inner product is given by:

f>s,tM
2kfs,t =

M2k
s,s +M2k

t,t − 2M2k
s,t

2
.

Recall that M2k
s,t counts the number of paths of length 2k between s and t. We choose k = b(∆− 1)/2c so

that 2k < ∆ and there are no paths of length 2k between s and t. The bound then simplifies to

f>s,tM
2kfs,t =

M2k
s,s +M2k

t,t

2
,
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which counts the number of closed paths on s and t. To lower bound this term, we may now appeal to
Lemma 4.5, that the number of closed paths from any vertex in G is at most the tree number t2kd , and hence:

f>s,tM
2kfs,t ≥ td,2k.

It remains to lower bound td,2k. To do so, notice that we can associate with each path in Td from v to v a
sign pattern of size 2k, where each sign denotes whether the walk has moved away or towards v (viewing v as
the root of the tree). To compute the total number of paths, let’s first consider the type of sign patterns that

Figure 6: A closed path of length 6 in the 3-regular infinite tree. Edges in the path moving away from the
root are colored red; those moving towards the root are colored blue. The corresponding sign pattern is
(+,+,−,+,−,−).

appear as paths. It is obvious that any sign pattern which does not sum to 0 cannot correspond to a valid
path, since it cannot end at v. Similarly since we view v as the root, no path can go “below” v, i.e. any prefix
of the pattern must be non-negative. Call any sign pattern satisfying these two criteria valid.6 It is not hard
to see that any valid pattern has at least (d− 1)k corresponding possible paths, since at each forward step
there are either d− 1 or d possibilities. Since any two walks with different sign patterns differ, we get that
td,2k is lower bounded by:

td,2k ≥ {# valid patterns} · (d− 1)k

The former term is in fact very well studied, and are known as the Catalan numbers Ck =
(2k
k )

k+1 . While
we leave this equivalence as an exercise, we note that the proof follows from counting the total number of
patterns which sum to 0 mod a special type of cyclic shift (which ensures exactly a 1

k+1 fraction of patterns
are valid overall). Since

(
2k
k

)
≥ Ω(22k/

√
k), we get for some constant c > 0 that

λ(M)2k ≥ td,2k ≥ c22kk−3/2(d− 1)k =
(

2
√
d− 1

)2k

· ck−3/2.

Taking a 2k-th root gives
λ(M) ≥ 2

√
d− 1(1− ε)

where ε = 1− (ck−3/2)1/2k. Finally, applying the fact that e−x ≥ 1− x allows to bound ε by

ε = O

(
log k

k

)
= O

(
log ∆

∆

)
.

4.3 Ramanujan Graphs
We have seen that (in essence) the infinite d-regular tree achieves the Alon-Boppana bound, but as we saw
with edge-expansion, it’s conceivable that some stronger bound might exist for all finite graphs. In fact,
we already mentioned a counter-example to this earlier in the course, though we did not define them: LPS
graphs. Graphs that satisfy this asymptotically optimal spectral bound are called Ramanujan.

6More formally such patterns are actually called ballot sequences.
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Definition 4.6. A d-regular graph G is Ramanujan if λ2(MG) ≤ 2
√
d− 1.

In the late 80s, Lubotsky, Philips, and Sarnak first introduced infinite families of explicit Ramanujan
graphs for any d = p+1 for p prime (this was later generalized to prime powers by Morgenstern [20]). Though
their construction is complicated, we will outline the basics.

Let q be prime. The general linear group GL(2,Fq) is the group of all invertible 2× 2 matrices over Fq.
The projective general linear group PGL(2,Fq) is a quotient of it, where we identify two matrices A,B if
they are a scalar multiple of each other, namely A = αB for some nonzero α ∈ Fq.

We also need the following facts from number theory.

Fact 4.7. Let q be prime. There exists an element i ∈ Fq with i2 ≡ −1 (mod q) iff q ≡ 1 (mod 4).

Fact 4.8 (Jacobi four squares theorem). Let n ≥ 1 be odd. The number of ways to represent n as the sum
of 4 squares equals 8

∑
m|nm (8 times the sum of its divisors). In particular, if n is prime then this equals

8(n+ 1).

Theorem 4.9 (Lubotsky-Philips-Sarnak (LPS) Ramanujan graphs [1]). Let p, q be distinct primes, p, q ≡ 1
(mod 4) and fix i ∈ Fq such that i2 = −1 (mod q). Define

S =

{[
a0 + ia1 a2 + ia3

−a2 + ia3 a0 − ia1

]
: a2

0 + a2
1 + a2

2 + a2
3 = p, a0 > 0 is odd, and a1, a2, a3 are even

}
It can be shown that |S| = p+ 1. The Cayley graph Cay(PGL(2,Fq), S) is Ramanujan.

LPS’s result raises a natural question: do Ramanujan graphs of any degree exist? In a 100+ page
tour-de-force, Friedman [21] proved a strong existential result of this flavor: almost all random d-regular
graphs are “weakly” Ramanujan.

Theorem 4.10 (Friedman [21]). For every ε > 0, the probability that a random d-regular graph G on n
nodes satisfies

λ2(MG) ≥ 2
√
d− 1 + ε

tends to 0 as n goes to infinity.

Later, Marcus, Spielman, and Srivastava [22] proved the existence of infinite families of bipartite Ramanujan
graphs of every degree, and more recently Mohanty, O’Donnell, and Paredes [23] have proved the existence of
explicit (efficiently constructable) families of weakly Ramanujan graphs of every degree. The construction of
Ramanujan graphs is very much still an active area of research.
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5 Explicit Constructions (Week 4/5)
In previous sections we mentioned a few explicit constructions of expander graphs. We now cover the Margulis
construction in greater detail, as well as introducing a tool for building explicit families of expander graphs
called the zig-zag product.

5.1 Margulis-Gabber-Galil
Margulis [24] gave in 1973 the first explicit construction of constant degree expanders. Gabber and Galil
[25] gave a proof using elementary techniques, which also provides quantitative bounds. We will follow their
proof, in particular its exposition in [17].

Construction 5.1. For all n ∈ N, We define an 8-regular graph G = Gn. Its vertex set is V = Zn ×Zn. To
define its edges, let

T1 =

(
1 2
0 1

)
, T2 =

(
1 0
2 1

)
, e1 =

(
1
0

)
, e2 =

(
0
1

)
.

Each vertex v = (x, y) is adjacent to T1v, T2v, T1v + e1, T2v + e2, and the other four vertices obtained
analogously by the inverse transformations. We note that parallel edges and self loops are allowed.

Let Mn be the (un-normalized) adjacency matrix of Gn. The following theorem shows that Gn is a
spectral expander.

Theorem 5.2. λ(Mn) ≤ 5
√

2.

Note that this indeed shows that Gn is an expander since Gn is 8-regular and 5
√

2 ≈ 7.07 < 8. We will
show a simplified proof which gives a somewhat worse bound of 7.3.

Let G = Gn and M = Mn. Recall the variational definition of λ(M):

λ(M) = min
f⊥1

|f>Mf |
f>f

.

Note that f>Mf = 2
∑
{x,y}∈E f(x)f(y). Theorem 5.2 is thus equivalent to showing that for any f : V → R

with
∑
f(x) = 0, we have ∣∣∣∣∣∣

∑
{x,y}∈E

f(x)f(y)

∣∣∣∣∣∣ ≤ 5
√

2

2

∑
f(x)2.

Plugging in the definitions of the edges, we need to prove that∣∣∣∣∣∣
∑
z∈Z2

n

f(z) [f(T1z) + f(T2z) + f(T1z + e1) + f(T2z + e2)]

∣∣∣∣∣∣ ≤ 5√
2

∑
f(x)2. (13)

Note that for any fixed z, the terms corresponding to T−1
1 and T−1

2 come from considering the summand for
z′ = T−1

i z. The proof now follows in three main steps:

1. Re-phrasing the theorem using Fourier analysis.

2. Reducing the theorem to a term-by-term verification.

3. Verifying it term-by-term.

5.1.1 Step 1: Fourier analysis

We first review some basics of Fourier analysis. Let H be an Abelian group. A character is a function
χ : H → C∗ that satisfies χ(x+ y) = χ(x)χ(y) for all x, y ∈ H.

Example 5.3. The characters of H = Zn are χa(x) = ωax for a ∈ Zn, where ω = e2πi/n is an n-th root of
unity.
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Example 5.4. The characters of H = Zn × Zn are χa,b(x, y) = ωax+by for a, b ∈ Zn.

The following summarizes all that we need to know about Fourier analysis for the proof.

Fact 5.5. Let H be a finite Abelian group. It has |H| distinct characters, which can be described as
{χy : y ∈ H}. They form an orthonormal basis for the space of functions f : H → C. Furthermore:

1. The Fourier decomposition of f is f =
∑
y∈H f̂(y)χy.

2. The Fourier coefficients of f are f̂(y) = 〈f, χy〉 = 1
|H|
∑
x∈H f(x)χy(x).

3. The trivial character is χ0(x) ≡ 1.

4.
∑
f(x) = 0 is equivalent to f̂(0) = 0.

5. Parseval’s identity: if f, g : H → C then 〈f, g〉 = |H|〈f̂ , ĝ〉. In particular, ‖f‖22 = |H|‖f̂‖22.

In our case, H = Z2
n. In order to use Fourier analysis to simplify Equation (13), we need to understand

how it behaves under affine transformations (for example, to relate the Fourier coeffcients of f(T1z + e1) to
those of f). This is given by the following fact.

Fact 5.6. Let A be a 2×2 non-singular matrix over Zn and b ∈ Z2
n. Given f : Z2

n → C define g(x) = f(Ax+b).
The Fourier coefficients of g are given by

ĝ(y) = ω−〈A
−1b,y〉f̂

(
(A−1)>y

)
.

In our case A ∈ {T1, T2} and b ∈ {e1, e2, 0}. Note that T>1 = T2 and hence (T−1
1 )> = T−1

2 and similarly
(T−1

2 )> = T−1
1 . Putting all these facts together, and setting F = f̂ , gives the following equivalent formulation

of Theorem 5.2.

Theorem 5.7. Let F : Z2
n → C with F (0, 0) = 0. Then∣∣∣∣∣∣

∑
z=(z1,z2)∈Z2

n

F (z)
[
F (T−1

2 z)
(
1 + ω−z1

)
+ F (T−1

1 z)
(
1 + ω−z2

)]∣∣∣∣∣∣ ≤ 5√
2

∑
|F (z)|2.

5.1.2 Step 2: Reducing to a term-by-term verification

We prove Theorem 5.7. Let G : Z2
n → R≥0 given by G(z) = |F (z)|. Using the triangle inequality and the

identity |1 + ω−t| = 2| cos(πt/n)|, it suffices to prove that∑
2G(z)

[
G(T−1

2 z)| cos(πz1/n)|+G(T−1
1 z)| cos(πz2/n)|

]
≤ 5√

2

∑
G(z)2. (14)

Next, we simplify the terms G(z)G(T−1
i z) for i = 1, 2, by applying the following simple claim.

Claim 5.8. Let α, β, γ ≥ 0. Then 2αβ ≤ γα2 + γ−1β2.

Proof. Expand
(
α
√
γ + β

√
γ−1

)2

≥ 0.

It will turn out that we need to choose γ not a constant, but a function of z. Let γ : (Z2
n)2 → R≥0 to be

chosen later, where we assume it satisfies γ(x, y)γ(y, x) = 1 for x, y ∈ Z2
n. Applying Claim 5.8, we bound

2G(x)G(y) ≤ γ(x, y)G(x)2 + γ(y, x)G(y)2.

This allows us to upper bound the left hand side of Equation (14) by∑
| cos(πz1/n)| ·

[
γ(z, T−1

2 z)G(z)2 + γ(T−1
2 z, z)G(T−1

2 z)2
]

+

| cos(πz2/n)| ·
[
γ(z, T−1

1 z)G(z)2 + γ(T−1
1 z, z)G(T−1

1 z)2
]
. (15)
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Next, we use the choice that T1, T2 are triangular matrices to simplify this further. For example,
T1(z1, z2) = (z1 + 2z2, z2) does not change z2, and similarly T2 does not change z1. This allows us to change
variables in the sum, and simplify Equation (15) as∑

G(z)2
[
| cos(πz1/n)|

(
γ(z, T2z) + γ(z, T−1

2 z)
)

+ | cos(πz2/n)|
(
γ(z, T1z) + γ(z, T−1

1 z)
)]
≤ 5√

2

∑
G(z)2.

(16)
Equation (16), if true, should hold for any function G : Z2

n → R≥0 with G(0, 0) = 0. Thus, it better hold
for each term individually. To complete the proof, we will prove the following lemma which bounds it term
by term.

Lemma 5.9. There exists a choice of γ :
(
Z2
n

)2 → R≥0, with γ(x, y)γ(y, x) = 1 for all x, y ∈ Z2
n, such that

the following holds. For z ∈ Z2
n define:

E(z) = | cos(πz1/n)|
(
γ(z, T2z) + γ(z, T−1

2 z)
)

+ | cos(πz2/n)|
(
γ(z, T1z) + γ(z, T−1

1 z)
)
.

Then E(z) ≤ 5√
2
for all z 6= (0, 0).

5.1.3 Step 3: Verifying term-by-term

We prove Lemma 5.9. The first step is to define γ. We identify Zn with [−n/2, n/2), and define |x| for x ∈ Zn
correspondingly. Define a partial order < on Z2

n:

z < z′ if (|z1|, |z2) 6= (|z′1|, |z′2|), |z1| ≤ |z′1|, |z2| ≤ |z′2|,

and at least one of the two inequalities is strict. Set α = 5/4 and define:

γ(x, y) =


α if x > y

1/α if y > x

1 otherwise

Note that indeed γ(x, y)γ(y, x) = 1 for all x, y ∈ Z2
n. The proof of Lemma 5.9 is partitioned into two cases,

depending whether z = (z1, z2) falls inside the diamond in Figure 7 or not (namely, depending whether
|z1|+ |z2| < n/2 or not).

Figure 7: The diamond. Figure from [17].

Outside the diamond. Assume first that z is outside the diamond, namely |z1| + |z2| ≥ n/2. Assume
z1, z2 ≥ 0, where the other three cases are analogous. In this case, we bound all terms of γ by α, so that

E(z) ≤ 2α (cos(πz1/n) + cos(πz2/n)) .

Given a fixed z1, the term cos(πz2/n) is decreasing in z2 ∈ [n/2− z1, n/2], and so it suffices to analyze the
case where z2 = n/2− z1. In this case, cos(πz2/n) = cos(π/2− πz1/n) = sin(πz1/n), and we bound

E(z) ≤ 2α (cos(πz1/n) + sin(πz1/n)) ≤ 2
√

2α =
5√
2
.

31



Inside the diamond. Assume now that z is inside the diamond, namely |z1|+ |z2| < n/2. Again, assume
z1, z2 ≥ 0, where the other three cases are analogous. In this case we bound the cos terms by 1, so that we
have

E(z) ≤ γ(z, T2z) + γ(z, T−1
2 z) + γ(z, T1z) + γ(z, T−1

1 z).

We will show that, if we compare T1z, T
−1
1 z, T2z, T

−1
2 z to z, then one of the following two options hold:

(i) Two terms are > z and two are incomparable with z.

(ii) Three terms are > z and one is < z.

Combining both options, we can bound E(z) by

E(z) ≤ max(2/α+ 2, 3/α+ α) = 3.65.

As we mentioned in the beginning, the bound 3.65 is a bit worse than the bound of 5√
2
≈ 3.53, and gives

λ(Mn) ≤ 2 × 3.65 = 7.3. The improved bound follows by a more careful analysis of the case inside the
diamond and an optimized choice of α.

The final verification is a bit of case analysis. Recalling the definitions of T1, T2, for z = (z1, z2) we have

T1z = (z1 + 2z2, z2), T−1
1 z = (z1 − 2z2, z2), T2z = (z1, z2 + 2z1), T−1

2 z = (z1, z2 − 2z1).

If z1 = z2 (both nonzero!) then T1z, T2z are > z since |z1 + 2z2| > |z1|, |z2 + 2z1| > |z2|; and T−1
1 z, T−1

2 z
are incomparable with z since |z1 − 2z2| = |z1|, |z2 − 2z1| = |z2|. Thus in this case (i) holds.

Assume now that z1 6= z2, and without loss of generality z1 > z2 ≥ 0. In this case T−1
1 z < z since

|z1 − 2z2| < |z1|; and T1z, T2z, T
−1
2 z are > z since |z1 + 2z2| > |z1| and |z2 + 2z1|, |z2 − 2z1| > |z2|. Thus in

this case, (ii) holds.

5.2 Zig-Zag Product
Now that we have seen an algebraic construction in more detail, we turn our attention to a combinatorial
method for building (strongly!) explicit expander families, the Zig-Zag product. Informally, the Zig-Zag
product is an asymmetric graph product which takes as input two base expander graphs G1(V1, E1) and
G2(V2, E2), and outputs a larger expander graph on V1 × V2. Combined with other basic graph operations,
we will show in this section how such a product can be used to construct an infinite family of mildly explicit
expanders and discuss an extension to strongly explicit families.

Getting a handle on the Zig-Zag product directly is a bit difficult. Instead, we will take an indirect
approach and define the operation as the result of taking a “Zig-Zag” shaped random walk on a simpler base
graph, itself a product of the inputs G1 and G2 called the replacement product. Before defining these
operations formally, however, let’s take a step back and look at the intuition behind them.

Recall that our goal is to construct sparse, highly expanding graphs. We know that dense graphs like
the complete graph are perfectly expanding so it’s reasonable to ask whether, given such a graph (say a
D-regular graph G with D quite large), is there a way to modify G which maintains its connectivity but
decreases its degree? One natural approach to this type of sparsification is to spread out the edges of G by
adding vertices. Namely, since each vertex v in G has D edges, one can imagine replacing each vertex v with
a collection of D vertices and spreading out the D incoming edges among them equally. Unfortunately, while
this certainly sparsifies the graph (which now has degree 1), it ruins the connectivity of G. We could try to
fix this by replacing each vertex in G with a complete graph, and while this does a great job of maintaining
the structure of G, it results in another dense graph. The idea of the replacement (and zig-zag) product is to
do something in the middle: what if we replace each vertex v with a sparse expander? Let’s take a look at
the formal definitions to see what happens.

Definition 5.10 (Replacement Product). Let G = (V1, E1) be a D-regular graph, and H = ([D], E2) be a
d-regular graph on D vertices. For every vertex v ∈ V1, fix some ordering of its neighbors. The replacement
product G r H is a graph on V = V1 × [D] that may be described as follows:

1. For every element v ∈ V1, replace v with a copy of H, denoted Hv. We denote the nodes of Hv by
{(v, i) : i ∈ [D]}.
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2. For every (u, v) ∈ E1, connect Hu and Hv by a single edge between (u, i) and (v, j) such that v is the
i-th neighbor of u, and u is the j-th neighbor of v.

Thus intuitively, G r H should be thought of as a graph that globally looks like G, but locally looks like H.
Is this sufficient to preserve expansion? Unfortunately, the answer is no (at least to the extent we require).
Notice, for instance, that even though H itself is an expander, the local copies of H within G r H are terrible
expanders. In particular, each vertex in a local copy of H has exactly one edge leaving H, so the edge
expansion is at best 1

d+1 . It turns out, however, that this is essentially the only barrier to the expansion of
G r H. In other words, if we can somehow modify the graph to force better connection between the local
copies of H, we will get the desired expander. The zig-zag product follows exactly this intuition. It is a
random walk on G r H that forces movement between local copies at each step.

Figure 8: The replacement product of Z2 with the 4-cycle C4. The dashed lines denote edges from step 1
(coming from C4), and the squiggly lines denote edges from step 2 (coming from Z2). Modified version of
image from [17]

Definition 5.11 (Zig-zag Product). Let G = (V1, E1) be a D-regular graph, H = ([D], E2) a d-regular graph
on D vertices, and let G r H be their replacement product. The zig-zag product of G and H, denoted G z H is
given by the following three step random process at any vertex (v, i) ∈ G r H:

1. Take a step within Hv. That is to say choose (v, j) uniformly at random from the neighbors of (v, i).

2. Leave Hv. That is to say move to the unique vertex (w, k) such that w 6= v, and (w, k) is adjacent to
(v, j)

3. Take a step within Hw.

In other words, instead of taking the single step random walk associated to the replacement process, we
take a 3-step “zig-zag” walk that forces us to move between local copies of H. Note that the resulting graph
is d2 regular (since each step in a local copy has d choices), so if the degree of H is small the zig-zag product
is still quite sparse. Reingold, Vadhan, and Wigderson [26] proved that enforcing this movement between
local copies of H is indeed the only barrier to the replacement product expanding. Their result, called the
zig-zag theorem, proves that the zig-zag product of two expanders gives a substantially sparser and only
slightly weaker expander.

Theorem 5.12 (Zig-zag Theorem [26]). Let G be a D-regular α-spectral expander on n vertices, and H be
a d-regular β-spectral expander on D vertices. Then G z H is a d2-regular φ(α, β)-spectral expander on nD
vertices where φ(α, β) satisfies:
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Figure 9: Example of zig-zag edges over the replacement product from Figure 8. The black edges follow
3-step “zig-zag” paths of the form dotted-squiggly-dotted. Image from [17].

1. If α, β < 1, then φ(α, β) < 1.

2. φ(α, β) ≤ α+ β

3. φ(α, β) ≤ 1− (1− β)2(1− α)/2

We will prove (part of) the zig-zag theorem later in this section, but let’s first see how the zig-zag product
is useful for building explicit families of expander graphs. The basic idea will be to start with a constant-sized
expander and iteratively apply the product. As such, we first need our basic building block, an O(1)-size
spectral expander.

Claim 5.13. For some constant d > 0, there exists a d-regular graph H on d4 vertices which is a 1/4-spectral
expander.

Despite its simplicity, Claim 5.13 takes a bit of work to prove. It is possible to show the existence of such
a graph probabilistically (see e.g. [17, Theorem 7.5]), or algebraically (see [26, Section 5]). For now, we will
take its existence on assumption. Fix such a graph H, and inductively define the graph Gn as:

G1 = H2, Gn+1 = (Gn)2 zH.

where G2
n is the standard graph product produced by squaring AGn .

Proposition 5.14 ((Mildly) Explicit Expanders from Expanders). Gn is a d2-regular 1/2-spectral expander
on d4n vertices.

Proof. This follows almost immediately from the zig-zag theorem. We proceed by induction on n. The base
case n = 1 is trivial—H2 is a d2-regular 1/16-spectral expander on d4 vertices. Assuming the result for Gn.
(Gn)2 is therefore a d4-regular 1/4-spectral expander on d4n vertices. Since H is also a 1/4-spectral expander,
by item 2 of the zig-zag theorem (Gn)2 zH is a 1/2-spectral expander as desired.

Proposition 5.14 gives a family of mildly explicit expander graphs, meaning Gn can be constructed in
time polynomial in the size of the graph. While this is sufficient for some applications, it is often useful to
construct expander graphs which are strongly explicit, meaning that the ith neighbor of any vertex in the
graph is computable in logarithmic time in the size of the graph. While we won’t cover any applications
where this is necessary in detail, it is crucial for instance in Reingold’s [27] celebrated SL = L result, since
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all computations must be done in log-space. It is possible to modify Proposition 5.14 to give an explicit
construction by replacing Gn with the tensor product Gb(n−1)/2c ⊗Gb(n−1)/2c. This requires some further
analysis of tensors of matrices and graphs, which we leave to the interested reader (see [26] for details)

Now that we have discussed the zig-zag products’ importance, let’s prove a (simplified) version of the
zig-zag theorem that suffices for the above construction.

Proof. We will prove that φ(α, β) ≤ α+ β + β2. Our overall strategy will be similar to when we discussed
connections between combinatorial and spectral expansion in Section 1. In particular, because the zig-zag
product of G and H is a regular graph, recall that by the variational characterization of eigenvalues, it is
sufficient to prove the absolute value of the Rayleigh quotient of any function orthogonal to ~1 is at most
α+ β + β2. Recall that we know H is an expander. Unfortunately, while f may be globally orthogonal to 1,
on each local copy of H this need not be the case, so we cannot naively take advantage of this fact. However,
this does suggest a natural strategy: decompose f into locally parallel and orthogonal parts. In other words,
define f‖ to be the local average of f over each copy of H, that is ∀(v, i) :

f‖(v, i) =
1

D

D∑
j=1

f(v, j),

and let f⊥ = f − f‖. We note two important properties of this decomposition. First, notice that f⊥ is indeed
locally orthogonal in the sense that it sums to 0 on each copy of H. Second, f⊥ and f‖ are orthogonal.

For simplicity, denote the (normalized) adjacency matrix of H z G by Z. We want to prove that ∀f⊥~1:

f>Zf

f>f
=

(f‖)>Zf‖ + (f⊥)>Zf⊥ + 2(f‖)>Zf⊥

(f‖)>f‖ + (f⊥)>f⊥
≤ α+ β + β2 (17)

To analyze these terms, let’s take a closer look at the form of Z. Recall that we may view the zig-zag product
of G and H by the following three-step random walk at any vertex:

1. Take a step of the random walk associated to Hv

2. Deterministically move to Hw

3. Take another step in Hw.

Let’s consider the structure of the transition matrix of this process. Since the first step (which we denote by
H̃) is applied across independent copies of H, we can (abusing notation) express it as the following block
matrix:

H̃ = H ⊗ 1n =


H 0 . . . 0
0 H . . . 0
...

...
. . .

...
0 0 . . . H


where ⊗ is the matrix tensor product. The second “deterministic” step is just given by a permutation matrix
where (v, i) is mapped to the unique (w, j) such that w is the ith neighbor of v, and v is the jth neighbor of
w. Call this matrix P . Since the third step is the same as the first, we may write the random walk associated
to G zH as

Z = H̃PH̃.

Turning our attention back to bounding the Rayleigh quotient of f , notice that H̃ essentially acts on f‖ and
f⊥ as we would expect in the analysis of the standard global decomposition on H. In other words:

1. H̃f‖ = f‖

2.
∥∥∥H̃f⊥∥∥∥

2
≤ β

∥∥f⊥∥∥
2
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where both follow from the properties of our decomposition and the fact that H̃ is n independent copies of
H. Let’s use these properties to bound |f>Zf |. From the first, we have:

|f>Zf | =
∣∣∣(f‖)>Pf‖ + (f⊥)>H̃PH̃f⊥ + 2(f‖)>PH̃f⊥

∣∣∣ ≤ ∣∣∣(f‖)>Pf‖∣∣∣+ ∣∣∣(f⊥)>H̃PH̃f⊥
∣∣∣+2

∣∣∣(f‖)>PH̃f⊥∣∣∣
Noting that P and H̃ are contractions in `2-norm (since they are stochastic), the latter two terms can be
bounded by our second observation above, namely:∣∣∣(f⊥)>H̃PH̃f⊥

∣∣∣ ≤ β2
∥∥f⊥∥∥2

2
∣∣∣(f‖)>PH̃f⊥∣∣∣ ≤ 2β

∥∥f⊥∥∥∥∥∥f‖∥∥∥
To bound the first term, recall that f , and therefore also f‖ are globally orthogonal to ~1. Further, since f‖ is
constant on local copies of H, intuitively the application of P to f‖ should be similar to the application of G
to the analogous function g‖(v) = f‖(v, i) (for any i). Indeed, it’s not hard to see that this is true in some
sense, at least up to a constant factor. Namely, it is the case that

(f‖)>Pf‖ =
∑

(v,i)∼(w,j)

f‖(v, i)f‖(w, j) =
∑
v∼w

g‖(v)g‖(w) = D(g‖)>Gg‖,

where we identify G with its normalized adjacency matrix. Since g‖ is further orthogonal to ~1, we have that:

(f‖)>Pf‖ = D(g‖)>Gg‖ ≤ Dα
∥∥∥g‖∥∥∥2

= α
∥∥∥f‖∥∥∥2

.

Altogether then, we have that the Rayleigh quotient is bounded by:∣∣∣∣f>Zff>f

∣∣∣∣ ≤ α
∥∥f‖∥∥2

+ β2
∥∥f⊥∥∥2

+ 2β
∥∥f⊥∥∥∥∥f‖∥∥∥∥f‖∥∥2

+ ‖f⊥‖2
≤ α+ β + β2

where in the last step we have used the fact that for all x, y ∈ R, xy/(x2 + y2) ≤ 1/2 (since (x− y)2 ≥ 0).
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6 Introduction to High Dimensional Expansion (Week 6)
Now that we have studied a number of applications and constructions of expander graphs, it is natural
to wonder how these notions extend to their higher-dimensional analogs, hypergraphs, and whether such
extensions could find application within computer science as well. In fact, this nascent area of study has
already seen numerous exciting applications, and will be the focus of the remainder of this course.

Let’s start our discussion by reminding ourselves of a few basic definitions.

Definition 6.1 (Hypergraph). A d-uniform hypergraph H on vertex set V consists of a collection of “d-faces”
E, that is some subset E ⊆

(
V
d

)
. For simplicity we will usually let V = [n].

It will be convenient for us to view hypergraphs from what is (traditionally) a topological perspective, as
objects called pure simplicial complexes. The simplicial complex associated with a d-uniform hypergraph
H is given by its downward closure in the following sense:

XH = XH(0) ∪ . . . ∪XH(d)

where XH(d) = H ⊆
(

[n]
d

)
is the original d-uniform hypergraph, and XH(i) consists of all τ ∈

(
[n]
i

)
such that

τ ⊂ T for some T ∈ X(d).7 Since such objects are exactly equivalent to d-uniform hypergraphs, we will
usually drop H from the notation with the understanding that given such a complex X, the top-level faces
X(d) give the corresponding hypergraph.

In this section, we discuss a foundational question: when should we call a pure simplicial complex a (high
dimensional) expander? At the moment, there is no unified answer to this question. The literature contains
any number of higher order analogs of standard expanders, both combinatorial and spectral. Further, as
soon as we go beyond standard graphs, the strong connections between such notions like expander-mixing
and Cheeger’s inequality break down, making it difficult to pin down exactly what type of properties we
should expect an “expanding” simplicial complex to satisfy. Recently, however, a new trend in the analysis of
high dimensional expanders (HDX) has begun to shed some light on this question. The technique, called the
local-to-global paradigm, is based upon the fact that many applications across disparate notions of HDX boil
down to the following crucial observation: when an expanding complex satisfies a property locally, it also
satisfies (a weaker version of) that property globally.

Let’s make this a bit more formal before moving on, starting with clarifying exactly what we mean by
“local”. While there are a couple relevant definitions in the literature, for most of the class we will focus on a
natural definition that has become predominant in recent years: links.

Definition 6.2. Let X = X(0) ∪ . . . ∪X(d) be a d-dimensional pure simiplicial complex. For every i and
τ ∈ X(i), the link of τ is the restriction of the complex to faces containing τ , that is:

Xτ = {σ : σ ∪ τ ∈ X and σ, τ disjoint}.

In other words, Xτ is the complex that arises by selecting all d-faces that contain τ , then removing τ itself.
See Figure 10 for a pictorial representation of this process. Finally, it is often convenient to refer to the set
of links for all τ ∈ X(i), which we will refer to as the i-links.

Example 6.3. A graph G = (V,E) can be viewed as a 2-dimensional simplicial complex, by taking

X(0) = {∅}, X(1) = V, X(2) = E.

The link of a node v ∈ V is its neighbourhood:

Xv(0) = {∅}, Xv(1) = {u : {u, v} ∈ E}.

7We note that in much of the literature, especially that which takes a topological approach, X(i) is defined to include sets of
size i+ 1. Since our focus is mostly combinatorial, defining X(i) to include sets of size i is more natural, but readers should
beware off-by-one errors when reviewing the literature.
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(a) Vertex v (blue) (b) Identify triangles containing v (c) Remove v to get Xv (black)

Figure 10: Example of a link in a 3-dimensional complex. To find the link of the vertex (blue), we identify all
triangles containing that vertex (red) then remove the vertex itself to get its link.

We will soon see that links provide a natural method for decomposing global functions on simplicial
complexes into local parts. For instance, it is not hard to see that given a function on k-faces f : X(k)→ R,
its expectation over the complex is equal to the average of its expectation over links, that is:

E
X(k)

[f ] = E
τ∈X(i)

[
E
Xτ

[f ]

]
.

Our first definition of high-dimensional expansion can be seen as a realization of the local-to-global paradigm
through links: informally, a pure simplicial complex is called a local spectral expander if all its links are
spectral expanders.8

6.1 Local Spectral Expanders
Formalizing local spectral expansion requires a bit more background than we’ve covered so far. In particular,
it turns out that in applications we will often need the complex we work over to be weighted.

Definition 6.4 (Weighted Simplicial Complex). A Weighted Pure Simplicial Complex (X,Π) is a Pure
Simplicial Complex X endowed with a distribution Π = (π0, . . . , πd) over each level such that:

1. πi is a distribution over X(i) for i = 0, . . . , d.

2. πd is arbitrary.

3. For all 0 ≤ i < d and τ ∈ X(i), πi(τ) is the probability that τ is selected via the following process:

(a) Draw a d-face σ from πd.

(b) Pick an i-face τ ⊂ σ uniformly at random, where |τ | = i.

Equivalently,

πi(τ) =
1(
d
i

) ∑
σ∈X(d):τ⊂σ

πd(σ).

Theweighted links of a weighted complex are, naturally, themselves weighted complexes with distributions
inherited from the global distribution Π.

Definition 6.5 (Weighted Links). Let (X,Π) be a d-dimensional weighted simplicial complex. For all
0 ≤ i ≤ d and τ ∈ X(i), the weighted link (Xτ ,Πτ = (πτ,0, . . . , πτ,d−i)) is given by:

8The discerning reader might note that links are not necessarily 2-dimensional, and therefore spectral expansion is not defined.
We’ll formalize what we mean here in the next section.
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1. Xτ = {σ : σ ∪ τ ∈ X and σ, τ disjoint}

2. πτ,d−i(σ) = πd(σ∪τ)∑
σ∈Xτ (d−i)

πd(σ∪τ)

In other words, the distribution over Xτ is simply given by normalizing Π over the top level faces of Xτ . For
convenience, we will often write this normalization factor as:

πd(Xτ ) :=
∑

σ∈Xτ (d−i)

πd(σ ∪ τ).

Finally, note that we usually drop the distribution Πτ when clear from context.

Earlier in the course we defined spectral expansion for unweighted d-regular graphs. While simpler, it
turns out that this requirement is unnecessary and can be easily generalized to weighted, irregular graphs.
Recall that a weighted graph is a graph G = (V,E) whose edges are endowed with a distribution πE (note
that any non-negative edge weights can be normalized to give such a distribution). Just like regular graphs,
weighted graphs also induce a natural walk on vertices, where the probability of moving from w to v is given
by the weight of (v, w) normalized by the total weight of edges adjacent to w. We define the adjacency
operator of a weighted graph to be the transpose of the transition matrix of this walk.9

Definition 6.6 (Weighted Adjacency Matrix). The weighted adjacency matrix of a weighted graph G = (V,E)
with induced distribution πE is given by:

Av,w =
πE((v, w))∑

(u,v)∈E
πE((u, v))

While choosing the transpose may initially seem un-intuitive, it allows us to think of A as an averaging
operator (something we will see more of in the following sections), that is to say that for any function f on
vertices, Af evaluated at v gives the weighted-average of f over v’s neighbors. Note that spectrally, A is
equivalent to its transpose, so we are free to choose whichever representation of the walk underlying G is
easier to work with.

The weighted adjacency matrix shares many useful spectral properties with the normalized adjacency
matrix of regular graphs. Namely:

1. A has a spectral decomposition

2. The eigenvalues may be written as 1 = λ1 ≥ . . . ≥ λn

3. λ1 corresponds to the all 1’s vector. That is, A~1 = ~1.

This is all we need to define spectral expansion analogously to the simpler regular case.

Definition 6.7 (Weighted Spectral Expansion). We say a weighted graph G = (V,E) is a (two-sided)
λ-spectral expander if:

max(|λ2|, |λn|) ≤ λ.
We say G = (V,E) is a one-sided λ-spectral expander if:

λ2 ≤ λ.

With this in hand, only one issue remains. Previously, we said that a simplicial complex is a local spectral
expander if its links are spectral expanders. However, links are complexes, not necessarily graphs, so this
statement is poorly defined. There are two natural ways to formalize this notion.

The Local Approach. The first formalization is a purely local strategy. We define graphs to be γ-local
spectral expanders if they are standard γ-spectral expander, and a complex to be a γ-local spectral expander
if all i-links for 0 < i < d−1 are γ-local spectral expanders. Note that this definition is equivalent to requiring
every (d− 2)-link to be a γ-spectral expander.

9Equivalently, this is the walk operator A when applied on the right, i.e. f>A instead of Af .
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The Global Approach. The second strategy is to analyze links through their underlying graphs. The
graph underlying a simplicial complex X is simply the graph given by G = (V = X(1), E = X(2)). Unlike
the inductive definition, here we can consider the link X{∅} = X which provides global information about the
structure of X. This is the formalization generally considered in the literature, so we state it formally here.

Definition 6.8 (Local Spectral Expansion [28]). A weighted simplicial complex (X,Π) is a (one-sided) γ-local
spectral expander if the underlying graph of every i-link for 0 ≤ i ≤ d− 2 is a (one-sided) γ-spectral expander.

Naively, this formalization of local spectral expansion seems substantially stronger than the inductive
method which only required the property to hold for (d− 2)-links (and one might reasonably wonder why it
is called “local-spectral” at all when it includes global information about X!). Surprisingly, the two definitions
turn out to be essentially equivalent. This result, known as Oppenheim’s Trickling Down Theorem [29], will
be our first example of the local-to-global paradigm.

Before proving Oppenheim’s theorem, however, it’s worth pausing to give a basic example of a local
spectral expander: the complete complex.

Example 6.9. The d-dimensional complete complex on n vertices (also called the Johnson complex), denoted
J(n, d), is the higher order analog of the complete graph. In particular, it includes all subsets of n of size at
most d. We claim that the weighted complex given by endowing J(n, d) with the uniform distribution is a

1
n−d+1 -local spectral expander.

Proof. Recall that the complete graph on n vertices is a 1
n−1 -expander. In this case, for every 0 ≤ i ≤ d− 2,

the graph underlying an i-link is the complete graph on n− (d−2) or more vertices which gives the result.

Of course, as was the case for expander graphs, this example isn’t particularly useful due to being highly
dense. We will discuss the construction of sparse local spectral expanders later in this section, but it is
worth noting now that due to the inter-connectivity required between links, they are substantially harder to
construct than standard expander graphs (indeed very few constructions are known).

6.2 Oppenheim’s Trickling Down Theorem
We now turn our attention to Oppenheim’s theorem: that the “global” formalization of local spectral expansion
in Definition 6.8 is implied by the weaker “local” formalization that only requires spectral expansion for
(d− 2)-links.

Theorem 6.10 (Oppenheim’s Trickling Down Theorem [29]). Let (X,Π) be a d-dimensional weighted
simplicial complex satisfying the following two properties:

1. Every (d− 2)-link is a (one-sided) γ-spectral expander

2. For every 0 ≤ i ≤ d− 2, every i-link is connected.10

Then (X,Π) is a (one-sided) γ
1−(d−2)γ -local spectral expander in the sense of Definition 6.8.

To simplify this a bit, let’s first show it is sufficient to prove the result only for dimension 3. This follows
immediately from a quick induction on the dimension of the complex.

Proof of Theorem 6.10 assuming the result holds for d = 3. By induction, assume Theorem 6.10 holds for
complexes of all dimensions j ≤ i. Given an (i + 1)-dimensional complex, every link except X{∅} = X is
of dimension at most i, and so the inductive hypothesis gives that the graphs underlying such links are

γ
1−(i−2)γ -spectral expanders. All that is left is to analyze the graph underlying X{∅} = X which is simply
G = (V = X(1), E = X(2)). This can be done by considering the truncated complex (or “3-skeleton”)
X3 = X(0) ∪X(1) ∪X(2) ∪X(3). Since 1-links in this skeleton are exactly the graphs underlying 1-links in
the original complex X, we have that each 1-link is a γ

1−(i−2)γ -spectral expander. We may therefore apply

10Here we really mean that the graph underlying the link is connected. We will use this terminology throughout for simplicity.
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the theorem for d = 3 to get that the graph underlying X3 (which is the same as the graph underlying X) is
a (one-sided) λ-spectral expander for:

λ ≤
γ

1−(i−2)γ

1− γ
1−(i−2)γ

=
γ

1− ((i+ 1)− 2)γ
.

With this out of the way, we can focus on proving Oppenheim’s theorem for 3-dimensional complexes.

Theorem 6.11 (Oppenheim’s Trickling Down Theorem (d = 3) [29]). Let (X,Π) be a 3-dimensional weighted
simplicial complex satisfying the following two properties:

1. For every v ∈ X(1), Xv is a γ-spectral expander.

2. The graph underlying X is connected.

Then (X,Π) is a γ
1−γ -local spectral expander in the sense of Definition 6.8.

We will prove the result only for the one-sided case and leave the extension to two-sided local spectral
expanders as an exercise. The proof of Theorem 6.11 actually mirrors the structure of many results we have
seen in the class so far. Our goal is to bound the second eigenvalue of the (2-skeleton’s) adjacency matrix A,
and we will do so by analyzing the Rayleigh quotient. Since we only know spectral information about the
links, the crucial observation will be that it is possible to split up the Rayleigh quotient as an expectation
of local Rayleigh quotients over links (which are spectral expanders). This “local-to-global” technique is
known as Garland’s method and we will discuss it in more detail in a moment. Once we’ve decomposed
the quotient over the links, we can analyze the local quotients in a fairly standard way, by breaking the local
functions into parallel and orthogonal parts and applying spectral expansion.

The main novelty in this proof then is really in the application of Garland’s method, a now-standard
technique for analyzing HDX that was originally introduced by Garland in the 70s [30] (and only recently
rediscovered in this context). Before we formalize this, let’s discuss some useful notation. Given a d-
dimensional complex, for any 0 ≤ k ≤ d we let Ck(X) = Ck(X,R) (or just Ck when clear from context)
denote the space of functions f : X(k)→ R. Since our complexes are equipped with a distribution over each
level, Ck has a natural averaging operator and inner product. Namely for f, g ∈ Ck, define:

E[f ] :=
∑

τ∈X(k)

πk(τ)f(τ),

〈f, g〉 := E[fg].

Finally, we introduce some notation regarding localization over links. For any 0 ≤ i ≤ d− 2 and τ ∈ X(i), let
Aτ denote the (weighted) adjacency matrix of the graph underlying the link Xτ . Further, for any k ≤ d− i
and f ∈ Ck, denote the localization of f to Xτ (k) by fτ ∈ Ck(Xτ ), that is:

fτ (σ) = f(σ) ∀σ ∈ Xτ (k).

Note that fτ ∈ Ck(Xτ ) whereas f ∈ Ck(X).
With this out of the way, let’s analyze Garland’s method in 3-dimensions. Later in the course we will see

similar results for arbitrary levels of a simplicial complex, but to start it is a bit more intuitive to examine
d = 3 (and suffices for our desired result).

Lemma 6.12 (Garland’s method (d = 3)). Let (X,Π) be a 3-dimensional weighted simplicial complex and
A = A{∅} denote the adjacency matrix of the graph underlying X. For any functions f, g ∈ C1(X) we can
decompose 〈f, g〉 and 〈Af, g〉 as an average over links:

1. 〈f, g〉 = E
v∈X(1)

[〈fv, gv〉Xv ]

2. 〈Af, g〉 = E
v∈X(1)

[〈Avfv, gv〉Xv ]
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Note that fv, gv ∈ C1(Xv), and we use the notation 〈·, ·〉Xv to emphasize that the inner product is for functions
in C1(Xv) and not in C1(X).

Proof. While the two statements may be proved in similar manners, it is instructive to prove the results via
two different understandings of how weighted links interact with the global complex. Starting with the first
statement, we rely on two useful facts. The first, which will allow us to simplify the right-hand expectation,
is that for any k ≥ i and i-link Xτ ,

πk(Xτ ) =

(
k

i

)
πi(τ). (18)

This follows from the definition of Π: namely that the probability of choosing τ is the probability of selecting
a k-face containing τ , and then selecting τ from the

(
k
i

)
choices uniformly at random. Let’s take a look at

how this is useful by expanding the right-hand expectation. For simplicity of notation, we use v instead of
{v} and vw instead of {v, w} below:

E
v∈X(1)

[〈fv, gv〉Xv ] =
∑

v∈X(1)

π1(v)
∑

w∈Xv(1)

πv,1(w)f(w)g(w)

=
∑

v∈X(1)

π1(v)
∑

w∈Xv(1)

π2(vw)∑
u 6=v π2(vu)

f(w)g(w)

=
∑

v∈X(1)

π1(v)
∑

w∈Xv(1)

π2(vw)

π2(Xv)
f(w)g(w)

=
1

2

∑
v∈X(1)

∑
w∈Xv(1)

π2(vw)f(w)g(w).

The key is now to notice that you can interchange the summation. Combining this with a second application
of Equation (18) gives the result:

1

2

∑
v∈X(1)

∑
w∈Xv(1)

π2(vw)f(w)g(w) =
1

2

∑
w∈X(1)

∑
v∈Xw(1)

π2(vw)f(w)g(w)

=
1

2

∑
w∈X(1)

f(w)g(w)

 ∑
v∈Xw(1)

π2(vw)


=

1

2

∑
w∈X(1)

f(w)g(w)π2(Xw)

=
1

2

∑
w∈X(1)

f(w)g(w) · 2π1(w)

= 〈f, g〉.

Another way of thinking about the above is that after our first simplification, the double summation over v
and w can be thought about as an expectation over edges. This explains why we can interchange v and w,
since the edge {v, w} can be equivalently obtained either by drawing v ∈ X(1) first and then w ∈ Xv(1), or
w ∈ X(1) and then v ∈ Xw(1). We will use a similar idea (but between edges and triangles) to prove the
second result.

First, we claim that 〈Af, g〉 may equivalently be written as an expectation over edges:

〈Af, g〉 = E
vw∈X(2)

[f(v)g(w)]. (19)

This useful fact follows from our earlier observation that Af(v) is the (weighted) average value of f over v’s
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neighbors, that is Af(v) = E
Xv

[f ]. Then a very similar computation to before gives:

〈Af, g〉 =
∑

v∈X(1)

π1(v)g(v) E
Xv

[f ]

=
1

2

∑
v∈X(1)

g(v)
∑

w∈Xv(1)

π2(vw)f(w)

=
∑

vw∈X(2)

π2(vw)f(v)g(w)

= E
vw∈X(2)

[f(v)g(w)].

The trick is now to relate this expectation over edges to one over triangles (similar to how we previously
moved from an expectation over vertices to edges). In particular, recall that an edge can be sampled from π2

by first sampling a triangle, and then selecting a uniformly random edge contained in the triangle. As such,
we may also write the above as:

E
uv∈X(2)

[f(u)g(v)] =
∑

uv∈X(2)

π2(uv)f(u)g(v) =
∑

uvw∈X(3)

π3(uvw)f(u)g(v).

Since we can sample (uvw) by first sampling w, and then the edge uv ∈ Xw(2), we have:∑
uvw∈X(3)

π3(uvw)f(u)g(v) = E
w∈X(1)

[
E

uv∈Xw(2)
[f(u)g(v)]

]
= E
w∈X(1)

[〈Avfv, gv〉]

as desired.

Now that we can decompose the Rayleigh quotient across links, Theorem 6.11 follows from familiar
techniques. Before proving it, we show that these strategies extend to our weighted inner products. In
particular, let f ∈ C1 be arbitrary and let ~1 ∈ C1 be the constant 1 function. We can decompose f = f‖+ f⊥

where f‖ = 〈f,~1〉~1 and f⊥ = f − f‖, then it is straightforward to verify that:

1. 〈Af, f〉 = 〈f‖, f‖〉+ 〈Af⊥, f⊥〉

2. 〈Af⊥, f⊥〉 ≤ γ〈f⊥, f⊥〉

when A corresponds to a one-sided γ-spectral expander.

Proof of Theorem 6.11. Let f ∈ C1 be the unit eigenvector corresponding to λ2, the second largest eigenvalue
of A. Since λ2 is exactly the Rayleigh quotient of f with respect to A, it is enough to upper bound 〈Af, f〉.
We start by decomposing this quantity over links via Garland’s method:

〈Af, f〉 = E
v∈X(1)

[〈Avfv, fv〉Xv ] .

Note that while f⊥~1, this is not necessarily the case for the local restrictions fv. We therefore take the
standard strategy of splitting fv into f‖v and f⊥v , where ~1v is the constant 1 function on Xv(1), f‖v = 〈fv,~1v〉~1v
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and f⊥v = fv − f‖v is orthogonal to ~1v. Using the spectral expansion of links we have:

E
v∈X(1)

[〈Avfv, fv〉Xv ] = E
v∈X(1)

[
〈Avf‖v , f‖v 〉Xv

]
+ E
v∈X(1)

[
〈Avf⊥v , f⊥v 〉Xv

]
≤ E
v∈X(1)

[
〈Avf‖v , f‖v 〉Xv

]
+ γ E

v∈X(1)

[
〈f⊥v , f⊥v 〉Xv

]
= E
v∈X(1)

[
〈f‖v , f‖v 〉Xv

]
+ γ E

v∈X(1)

[
〈f⊥v , f⊥v 〉Xv

]
= (1− γ) E

v∈X(1)

[
〈f‖v , f‖v 〉Xv

]
+ γ E

v∈X(1)
[〈fv, fv〉Xv ]

= (1− γ) E
v∈X(1)

[
〈f‖v , f‖v 〉Xv

]
+ γ

where the last step follows from Garland’s method and our assumption that 〈f, f〉 = 1. It is left to analyze
the parallel term. Recall that f‖v = 〈fv,~1v〉~1v. They key here is to notice that 〈fv,~1v〉 is just the average of f
over the neighbors of v which we’ve already observed is exactly Af(v). Therefore 〈f‖v , f‖v 〉Xv = Af(v)2, and
thus:

E
v∈X(1)

[
〈f‖v , f‖v 〉Xv

]
= 〈Af,Af〉 = λ2

2.

Altogether, we get the following bound on λ2:

λ2 = 〈Af, f〉 ≤ (1− γ)λ2
2 + γ.

Solving this quadratic inequality yields either that λ2 ≥ 1 or λ2 ≤ γ
1−γ . Since we are promised that X is

connected, we know that λ2 < 1 which completes the proof.

While it may seem like requiring of connectivity on X is an artifact of the proof here, it’s worth noting
that this assumption is actually necessary. Namely, take X to be the disjoint union of two local spectral
expanders. The graph underlying X is clearly disconnected, but every link is still expanding by definition.

6.3 Sparse Local Spectral Expanders
We’ve seen an example of an excellent dense local spectral expander (the complete complex), but as is the
case for standard expanders, in application we’re mostly interested in sparse constructions. In the context
of high dimensional expanders, we say an infinite family of simplicial complexes (with |X(1)| growing to
infinity) is bounded degree if every vertex appears in at most some constant number of top-dimensional faces.
In the previous section we saw that in two-dimensions, such objects are actually quite common—a random
bounded-degree graph is almost perfectly expanding with very high probability. However, it is easy to see this
is far from the case for local spectral expanders even in 3 dimensions—random links of constant size aren’t
even likely to be connected! Indeed, one can show even that random complexes of small but unbounded
degree will not be local spectral expanders with high probability.

Exercise 6.13. Let X(n, 3, p(n)) be the Erdos-Renyi 3-uniform hypergraph, that is a random 3-dimensional
complex on n vertices such that each top level face is chosen independently with probability p(n). Prove that
if p(n) = O(1/n), X(n, 3, p(n)) has a disconnected link with high probability. What is the smallest p(n) you
can find such that X(n, 3, p(n)) is a local spectral expander with high probability?

Given the strong global connectivity properties required of a local spectral expander, one may reasonably
wonder whether such objects of bounded degree even exist. Indeed, in their original work introducing local
spectral expansion, Dinur and Kaufman [28] (aided by similar analysis in [31, 32]) proved the existence of
bounded degree γ-local spectral expanders for every dimension d and spectral parameter γ. Their construction
is given by a truncating an existing family of high dimensional expanders called the Ramanujan Complexes
(or LSV-complexes). This family, introduced by Lubotsky, Samuels, and Vishne [33], are a higher order
analog of LPS graphs in that they are a quotient of the Bruhat-Tits building, itself a higher-order analog of
the infinite tree. The objects were originally studied for their strong combinatorial/topological expansion
properties.
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Unsurprisingly, the study of Ramanujan complexes is far outside of the scope of this course. Even
stating their definition requires diving into complicated algebra—the theory of infinite buildings (we refer
the interested reader to [34]). Despite this, it is worth noting a surprising and important local property of
Ramanujan complexes: despite being globally sparse, their links are relatively simple, dense, and highly
symmetric objects known as spherical buildings. We won’t give the full definition of these objects, but we
can look at the most basic example of a spherical building for intuition called the Flag Complex.

Definition 6.14 (Flag Complex on Fnq ). Let q be a prime power. A complete flag of Fnq is a strict
containment sequence of n− 1 subspaces {0} ⊂ V0 ⊂ V1 ⊂ . . . ⊂ Vn−1 ⊂ Fnq . Let Gr(n, q) denote the set of
subspaces of Fnq of any dimension. The Flag Complex on Fnq is the (n− 1)-dimensional simplicial complex on
vertex set Gr(n, q) whose top level faces are given by complete flags.

Claim 6.15. The Flag Complex on Fnq is a one-sided γ-local spectral expander for γ ≤ O
(

1√
q

)
Proof. Using Oppenheim’s theorem, the proof becomes mainly elementary subspace counting/manipulation,
and is left to the reader.

Informally, one can think of Ramanujan complexes as globally sparse objects whose links are (a general-
ization of) the flag complex. The existence of arbitrarily strong local spectral expanders of any dimension
then (at least morally) follows from the fact that n and q can be taken as large as desired.

Shortly after proving the existence of bounded degree local spectral expanders, Kaufman and Oppenheim
[35] gave a simpler algebraic construction of bounded degree one-sided local spectral expanders based on
more elementary group theoretic results (their construction was later simplified in [36]). Their construction is
based off of what is called a coset complex.

Definition 6.16 (Coset complex). Given a group G and subgroups K1, . . . ,Kd, the coset complex X(G, {K1, . . . ,Kd})
is the d-dimensional pure simplicial complex whose vertices are cosets of {K1, . . . ,Kd} (that is gKi for all
g ∈ G) and whose top-level faces are given by families of d cosets (one for each Ki) with non-trivial
intersection:

{g1K1, . . . , gdKd} ∈ X(d)⇐⇒ g1K1 ∩ . . . ∩ gdKd 6= {∅}

Coset complexes come equipped with a number of useful properties for analyzing local spectral expansion.
For instance, one can show without too much trouble that the links of a coset complex are themselves coset
complexes, and further that the graph underlying a coset complex is connected if and only if the subgroups
K1, . . . ,Kd generate G. This naturally sets up the construction for the use of Oppenheim’s theorem. For
details, see the simplified analysis of [36].

Despite the relative simplicity of Kaufman and Oppenheim’s construction, we still see the same general
trend we saw of algebraic constructions for expanders: they have excellent spectral properties, but can be
difficult to analyze or even define. This raises a natural question, are there simpler combinatorial strategies
for constructing local spectral expanders? There have been a number of recent works on this question [37–40],
and there exist folk-lore constructions known in the community based off of simple graph products. One
such construction, for instance, analyzed recently by Liu, Mohanty, and Yang [39] uses a sort of replacement
product where the vertices of a graph G are replaced with copies of a small simplicial complex X. More
recently, work by Karni and Kaufman [40] suggests that zig-zag like products also show promise in this
area. While simpler to state and analyze than their algebraic counterparts, these combinatorial constructions
come with a disadvantage—all known constructions have local spectral expansion at best 1/2. It is unknown
whether 1/2 is an inherent structural barrier that stems from using these graph products. Proving something
to this effect, or, conversely, achieving better than 1/2 expansion via any combinatorial technique remain
interesting open problems in this area. (Max: Recently, Golowich improved LMY’s result and made progress
in this direction. Will update soon.)
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7 Walks on Local Spectral Expanders (Week 8)
In this section we examine a different way to define high dimensional expanders, via analyzing random walks
between levels of the complex. We will then see that this notion is in essence equivalent to local spectral
expanders. In order to build intuition, we start by defining and analyzing it for graphs, and then extend the
definition to general pure simplicial complexes.

7.1 Walks on graphs, and their connection to spectral expansion
Let G = (V,E) be a graph with |V | = n, and let A = AG be the normalized adjacency matrix of G. For
simplicity, we assume for now that G is d-regular, although we will remove this assumption later. Recall that
A is a λ-spectral expander if

λ(A) ≤ λ.

We will identify an equivalent way to formulate this condition via analyzing random walks on G.
First, note that the matrix A acts as an operator on the space of functions on nodes, by sending a node v

to a random neighbour. Let C1 = {f : V → R} be the space of functions on nodes. Then A acts on C1, by
mapping f ∈ C1 to Af ∈ C1 as follows:

(Af)(v) = Eu∼vf(u) ∀f ∈ C1.

Another way to think about A is as describing a (non-lazy) node-edge-node random walk: given a node
v ∈ V , let e = (u, v) ∈ E be a random edge adjacent to v, and let u be the other node adjacent to e. We can
decompose this random walk into two steps: going from a node to random edge adjacent to it; and going
from an edge to a random node adjacent to it (actually, this will give us a lazy random walk; we will clarify
this point soon). Both walks can be described using averaging operators, which are called the up and down
operators.

Let C2 = {f : E → R} be the spaces of functions on edges. The up operator U1 : C1 → C2 maps functions
on nodes to functions on edges:

(U1f)(uv) =
1

2
(f(u) + f(v)) ∀f ∈ C1.

That is, the value of U1f on an edge is the average value of f on its endpoints. The down operator
D2 : C2 → C1 maps functions on edges to functions on nodes:

(D2f)(u) =
1

d

∑
u∼v

f(uv) ∀f ∈ C2.

That is, the value of D2f on a node is the average value of f on edges adjacent to the node.
A note about terminology: the names “up” and “down” correspond to the action of the operators on the

function spaces. However, in terms of actual walks, the up operator U1 corresponds to a walk from edges to
nodes, whereas the down operator D2 corresponds to a walk from nodes to edges, which are in the opposite
direction to what the name suggests. This conundrum led to two distinct naming conventions: the one we
follow is the one commonly used in the high-dimensional expander literature; the opposite one is commonly
used in the sampling literature.

It will be instructive to view the operators U1, D2 as matrices. Let R be the V × E node-edge adjacency
matrix. Identify C1, C2 with the vector spaces RV ,RE , respectively. Then

U1f =
1

2
R>f ∀f ∈ C1,

D2f =
1

d
Rf ∀f ∈ C2.

In particular, notice that up to scaling, the matrices corresponding to U1, D2 are the transpose of each other.
We will later see that when the scaling factor and inner product structure are taking into account, the two
operators are adjoints of each other.
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Lets consider now their composition, which is called the up-down or upper walk, and is defined as
D2U1 : C1 → C1. It first maps a node to a random edge touching it, and then the edge to a random node
touching it. This node could be the original node we started from, or a neighbour of it, each with probability
1/2. This allows us to decompose D2U1 into two components: a lazy component which is the identity matrix
I, and a non-lazy component which is the normalized adjacency matrix A:

D2U1 =
1

2
(I +A) .

In the reverse direction, we can recover A from D2U1 as follows:

A = 2D2U1 − I.

Finally, we connect this with spectral expansion. The graph G is a λ-spectral expander if λ(A) ≤ λ. As
λ1 = 1 with eigenvector v1 = 1√

n
~1, an equivalent condition is that

‖A− v>1 v1‖ ≤ λ,

where by the norm of a matrix we mean its spectral norm, namely the largest absolute value of its eigenvalues.
Consider the matrix v>1 v1. A direction computation gives

v>1 v1 =

 1/n . . . 1/n
...

...
1/n . . . 1/n


We can view v>1 v1 also as a matrix of a random walk, corresponding to a walk from a vertex to a uniform
vertex. This is called the down-up or lower walk. As the name suggests, it can also be decomposed in terms of
up and down operators, except that these will be between nodes and the empty set. Let C0 = {f : ∅ → R} ≡ R.
Define the up and down operators between levels 0 and 1 as follows:

(U0f)(v) = f(∅) ∀f ∈ C0, v ∈ V,

(D1f)(∅) =
1

n

∑
v∈V

f(v) ∀f ∈ C1.

As matrices, U0 = ~1> and D1 = 1
n
~1, and so

v>1 v1 = U0D1.

We thus get an equivalent condition for spectral expansion: the graph G is a λ-spectral expander iff

‖2D2U1 − I − U0D1‖ ≤ λ.

The definition of random walk expanders will follow by generalizing this condition to general pure simplicial
complexes.

7.2 The Up and Down Averaging Operators
We generalize the definitions from graphs to complexes. Let (X,Π) be a weighted d-dimensional pure simplicial
complex. Recall that Ck(X) = {f : X(k)→ R} is the space of functions on X(k). We next define the up and
down operators, which are averaging operators between consecutive levels.

In order to define them, it will be convenient to view Π as a joint distribution over a chain of faces
(σ0, . . . , σd) sampled by the following process: first choose σd ∼ πd, and then in reverse for k = d− 1, . . . , 0,
given σk+1 ∈ X(k + 1), we sample σk ∈ X(k) to be a uniform subset of σk+1 of size |σk| = k. Note that the
marginal distribution of σk is πk, and so for any function f ∈ Ck we have

E
σ0,...,σd∼Π

[f(σk)] = Eτ∼πk [f(τ)].
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The benefit of using the full chain instead of working with marginal distributions, is that it simplifies the
analysis of terms when we want to sample a k-face conditioned on being contained in a (k+ 1)-face, or sample
a (k + 1)-face conditioned on containing a k-face. In the former case, we sample σk conditioned on σk+1, and
in the latter case, we sample σk+1 conditioned on σk. Further, since both the joint and previous marginal
viewpoints are used throughout the literature, it is useful to cover both regardless.

Definition 7.1 (Up and down operators). Let 0 ≤ k ≤ d− 1. The up operator Uk : Ck → Ck+1 is given by

(Ukf)(τ) = E(σ0,...,σd)∼Π [f(σk) | σk+1 = τ ] ∀τ ∈ X(k + 1).

The down operator Dk+1 : Ck+1 → Ck is given by

(Dk+1f)(τ) = E(σ0,...,σd)∼Π [f(σk+1) | σk = τ ] ∀τ ∈ X(k).

It might be instructive to give closed form formulas for the up and down operators. The up operator is
simple to define — it averages over k-faces of the (k + 1)-face:

Ukf(τ) =
1

k + 1

∑
σ⊂τ :|σ|=k

f(σ) ∀τ ∈ X(k + 1).

For the down operator, we use the induced distribution of the 1-level over the link of the k-face:

Dk+1f(σ) =
∑

τ⊃σ:|τ |=k+1

πσ,1(τ \ σ)f(τ)

=
∑

τ⊃σ:|τ |=k+1

πk+1(τ)

πk+1(Xσ)
f(τ)

=
1

k + 1

∑
σ⊂τ :|τ |=k+1

πk+1(τ)

πk(σ)
f(τ) ∀σ ∈ X(k).

An important property of the up and down operators between consecutive levels is that they are adjoint.

Claim 7.2. Let 0 ≤ k ≤ d− 1. The operators Uk : Ck → Ck+1 and Dk+1 : Ck+1 → Ck are adjoint. That is,
for any f ∈ Ck, g ∈ Ck+1 we have

〈Ukf, g〉 = 〈f,Dk+1g〉.

Proof. Let (σ0, . . . , σd) ∼ Π. We will show that

〈Ukf, g〉 = 〈f,Dk+1g〉 = E[f(σk)g(σk+1)].

Intuitively, this statement follows from the fact that the marginal distribution over pairs σk, σk+1 may
equivalently in two ways: either by first sampling τ ∼ πk then σk+1 given τ = σk, or sampling τ ′ ∼ πk+1

then σk given σk+1 = τ ′. More formally, we have

〈Ukf, g〉 =
∑

τ∈X(k+1)

πk+1(τ)(Ukf)(τ)g(τ) =
∑

τ∈X(k+1)

πk+1(τ)E[f(σk)|σk+1 = τ ]g(τ) = E[f(σk)g(σk+1)].

Similarly,

〈f,Dk+1g〉 =
∑

τ∈X(k)

πk(τ)f(τ)(Dk+1g)(τ) =
∑

τ∈X(k)

πk(τ)f(τ)E[g(σk+1)|σk = τ ] = E[f(σk)g(σk+1)].
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7.3 The Upper and Lower Walks
Let (X,Π) be a d-dimensional weighted pure simplicial complex. Using the up and down operators, we
define two basic walks on X (originally defined by Kaufman and Mass in [41]) analogous to those we saw in
Section 7.1: the up-down or upper walk, which walks from Ck to Ck+1 and back to Ck, and the down-up or
lower walk which walks from Ck to Ck−1 and then back to Ck.

Definition 7.3 (Upper and lower walks [41]). For k ≤ d− 1, the upper walk on level k is

Dk+1Uk : Ck → Ck.

For k ≥ 1, the lower walk on level k is
Uk−1Dk : Ck → Ck.

Recall that when we considered walks on graphs, we saw that the upper walk has a lazy component
corresponding to walking from a node v, to an adjacent edge, and then back to v itself. Exactly the same
phenomena happens in walks for larger k. The probability that a random walk from a k-face, to a (k+ 1)-face,
and then back to a random k-face of it, returns to the original k-face equals 1/(k + 1). If we remove this lazy
component from the upper walk we get the non-lazy upper walk, which is restricted not to return to the start
face.

Definition 7.4 (Non-lazy upper walk). Let k ≤ d− 1. The non-lazy upper walk, denoted M+
k , is given by

Dk+1Uk =
1

k + 1
Ik +

k

k + 1
M+
k ,

where Ik : Ck → Ck is the identity operator. In other words,

M+
k =

k + 1

k
Dk+1Uk −

1

k
Ik.

It can be instructive to view why M+
k is indeed a random walk, which is the analog of the non-lazy

random walk in graphs (which corresponds to M+
1 ). Fix k-faces τ, t ∈ X(k). We will compute the transition

probability between τ and t, given by M+
k 1t(τ). Since M+

k is a combination of the upper walk and the
identity, we first examine the closely related term Dk+1Uk1t(τ). To start, lets apply Uk:

Uk1t(σ) =

{
1
k+1 if σ ⊃ t
0 else

.

Next, apply Dk+1, where our goal is to compute Dk+1Uk1t(τ) for τ ∈ X(k). Note that in order for
Dk+1Uk1t(τ) to be nonzero, there need to be σ ∈ X(k + 1) such that t, τ ⊂ σ. This means that either τ = t
and σ is any (k + 1)-face which contains t, or |τ ∩ t| = k − 1 and there is a single choice of σ = τ ∪ t. Lets
first analyze the case where τ = t, which is the lazy component of the random walk:

Dk+1Uk1t(t) =
1

(k + 1)2

∑
σ⊃t:|σ|=k+1

πk+1(σ)

πk(t)
=

1

k + 1
,

which follows since πk(t) = 1
k+1

∑
σ⊃t:|σ|=k+1 πk+1(σ).

Next, consider the non-lazy component, where τ 6= t. As we discussed, we need only consider τ with
|τ ∩ t| = k − 1, which means that |τ ∪ t| = k + 1. We have:

Dk+1Uk1t(τ) =
1

(k + 1)2

πk+1(τ ∪ t)
πk(τ)

.

Finally, lets compute M+
k . By definition, M+

k = k+1
k Dk+1Uk − 1

k Ik which cancels the lazy term, and so
for any τ ∈ X(k) with |τ ∩ t| = k − 1 we have

M+
k 1t(τ) =

1

k(k + 1)

πk+1(τ ∪ t)
πk(τ)

.
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Going back to the case of graphs, it is worth verifying that M+
1 indeed corresponds to the standard

non-lazy random walk induced by the normalized adjacency matrix. For simplicity, consider an n-vertex
d-regular graph. We have that t, τ ∈ X(1) are nodes with π1(t) = 1/|V | = 1/n; and τ ∪ t is an edge with
π2(τ ∪ t) = 1/|E| = 2/nd. We have that M+

1 1t(τ) is nonzero only if τ is a neighbour of t, and the probability
of reaching it equals

M+
1 1t(τ) =

1

2
· 2/nd

1/n
=

1

d

as expected.

7.4 Random walk expanders
We have seen that a graph is a γ-spectral expander if and only if it satisfies

‖M+
1 − U0D1‖ ≤ γ,

where to recall the matrix norm is the spectral norm. Extending this definition to k > 1 give rise to a new
notion of expansion, which we call random walk expanders.11

Definition 7.5 (Random walk expanders [42]). Let (X,Π) be a weighted d-dimensional pure simplicial
complex. We say that it is a γ-random walk expander if for all 1 ≤ k ≤ d− 1 it holds that

‖M+
k − Uk−1Dk‖ ≤ γ.

One intuitive way to understand random walk expanders is to take γ = 0.12 This gives an algebraic
identity connecting the up and down operators from and to level k:

M+
k = Uk−1Dk.

Unrolling the definition of M+
k gives

Dk+1Uk =
1

k + 1
Ik +

k

k + 1
Uk−1Dk. (20)

Thus, the up and down operators commute, up to a laziness component. Random walk expanders correspond
to up and down operators that “almost commute” (in a spectral sense). The following example analyzes this
for the complete complex, which can be thought of as a complex with the best possible expansion.

Example 7.6. Lets consider again the complete complex J(n, d). Fix 1 ≤ k ≤ d−1 and two faces τ, τ ′ ∈ X(k).
Note that for either the upper walk or lower walk to have a nonzero change of moving from τ to τ ′, they must
either be the same face τ = τ ′, or “adjacent” faces in the sense that |τ ∩ τ ′| = k − 1. We next compute the
upper walk, lower walk and non-lazy upper walk, and use them to bound γ. The upper walk is:

Dk+1Uk(τ, τ ′) =


1
k+1 if τ = τ ′

1
(k+1)(n−k) if τ, τ ′ are adjacent
0 otherwise

,

the lower walk is:

Uk−1Dk(τ, τ ′) =


1

n−k+1 if τ = τ ′

1
k(n−k+1) if τ, τ ′ are adjacent
0 otherwise

,

11These were first defined in [42] where they were simply called γ-HDX. We chose the name random walk expanders to avoid
confusion.

12Note that this condition cannot be satisfied by any finite simplicial complex. It is, however, satisfied by the limit of the
complete complex as n goes to infinity.
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and the non-lazy upper walk is

M+
k (τ, τ ′) =

(
k + 1

k
Dk+1Uk −

1

k
Ik

)
(τ, τ ′) =


0 if τ = τ ′

1
k(n−k) if τ, τ ′ are adjacent
0 otherwise

.

Next, in order to bound γ, lets compute the difference between the non-lazy upper walk and the lower walk:

E(τ, τ ′) = (M+
k − Uk−1Dk)(τ, τ ′) =


− 1
n−k+1 if τ = τ ′

1
k(n−k)(n−k+1) if τ, τ ′ are adjacent
0 otherwise

.

We want to upper bound the spectral norm of E. Assume that we know that in every row, the sum of the
absolute values of E is bounded by δ. This implies that ‖E‖ ≤ δ. To see why, fix an eigenvector f of E of
eigenvalue λ. Let τ be a coordinate which maximizes |f(τ)|. Then:

|λ||f(τ)| = |(λf)(τ)| = |(Ef)(τ)| =

∣∣∣∣∣∑
τ ′

E(τ, τ ′)f(τ ′)

∣∣∣∣∣ ≤∑
τ ′

|E(τ, τ ′)||f(τ ′)| ≤ δ|f(τ)|.

To conclude the computation, we need to bound the sum of the absolute value of elements in a row of E.
Given τ ∈ X(k), the number of adjacent τ ′ ∈ X(k) is k(n− k). Thus:

δ =
∑
τ ′

|E(τ, τ ′)| = 1

n− k + 1
+

k(n− k)

k(n− k)(n− k + 1)
=

2

n− k + 1
.

Finally, we need to maximize of k = 1, . . . , d−1. We conclude that the complete complex J(n, d) is a γ-random
walk expander for γ ≤ 2

n−d .

It is worth noting that the complete complex actually satisfies an even stronger property akin to
Equation (20), the down and up operators commute up to a laziness factor:

Di+1Ui =
i

(i+ 1)
· n− i+ 2

n− i+ 1
Ui−1Di +

1

i+ 1
· n+ 1

n+ i− 1
I,

which gives Equation (20) in the limit of large n. Complexes (or more generally posets) satisfying this equality
for any generic set of coefficients are called sequentially differential [43], and can be used to define a more
general class of random walk expanders. We will focus on the basic case of simplicial complexes in this class,
but the interested reader should see [42] for further details.

7.5 Random Walk Expanders vs Local Spectral expanders
Random walk expansion is a global property of complexes. A priori, it is not exactly clear what connection
we’d expect these objects to have with the local variant of expansion we discussed in the previous section.
In fact, it turns out that an application of the local-to-global paradigm not dissimilar in method from
Oppenheim’s theorem shows that the two variants are essentially equivalent. The result is due to [42], and
follows from a similar application of Garland’s method to arbitrary levels of the complex.

Theorem 7.7. Let (X,Π) be a weighted d-dimensional pure simplicial complex. Then:

1. If X is a γ-local spectral expander then it is a γ-random walk expander.

2. If X is a γ-random walk expander then it is a 3dγ-local spectral expander.

We will only prove the first direction (local spectral expansion implies random walk expansion). For the
other direction see [42]. The proof of Theorem 7.7 relies on a similar local-to-global argument as Theorem 6.10,
but with an important twist. Instead of analyzing localizations of a global function f ∈ Ck on links, we
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analyze a different local notion called a restriction. In particular, given f ∈ Ck and τ ∈ X(k − 1), let
f |τ ∈ C1(Xτ ) be the restriction of f to Xτ (1):

∀v ∈ Xτ (1) : f |τ (v) = f(τ ∪ {v}).

Despite its differences from localization (which, for instance, does not change the input size to f), restrictions
satisfy very similar local-to-global properties.

Lemma 7.8. Let (X,Π) be a d-dimensional simplicial complex. For any 0 < k < d and τ ∈ X(k − 1), let
Aτ denote the adjacency matrix of the graph underlying Xτ . Then for all f ∈ Ck:

1. 〈f, f〉 = Eτ∼πk−1
[〈f |τ , f |τ 〉]

2. 〈Uk−1Dkf, f〉 = Eτ∼πk−1

[
E[f |τ ]2

]
3. 〈M+

k f, f〉 = Eτ∼πk−1
[〈Aτf |τ , f |τ 〉]

We note that similar to Lemma 6.12, the inner products in the right hand sides are over Xτ (1).

Before diving into the proof of this lemma, let’s see how it helps to prove the first statement of Theorem 7.7.

Proof of Theorem 7.7 (Assuming Lemma 7.8). Let X be a γ-local spectral expander. For any 1 ≤ k ≤ d− 1,
we want to prove that ‖M+

k − Uk−1Dk‖ ≤ γ. By the variational characterization of eigenvalues, it is enough
to show that for any f ∈ Ck: ∣∣〈(M+

k − Uk−1Dk

)
f, f〉

∣∣ ≤ γ〈f, f〉.
Recall that we showed that for graphs (corresponding to k = 1) this is equivalent to γ-local spectral expansion.
In order to handle complexes, we decompose the lefthand side via Lemma 7.8 (properties 2 and 3).∣∣〈(M+

k − Uk−1Dk

)
f, f〉

∣∣ =
∣∣〈M+

k f, f〉 − 〈Uk−1Dkf, f〉
∣∣

=
∣∣Eτ∼πk−1

[〈Aτf |τ , f |τ 〉]− Eτ∼πk−1

[
E[f |τ ]2

]∣∣
≤ Eτ∼πk−1

[∣∣〈Aτf |τ , f |τ 〉 − E[f |τ ]2
∣∣]

The trick is now to realize that because Aτ is a two-sided γ-spectral expander:∣∣〈Aτf |τ , f |τ 〉 − E[f |τ ]2
∣∣ ≤ γ〈f |τ , f |τ 〉.

The proof then follows from combining this fact with property 1 of Lemma 7.8:

Eτ∼πk−1

[∣∣〈Aτf |τ , f |τ 〉 − E[f |τ ]2
∣∣] ≤ γEτ∼πk−1

[〈f |τ , f |τ 〉]
= γ〈f, f〉

as desired.

The heavy lifting in the above is then mostly done by Lemma 7.8. We close out the section by proving
this result.

Proof of Lemma 7.8. Let (σ0, . . . , σd) ∼ Π. We first analyze 〈f, f〉:

〈f, f〉 = E
[
f(σk)2

]
=

∑
τ∈X(k−1)

Pr[σk−1 = τ ] · E
[
f(σk)2|σk−1 = τ

]
= Eτ∼πk−1

[〈f |τ , f |τ 〉] ,

where the last equality follows since for any τ ∈ X(k − 1), the distribution of σk conditioned on σk−1 = τ is
given by σk = τ ∪ {v} where v ∼ πτ,1, and f(σk) = f |τ (v).

Next, we analyze 〈Uk−1Dkf, f〉. Claim 7.2 gives 〈Uk−1Dkf, f〉 = 〈Dkf,Dkf〉. Recall that Dkf ∈ Ck−1 is
defined as

Dkf(τ) = E[f(σk)|σk−1 = τ ] = Ev∼πτ,1 [f(τ ∪ {v})] = E[f |τ ].

Thus we obtain that
〈Uk−1Dkf, f〉 = Eτ∼πk−1

[
E[f |τ ]2

]
.
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Finally, we analyze 〈M+
k f, f〉. Using the definition M+

k and applying Claim 7.2, we have

〈M+
k f, f〉 =

k + 1

k
〈Ukf, Ukf〉 −

1

k
〈f, f〉.

Recall that Ukf ∈ Ck+1 is defined as

Ukf(ρ) =
1

k + 1

∑
σ⊂ρ:|σ|=k

f(σ).

Thus
k + 1

k
〈Ukf, Ukf〉 =

1

k(k + 1)
Eρ∼πk+1

 ∑
σ,σ′⊂ρ:|σ|=|σ′|=k

f(σ)f(σ′)

 .
Consider first the diagonal terms σ = σ′. We claim that they are cancelled by the 1

k 〈f, f〉 term. This is since

Eρ∼πk+1

 ∑
σ⊂ρ:|σ|=k

f(σ)2

 =
∑

σ∈X(k)

Pr
ρ∼πk+1

[σ ⊂ ρ]f(σ)2 =
∑

σ∈X(k)

πk+1(Xσ)f(σ)2 =

(k + 1)
∑

σ∈X(k)

πk(σ)f(σ)2 = (k + 1)〈f, f〉.

We thus obtain that

〈M+
k f, f〉 =

1

k(k + 1)
Eρ∼πk+1

 ∑
σ,σ′⊂ρ:|σ|=|σ′|=k,σ 6=σ′

f(σ)f(σ′)


= Eρ∼πk+1

Eσ,σ′⊂ρ:|σ|=|σ′|=k,σ 6=σ′ [f(σ)f(σ′)] .

Note that |σ| = |σ′| = k and |σ ∪ σ′| = |ρ| = k + 1, and so |σ ∩ σ′| = k − 1. Let τ = σ ∩ σ′. Note that τ
is obtained from ρ by removing two distinct uniform elements, and hence is distributed as τ ∼ πk−1. Let
σ = τ ∪ {v}, σ′ = τ ∪ {v′} so that ρ = τ ∪ {v, v′}. The distribution of ρ conditioned on τ is to sample {v, v′}
according to πτ,2. Namely, a random edge in the graph underlying Xτ , and take v, v′ the two endpoints of it.
Finally, recall that f(τ ∪ {v}) = f |τ (v). Putting all these together, we get that

〈M+
k f, f〉 = Eτ∼πk−1

E{v,v′}∼πτ,2 [f |τ (v)f |τ (v′)] = Eτ∼πk−1
[〈Aτf |τ , f |τ 〉] .

This completes the proof.
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8 Sampling via Higher Order Random Walks (Week 9)
We now shift our focus to one of the main breakthrough applications of higher order random walks and
local-spectral expanders—efficient approximate sampling. In Section 2, we proved that the random walk
underlying an expander graph mixes quickly. We remarked at the time that this gives rise to a powerful
strategy for sampling problems called Monte Carlo Markov Chains (MCMC). The idea is as follows: if one
wishes to sample from a distribution µ over some large set V , first define a graph G on V whose stationary
distribution is µ, then show G is expanding. Since the underlying walk converges quickly to its stationary
distribution, one can get a good approximation to sampling from µ in only O(log(|V |)) steps. As long as |V |
is not too large, this gives rise to a very strong and practically useful class of efficient sampling algorithms.
Though we will not cover the connection here, it is a classical result that such sampling algorithms lead to
powerful methods of approximate counting called Fully Polynomial Randomized Approximation Schemes
(FPRAS) [44].

In this section we overview two major recent breakthroughs related to approximate sampling and the
analysis of higher order random walks. The first, which we treat as a warm-up application, concerns sampling
matroid bases (though for simplicity we restrict our attention to the special case of spanning trees), and
mixing on 0-local-spectral expanders. The second is an extension of the same technique to a broader to
set of objects beyond 0-local-spectral expanders which allows for efficient sampling of classical objects like
independent sets. Both breakthroughs center around the same core idea: write (V, µ) as a weighted simplicial
complex, and analyze the mixing of the lower walk (which has the desired stationary distribution µ). It turns
out that the underlying simplicial complexes of many important problems have (one-sided) expanding links.
Furthermore, by tweaking proofs seen in Section 7, it is possible to show that the lower walk of such objects
has a non-trivial spectral gap, and therefore mix quickly by Theorem 2.3.

8.1 Warmup: Sampling Spanning Trees
Let’s take a look at a basic instantiation of this strategy for sampling spanning trees. Let G = (V,E) be
a graph. Recall that a spanning tree of G is a subset of edges E′ such that G′ = (V,E′) is connected and
acyclic. We will show the existence of a randomized algorithm for sampling spanning trees (up to ε error in
TV-distance) in poly(n, log(1/ε)) time.

Theorem 8.1 (Sampling Spanning Trees [45]). Let G = (V,E) be a graph on n vertices and m edges, and
let T denote the set of spanning trees of G. There exists a randomized algorithm for sampling uniformly from
T up to ε error in TV-distance in O(nm log(|T |/ε)) ≤ Õ(nm(n+ log(1/ε))) time.

It should be noted that this result, in and of itself, is not new. Spanning trees are one of the most closely
studied objects in sampling due to their tractable combinatorial structure, and many algorithms with similar
or better runtimes are known [46]. Rather, it is the technique Anari, Liu, Oveis Gharan, and Vinzant (ALOV)
introduced to prove Theorem 8.1 that constituted a major breakthrough. In particular, by improving a
single structural lemma, they showed that one could generalize the strategy to a very broad class of sampling
problems on objects called matroids [45]. Prior to this work, no polynomial time algorithm for approximately
sampling matroids was known at all (though it had been conjectured by Mihail and Vazirani [47] some 30
years prior), and proving this fact was considered a significant breakthrough.

As hinted at the start of this section, ALOV’s proof of Theorem 2.3 goes through the machinery of higher
order random walks: they write the set of spanning trees as a simplicial complex, then analyze the mixing
time of the lower walk. In more detail, notice that every spanning tree has exactly |V | − 1 edges. This
suggests a natural strategy for building an associated simplicial complex X = XG,T : simply let X(1) be
given by the edge set E, and X(n− 1) (the top-level faces) by the set of spanning trees T . The lower walk
on the top level of this complex then corresponds to the following basic process. Starting at some spanning
tree T , we move to a neighboring tree T ′ by:

1. Removing an edge e in T uniformly at random

2. Adding a uniformly random edge e′ such that T \ {e} ∪ {e′} is a spanning tree.

Let’s check that the stationary distribution of this process is actually uniform over spanning trees. Indeed
since this is the lower walk, it is enough to note that the stationary distribution of the lower walk on level k
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Figure 11: A single step of the lower walk for spanning trees. A uniformly random edge is removed, then
another added such that the result remains a spanning tree.

of any simplicial complex (X,Π) is always πk. To see this, assume we have initial distribution πk. To reach
any τ ∈ X(k) after a single step of the walk, notice that we must first reach some σ ⊂ τ in X(k − 1) in the
“down” step, and then select τ from all τ ′ ⊃ σ in X(k). Since the probability of hitting any σ ∈ X(k − 1)
after the down step is exactly πk−1(σ), the probability of hitting any τ ∈ X(k) is:

Pr[τ ] =
∑

σ⊂τ,σ∈X(k−1)

πk−1(σ)
πk(τ)

πk(Xσ)
=

1

k

∑
σ⊂τ,σ∈X(k−1)

πk(τ) = πk(τ)

as desired. It remains to check that the lower walk has a non-trivial spectral gap. This follows in two steps.
First, we will show that the the spanning tree complex is a one-sided 0-local spectral expander. We then
argue that a slight modification to Theorem 7.7 immediately implies fast mixing.

Lemma 8.2. Let G = (V,E) be a graph with n nodes, and let XG,T be the (n − 1)-dimensional complex
corresponding to its spanning trees. Then XG,T is a 0-local-spectral expander.

Proof. We argue that every (n− 3)-link is either a complete graph, or a complete multi-partite graph, either
are well known to have no positive non-trivial eigenvalues.13 By Oppenheim’s Theorem (Theorem 6.10), it is
then sufficient to show only that all lower dimensional links are connected.

Recall that any (n− 3)-face τ ∈ XG,T corresponds to some acyclic set of n− 3 edges. Let v, w ∈ Xτ (1) be
vertices14 such that vw /∈ Xτ (2). We argue that for any z distinct from v, w, it holds that vz ∈ Xτ (2) if and
only if wz ∈ Xτ (2). It is not hard to see that this implies Xτ is a complete graph or complete multi-partite
graph.

To prove this claim, note that vw /∈ Xτ (2) exactly when τ ∪ {v, w} contains a cycle. Further, since τ ,
τ ∪ {v}, and τ ∪ {w} cannot contain cycles by definition (they are subsets of spanning trees), the resulting
cycle must contain both v and w. Consider any z 6= v 6= w. If τ ∪{v, w, z} is disconnected, obviously τ ∪{v, z}
and τ ∪ {w, z} are disconnected and cannot be spanning trees, so vz, wz /∈ Xτ (2). Conversely, if τ ∪ {v, w, z}
is connected, then τ ∪ {v, z} and τ ∪ {w, z} must be connected as well (since vw lie in a cycle). Since any
subset of n− 1 edges connecting V is a spanning tree, we get that vz, wz ∈ Xτ (2) which proves the claim.

Finally, we show that all links are connected. This follows from a similar argument, combined with the
standard fact that any subtree (acyclic subgraph) of G can be extended to a spanning tree. Let 0 ≤ i ≤ n− 3
and τ ∈ X(i). We want to show there exists a path in the graph underlying Xτ between any two nodes. As
in the previous claim, each node v in Xτ (1) corresponds to a subtree with edges τ ∪ {v}. We argue that
for any two nodes v, w ∈ Xτ (1), either the edge vw ∈ Xτ (2), or else exists a node z ∈ Xτ (1) such that
vz, zw ∈ Xτ (2). In either case, the graph of Xτ is connected.

So, fix v, w ∈ Xτ (1) such that vw /∈ Xτ (2). By definition, this means that τ ∪ {v, w} contains a cycle.
Since XG,T is a pure complex, there exists σ such that τ ∪ {v} ∪ σ is a spanning tree. Since v and w jointly
lie in a cycle in τ ∪ {v, w}, it is not hard to see that τ ∪ {w} ∪ σ is a spanning tree as well. Then, for any
z ∈ σ we have vz, zw ∈ Xτ (2), which completes the proof.

13Indeed these are the only such graphs [48], so we actually have little choice in this matter.
14Note that v, w are vertices of the complex XG,T , which correspond to edges of the graph G.
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It is worth pausing to note that this is the only lemma separating the special case of spanning trees from
the general problem of sampling matroid bases. The result still holds, but there is no known elementary
proof—ALOV [45] prove the result through analysis of log-concave polynomials, which we will not cover
in this class. All that remains to prove Theorem 8.1 is to show that the lower walk on a 0-local-spectral
expander mixes quickly. It turns out that this is almost immediate by modifying the two-sided arguments we
saw in Section 7 to one-sided bounds. To do this, it will be useful to briefly review the theory of positive
semi-definite (PSD) operators.

Definition 8.3 (Positive semi-definite operators). A self-adjoint operator M with respect to an inner product
space {V, 〈·, ·〉} is called positive semi-definite if ∀f ∈ V :

〈Mf, f〉 ≥ 0,

or equivalently (by the variational characterization of eigenvalues) if all eigenvalues of M are non-negative.

In this context, we mostly care about PSD operators because the concept can be used to induce a natural
partial order on self-adjoint matrices based upon their relative eigenvalues.

Definition 8.4 (PSD order). Let M and N be PSD operators on {V, 〈·, ·〉}. We say M 4 N if N −M is
PSD. Equivalently, if for all f ∈ V :

〈Mf, f〉 ≤ 〈Nf, f〉.

In Section 7, we looked at the spectral norm of the non-lazy upper walk minus the lower walk. We will
see that a one-sided version of this statement comes from comparing the walks in terms of PSD order, and
further show how this can be used to bound the spectral gap of the lower walk itself.

Lemma 8.5 (Alev-Lau [49] (simplified)). Let X be a d-dimensional 0-local-spectral expander. Then the lower
walk Ud−1Dd satisfies:

λ(Ud−1Dd) ≤ 1− 1

d

Proof. Since the lower walk is PSD, it is enough to examine λ2. The crucial observation is a slight modification
of Theorem 7.7 from the two-sided to one-sided case. In particular, it follows from essentially the same proof
that in a one-sided 0-local spectral expander, ∀1 ≤ k ≤ d− 1 we have:

M+
k 4 Uk−1Dk (21)

where “4” is the PSD order. This follows from the same applications of Garland’s method as in Theorem 7.7:

〈
(
M+
k − Uk−1Dk

)
f, f〉 = 〈M+

k f, f〉 − 〈Uk−1Dkf, f〉
= Eτ∼πk−1

[〈Aτf |τ , f |τ 〉]− Eτ∼πk−1

[
E[f |τ ]2

]
≤ 0.

With this in hand, it will be useful to prove a slightly more general result by induction. In particular that for
all 1 ≤ k ≤ d, the second eigenvalue of the lower walk satisfies:

λ2(Uk−1Dk) ≤ 1− 1

k
.

Note that it is enough to prove the result for the upper walk one level below, DkUk−1, since for any operators
A,B, the non-zero spectrum of AB is equivalent to that of BA.15 We now proceed by induction. The
base case k = 1 follows immediately since U0D1 ∈ C0 has a single eigenvalue 1 (in any complex), and so
λ2(U0D1) = 0. For k > 1, by Equation (21) we have for all f ∈ Ck−1 with f⊥1 that:

〈M+
k−1f, f〉 ≤ 〈Uk−2Dk−1f, f〉 ≤

k − 2

k − 1
〈f, f〉,

15We leave the proof of this fact as an exercise to the reader.
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where the last step follows from the inductive hypothesis. Recalling the definition ofM+
k−1 using Equation (20),

we have
〈M+

k−1f, f〉 =
k

k − 1
〈DkUk−1f, f〉 −

1

k − 1
〈f, f〉.

Re-arranging, this gives:

〈DkUk−1f, f〉 ≤
k − 1

k
〈f, f〉,

which implies the desired bound by the variational characterization of λ2.

It should be noted that this result was originally due to Kaufman and Oppenheim [50].16 We follow the
exposition of Alev and Lau [49] since it more closely matches our arguments in Section 7, and because we will
need their strengthened variant of the result in the next section. Combining these lemmas with our previous
analysis of mixing time in Section 2 easily gives Theorem 8.1:

Proof of Theorem 8.1. Let X = XG,T be the complex corresponding to the spanning trees of G. By
Lemma 8.2, X is an (n− 1)-dimensional one-sided 0-local-spectral expander. By Lemma 8.5, the lower walk
on level n− 1 has a spectral gap of Ω(1/n). Since the lower walk is PSD this immediately gives a two-sided
bound, and applying Theorem 2.3 gives that the resulting distribution is within ε of uniform in TV-distance
after O(n log(|T |/ε)) steps. Noting that each step can be implemented in O(m) time completes the proof.

8.2 Beyond Matroids: Mixing of the Lower Walk
Unfortunately, many classic combinatorial objects in computer science (e.g. independent sets, q-colorings)
don’t correspond to 0-local-spectral expanders, and while the original proof of Lemma 8.5 by Kaufman
and Oppenheim [50] does give better guarantees than we covered so far (i.e. a non-trivial spectral gap for
γ < 2/k2), it is still not sufficient for these applications. This raises a natural question: can we prove a
non-trivial bound on the spectral gap of the lower walk for any γ < 1? This would imply sampling schemes for
any object whose corresponding complex has connected links—a far weaker condition than 0-local-spectral
expansion! Alev and Lau [49] recently answered this question in the positive, providing a quantitative bound
on the spectral gap of the lower walk in this scenario.

Theorem 8.6 (Alev-Lau [49]). Let X be a d-dimensional simplicicial complex. Define:

γj := max
τ∈X(j)

{λ2(Xτ )}.

Then ∀0 ≤ k ≤ d:

λ(Uk−1Dk) ≤ 1− 1

k

k−2∏
j=0

(1− γj).

Proof. We follow essentially the same strategy as in Lemma 8.5, but take greater care in bounding the error
terms. Because we no longer assume γ is 0, we need a new variant of Equation (21). Alev and Lau’s crucial
observation was to give the following generalization of the relation for γ > 0:

M+
k 4 (1− γk−1)Uk−1Dk + γk−1I. (22)

It is worth noting that a very similar relation (M+
k 4 Uk−1Dk +γk−1I) appeared implicitly in earlier works of

both Kaufman and Oppenheim [50], and Dikstein, Dinur, Filmus, and Harsha [42]. While the relation is only
a slight adjustment to these earlier works, the additional (1− γ) factor is crucial to give a non-trivial bound
for all γ < 1. This is analogous to the improvement in hitting set analysis we saw in Section 2 (between
Theorem 2.5 and Theorem 2.7)—in fact even the proof technique is similar!17

16In fact, Kaufman and Oppenheim’s result is a bit stronger, giving a non-trivial spectral gap so long as γ < 2/k2.
17But not, thankfully, in the sense that it is also left to the reader.
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Equation (22) follows from applying a familiar trick to the analysis we already saw in Theorem 7.7: after
applying Garland’s method, we will more carefully bound each f |τ by breaking it into a parallel f |‖τ = E[f |τ ]~1

and perpendicular component f |⊥τ = f |τ − f |‖τ . In particular, we have:

〈
(
M+
k − Uk−1Dk

)
f, f〉 = 〈M+

k f, f〉 − 〈Uk−1Dkf, f〉
= Eτ∼πk−1

[〈Aτf |τ , f |τ 〉]− Eτ∼πk−1

[
E[f |τ ]2

]
≤ γk−1Eτ∼πk−1

[
〈f |⊥τ , f |⊥τ 〉

]
.

This differs from Theorem 7.7 only in that we have traded 〈f |τ , f |τ 〉 for 〈f |⊥τ , f |⊥τ 〉, but it is sufficient to prove
the stronger relation Equation (22). This follows from expanding f |⊥τ and re-applying Garland’s method:

〈
(
M+
k − Uk−1Dk

)
f, f〉 ≤ γk−1Eτ∼πk−1

[
〈f |τ − f |‖τ , f |τ − f |‖τ 〉

]
= γk−1

(
Eτ∼πk−1

[〈f |τ , f |τ 〉]− Eτ∼πk−1

[
〈f |‖τ , f |‖τ 〉

])
= γk−1 (〈f, f〉 − 〈Uk−1Dkf, f〉) .

Re-arranging gives the desired relation. With Equation (22) in hand, the full result follows from the same
inductive approach we used in Lemma 8.5. In particular, for any unit function f ∈ Ck−1 with f⊥1, ‖f‖2 = 1,
we have:

k

k − 1
〈DkUk−1f, f〉 −

1

k − 1
〈f, f〉 = 〈M+

k−1f, f〉

≤ (1− γk−2)〈Uk−2Dk−1f, f〉+ γk−2〈f, f〉

≤ (1− γk−2)

1− 1

k − 1

k−3∏
j=0

(1− γj)

+ γk−2

= 1− 1

k − 1

k−2∏
j=0

(1− γj)

which further implies:

〈DkUk−1f, f〉 ≤
k − 1

k

1− 1

k − 1

k−2∏
j=0

(1− γj)

+
1

k

= 1− 1

k

k−2∏
j=0

(1− γj)

as desired.

8.3 Sampling Independent Sets
Alev and Lau’s [49] improved spectral bound on the lower walk has since lead to an explosion in sampling
results. We’ll finish this section by overviewing a basic application for sampling fixed-size independent sets
proposed by Alev and Lau themselves [49], and cover a few of the major following breakthroughs in the next
section.

Theorem 8.7. Let G = (V,E) be a graph with maximum degree ∆ on n vertices, and let M = MG denote
the (un-normalized) adjacency matrix of G. Then for any k ≤ n

∆+λ1(M) , there exists a randomized algorithm
for sampling uniformly from the set of k-size independent sets up to ε error in TV-distance in time

T (n, ε) ≤ O(k2(∆ + log(n))(log(1/ε) + k log(n))
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Until recently, this was the only known efficient approximation scheme for sampling independent sets for
k this large. Amazingly, earlier this year Davies and Perkins [51] managed to use Theorem 8.618 to prove
the existence of efficient sampling all the way up to a “critical threshold”, a value of k past which sampling
independent sets is hard unless NP = RP.

The proof strategy for Theorem 8.7 follows the same paradigm as our analogous result on spanning trees.
Given a graph G = (V,E), we start by building an associated complex X = XG,Ik where X(1) = V , and
X(k) is given by all k-size independent sets. The lower walk on this complex then has stationary distribution
uniform over k-sized independent sets. To prove mixing, all we need to do is analyze the local-spectral
expansion of the associated complex. Alev and Lau [49] showed that this can be done without too much
difficulty in the following sense.

Claim 8.8. Let G = (V,E) be a graph, k ≤ n
∆+λ1(M) , and X = XG,Ik the corresponding independent set

complex. Then the following two statements hold:

1. ∀0 ≤ i ≤ k − 2, τ ∈ X(i): Xτ is connected.

2. ∀τ ∈ X(k − 2), Xτ is a (one-sided) 1/k-spectral expander.

Proof. The first statement can be analyzed by direct combinatorial arguments not too dissimilar from
Lemma 8.2 under the assumption that k ≤ n

∆+1 and is left to the reader. The second statement relies on the
stronger assumption k ≤ n

∆+λ1(M) , and while still fairly simple, requires Cauchy’s interlacing theorem. We
refer the reader to [49] for more detail.

While this claim clearly sets us up to apply Oppenheim’s Theorem, notice that because the spectral
expansion of (k − 2)-links is fairly poor, the complex is only guaranteed to be a 1/2-local-spectral expander
overall! The key observation is that Theorem 8.6 allows for a finer-grain analysis than the original definition
of local-spectral expansion. Oppenheim’s theorem gives a slow decay of link expansion as we move down the
complex, which is enough to get fast mixing.

Proof of Theorem 8.7. By Oppenheim’s Theorem (Theorem 6.11) and Claim 8.8, we have that the spectral
expansion of j-links is at least:

γj ≤
1/k

1− (k − j − 2)/k
=

1

j + 2
.

Theorem 8.6 states that the largest non-trivial eigenvalue of the lower walk Uk−1Dk is at most:

λ(Uk−1Dk) ≤ 1− 1

k

k−2∏
j=0

(
1− 1

j + 2

)
= 1− 1

k2
.

The result then follows from a similar argument to the case of spanning trees. By Theorem 2.3, we get a
mixing time of:

T (ε) ≤ O(k2(log(1/ε) + k log(n))).

The runtime bound follows from the following naive algorithm assuming access to an adjacency list for G in
the RAM model. First, note that we can find an initial independent set S of size k greedily in time O(n),
since by assumption k(∆ + 1) < n. We will also store a list L of all nodes adjacent to S. To simulate a
step of the algorithm, we remove a node v at random from S along with any nodes in L that are no longer
adjacent. We then sample a random node from V \ (S \ {v}), add it to S, and add any new adjacent nodes to
L. Altogether, the first step takes O(log(k) + ∆) time and the second O(log(n) + ∆) which gives the desired
claim. It is quite likely a more efficient implementation exists (perhaps even in weaker computation models),
but that is beyond the scope of our course.

18Davies and Perkins [51] in fact use a subsequent breakthrough line of work on spin-systems that itself relies on Theorem 8.6
which we overview in the next section.
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9 Sampling II: Spin-systems and Spectral Independence (Week 10)
In this section we discuss a general setting for sampling problems called spin-systems, and a natural
high-dimensional measure of correlation on such systems called spectral independence [52] that carries
close ties with local-spectral expansion. In particular, we will see that (the complexes associated to)
spectrally-independent distributions behave in the opposite manner one might expect—unlike Oppenheim’s
Trickling-Down Theorem, the one-sided expansion of links actually improves as we move down the complex.
Combined with Alev and Lau’s spectral bounds on the lower walk (Theorem 8.6), this lead to a number
of breakthroughs for polynomial time sampling of important spin systems such as independent sets [52],
q-colorings [53–55], the Ising model [56, 53], and more [57, 58].

Finally, we wrap up the section with a discussion of Log-Sobolev inequalities, quantities beyond the
spectral gap with improved mixing bounds, and briefly discuss how they have led to optimal sampling schemes
through further connections with high dimensional expansion [59, 60, 53, 57, 58].

9.1 Background: Markov Chains and Mixing Time
Before jumping into spectral independence and sampling spin systems however, it is worth spending some
time covering additional background on Markov chains. While this isn’t strictly necessary, they are frequently
referenced in the sampling literature so it is useful to have at least some basic knowledge. A comprehensive
survey is [61], and here we just cover the basics. Let Ω denote a finite ground set of possible states (e.g. the
vertices of a graph). A Markov Chain on Ω is a random sequence of variables Z1, Z2, . . . (similar to the
walks discussed in Section 2), where each Zi takes on values in Ω, and, crucially, depends only on the value of
the previous state.

Notice that we have already studied an important special example of Markov chains in this class—the
random walk underlying a graph G = (V,E) is a Markov chain on V . In fact, recall that this chain had a
particularly useful property, the distribution of the ith vertex chosen in the walk could be written as the
product of the (normalized) adjacency matrix AG with the previous distribution πi−1, that is

πi = AGπi−1

It is not hard to see that this is true more generally for Markov chains. In particular, because we are
assuming our state space Ω is finite, the distribution πt of each Zt is similarly given by the application of
some transition matrix At−1 applied to πt−1, which records the probability of moving between any two
states from step t− 1 to t, or formally:

At−1(v, w) = Pr[Zt = v | Zt−1 = w].

Notice that the main difference here with the random walks we have previously studied is that the transition
matrix may depend on the step t. Such chains are called “time-dependent” or “inhomogeneous.” In fact,
we will only be using the simpler class of “homogeneous” Markov chains where the transition matrix is
independent of t. In this case, Markov chains actually lie in one-to-one correspondence with weighted graphs,
so we will generally defer to this language when possible.

Exercise 9.1. Given a finite state-space Ω, prove that there is a bijection between the set of homogeneous
Markov chains on Ω, and the set of weighted graphs on Ω.

We give one final note before moving on. In Section 2, we analyzed the mixing time of the random walk
underlying regular graphs G = (V,E), relying on the property that their stationary distribution is uniform.
Unfortunately, this is not in general true for weighted graphs, but a similar result does hold where dependence
on |V | is replaced with dependence on the minimum coordinate of the stationary distribution.

Theorem 9.2. Let G = (V,E) be a weighted λ-spectral expander on n vertices whose underlying walk has
stationary distribution π. The mixing time of walk underlying G is at most:

T (G, ε) ≤ O

 log
(
π−1
min

ε

)
log
(

1
λ

)
 ,

where πmin = minv∈V {π(v)}.
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Proof. The proof follows the form of Theorem 2.3 where the standard inner product is replaced by a product
weighted by π. The details are left to the reader.

As a result, so long as the distribution we are trying to sample from doesn’t contain any vertices for which
π(v) is too small, bounding the spectral expansion of G still implies fast mixing. However, since V is often
exponentially sized, this bound often gives additional unnecessary polynomial factors. At the end of the
section, we will discuss a technique for avoiding this issue and achieving optimal bounds called Log-Sobolev
inequalities [62, 63].

9.2 Spin Systems, Glauber Dynamics, and the Lower Walk
We now restrict our attention to sampling problems of the following natural form: let S be a ground set, and
the state space Ω = {0, 1}S consist of all 0− 1 labellings of S. Our goal will be to (approximately) sample
from some distribution µ over Ω. In the sampling literature, this is called a “2-spin system”, where 0 and
1 are the two “spins”. Notice that this framework, despite its restricted nature, captures many important
problems in sampling. For instance, given a graph G = (V,E), one could take as ground set S = V and
consider a distribution over independent sets, or take S = E and consider matchings.

2-spin systems (or more generally q-spin systems) have a natural and very well-studied local Markov
chain with matching stationary distribution called the Glauber Dynamics. The idea is simply to move to
a random element at Hamming distance at most 1 from our current location by a two step random process.
First, pick an element i ∈ S uniformly at random and remove its label. Second, re-label the vertex conditional
on the distribution µ. More formally, Zt is decided by the following process:

1. Choose i ∈ S uniformly at random, and fix the value of all j 6= i, that is:

∀j 6= i : Zt(j) = Zt−1(j).

2. There are only two possibilities left for Zt, either Zt(i) = 0 or Zt(i) = 1. Denote the former by σ0 and
the latter by σ1. Sample these with probability:

Pr[Zt = σb] =
µ(σb)

µ(σ0) + µ(σ1)
, b = 0, 1.

It is not hard to see that the Glauber Dynamics are exactly the lower walk on a complex associated to the
spin system. For simplicity of notation we assume S = [n] from now on. Let µ a distribution over Ω = {0, 1}n.
We define a corresponding n-dimensional simplicial complex (X,Π) on vertex set V = [n]× {0, 1} where the
top level faces are:

X(n) = {{(1, b1), . . . , (n, bn)} : b1, . . . , bn ∈ {0, 1}} .

In other words, each ground set element corresponds to a “colored element”, top level faces correspond to
colorings of all n elements, and lower level faces correspond to partial colorings of some of the elements.19
Finally, we take πn to correspond to the associated distribution µ, where

πn ({(1, b1), . . . , (n, bn)}) = µ ((b1, . . . , bn)) .

Given this definition, it is not hard to see that the Glauber Dynamics are exactly the lower walk Un−1Dn,
which, given τ ∈ X(n), removes an element (vertex-label pair) uniformly at random to reach σ ⊂ τ , then
chooses τ ′ ⊃ σ conditional on πn = µ.

9.3 Spectral Independence
Anari, Liu, and Oveis Gharan (ALO) [52] introduced a new approach to prove mixing of the lower walk on
colored complexes, by connecting the local spectral properties of the complex with pairwise correlations of
the distribution µ. We will introduce it via a slightly revised form given in subsequent works [53, 54].

19It is worth noting that colored complexes such as these are commonly used throughout high-dimensional expansion literature.
We saw examples of this in Section 6.3 with the coset and flag complexes.
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Definition 9.3 (Correlation matrix). Let µ be a distribution on {0, 1}n. Its correlation matrix is a 2n× 2n
matrix Ψ, whose rows and columns are indexed by [n]× {0, 1}, and whose (i, a), (j, b) entry is given by

Ψ((i, a), (j, b)) = Pr
Z∼µ

[Z(j) = b | Z(i) = a]− Pr
Z∼µ

[Z(j) = b]

if i 6= j, and Ψ((i, a), (j, b)) = 0 if i = j.

We will need to consider not only the global correlation matrix, but also the correlation matrices given
some partial coloring. To recall, partial colorings correspond to lower faces of X. To set notations, we denote
a face σ ∈ X(k) by σ = (I,B), where I ⊂ [n] has size |I| = k, and B ∈ {0, 1}I . We identify σ with the partial
coloring of the elements in I by the colors B. We write Z(I) = B as a shorthand for Z(i) = bi ∀i ∈ I.

Definition 9.4 (Correlation matrix of faces). Let µ be a distribution on {0, 1}n, k ≤ n − 2 and let
σ = (I,B) ∈ X(k). Its correlation matrix is a 2(n− k)× 2(n− k) matrix Ψσ, whose rows and columns are
indexed by ([n] \ I)× {0, 1}, and whose (i, a), (j, b) entry is given by

Ψσ((i, a), (j, b)) = Pr
Z∼µ

[Z(j) = b | Z(i) = a, Z(I) = B]− Pr
Z∼µ

[Z(j) = b | Z(I) = B]

if i 6= j, and Ψσ((i, a), (j, b)) = 0 if i = j.

We now introduce the notion of spectral independence. A distribution µ is spectrally independent if all
the face correlation matrices have bounded spectral norm.

Definition 9.5 (Spectral independence). A distribution µ over {0, 1}n is called ξ-spectrally independent if
for any k ≤ n− 2 and σ ∈ X(k) it holds that

‖Ψσ‖ ≤ ξ.

It would be instructive to see an example of a spectrally independent distribution. A distribution µ over
{0, 1}n is called negatively correlated if PrZ∼µ[Z(j) = 1 |Z(i) = 1] ≤ PrZ∼µ[Z(j) = 1] for all i 6= j. For
example, the uniform distribution over sets of size k in [n] is negatively correlated. Another example are
the edges of a random spanning tree. The claim below analyzes the spectrum of the correlation matrix of a
negatively correlated distribution.

Claim 9.6. Let µ be a negatively correlated distribution over {0, 1}n, and assume further that µ is supported
on sets of size k. Let Ψ be the correlation matrix of µ. Then ‖Ψ‖ ≤ 1.

Proof. Let Z ∼ µ. It is simple to verify that if µ is negatively correlated, then for any i 6= j and a, b ∈ {0, 1}
it holds that:

Pr[Z(j) = b|Z(i) = a] ≤ Pr[Z(j) = b] if a = b

Pr[Z(j) = b|Z(i) = a] ≥ Pr[Z(j) = b] if a 6= b

We will bound the L1 norm of each row of Ψ, which we already saw gives a bound on the spectral norm of Ψ.
Fix a row (i, a), and consider the sum of the absolute values of the (i, a), (j, b) entries. We analyze below the
case of a = 1, where the case of a = 0 is handled similarly. Lets consider first the columns with b = 1. We
have∑
j 6=i

|Ψ((i, 1), (j, 1))| =
∑
j 6=i

|Pr[Z(j) = 1|Z(i) = 1]−Pr[Z(j) = 1]| =
∑
j 6=i

Pr[Z(j) = 1]−Pr[Z(j) = 1|Z(i) = 1],

where in the last step we have made the crucial observation that every summand is negative, allowing us to
remove the absolute values and de-correlate the terms. This allows us to analyze the dependent and marginal
terms separately. In particular, as X is distributed over sets of size k, we have∑

j 6=i

Pr[Z(j) = 1] = E[|Z|]− Pr[Z(i) = 1] = k − Pr[Z(i) = 1]
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and similarly ∑
j 6=i

Pr[Z(j) = 1|Z(i) = 1] = E[|Z| − 1] = k − 1.

Overall we get that ∑
j 6=i

|Ψ((i, 1), (j, 1))| = 1− Pr[Z(i) = 1].

A similar calculation gives ∑
j 6=i

|Ψ((i, 1), (j, 0))| = 1− Pr[Z(i) = 0].

Putting both together, the L1 norm of the (i, 1) row equals∑
j 6=i,a∈{0,1}

|Ψ((i, 1), (j, a))| = 2− Pr[Z(i) = 0]− Pr[Z(i) = 1] = 1.

The following theorem connects spectral independence to local-spectral expansion.

Theorem 9.7 ([52]). Let µ be a ξ-spectrally independent distribution on {0, 1}n. Let (X,Π) be the corre-
sponding n-dimensional complex. Then for any k ≤ n− 2 and σ ∈ X(k) we have

λ2(Xσ) ≤ ξ

n− k − 1
.

The strength of Theorem 9.7 is that it gives strong bounds on the local-spectral expansion of lower level
faces. Compare this to the trickling down theorem (Theorem 6.10), where the bounds deteriorate on lower
level faces. These bounds interact nicely with Theorem 8.6, in particular if one has independent control on the
expansion of the top faces of the complex. We illustrate this below for 1-spectrally independent distributions.

Claim 9.8. Let µ be a 1-spectrally independent distribution on {0, 1}n. Let (X,Π) be the corresponding
n-dimensional complex, and assume that for any face σ ∈ X(n− 2), the link Xσ is a one-sided λ-expander
for λ < 1. Then the lower walk on X satisfies

λ2(Un−1Dn) ≤ 1− 1− λ
n(n− 1)

.

In particular, the lazy lower walk mixes in polynomial time.

Proof. We apply Theorem 8.6. Let γj = maxτ∈X(j){λ2(Xτ )}, where we have

λ2(Un−1Dn) ≤ 1− 1

n

n−2∏
j=0

(1− γj).

We apply Theorem 9.7 to bound each γj :

γj ≤
1

n− j − 1
.

This is a meaningful bound for j < n− 2, but gives a trivial bound for γn−2. For it, we apply our assumption
on (n− 2)-faces to get γn−2 ≤ λ. Overall we have

λ2(Un−1Dn) ≤ 1− 1− λ
n

n−3∏
j=0

(
1− 1

n− j − 1

)
= 1− 1− λ

n(n− 1)
.

63



Note that one can show a similar result for any c-spectrally independent distribution so long as i-links
expand for n− 2 ≥ i ≥ n− c− 1. Indeed, it was this observation that lead to a number of breakthroughs for
sampling important q-spin systems such as weighted20 independent sets [52] and the antiferromagnetic Ising
model [56]. Proving the spectral independence of these systems is outside the scope of this course, but we
will complete the connection with high dimensional expansion by proving Theorem 9.7.

Proof of Theorem 9.7. First, notice that as the definition of spectral independence is hereditary, each link
of X is also ξ-spectrally independent. Thus, it suffices to prove the theorem for τ = ∅. Let A denote the
weighted adjacency matrix of the graph underlying X = X∅. Our goal is to prove that λ2(A) ≤ 1

n−1‖Ψ‖.
It will be convenient to introduce an intermediate matrix. Let Φ denote the 2n× 2n matrix given by

Φ((i, a), (j, b)) =

{
PrZ∼µ[Z(j) = b | Z(i) = a] if i 6= j

0 if i = j
.

We will first show that A = 1
n−1Φ, and in particular λ2(A) = 1

n−1λ2(Φ). Then, we will show that λ2(Φ) ≤ ‖Ψ‖.
Let u = (i, a), v = (j, b) ∈ X(1) with i 6= j. We have

Pr[Z(i) = a] = πn(Xu) = nπ1(u),

Pr[Z(i) = a, Z(j) = b] = πn(Xuv) =

(
n

2

)
π2(uv),

Pr[Z(j) = b|Z(i) = a] =
Pr[Z(i) = a, Z(j) = b]

Pr[Z(i) = a]
=
n− 1

2

π2(uv)

π1(u)
.

Next, recall that A is defined as

A(u, v) =
π2(uv)

π2(Xu)
=
π2(uv)

2π1(u)
.

Thus A(u, v) = 1
n−1Φ(u, v) if i 6= j. When i = j we have A(u, v) = 0 since u, v never appear together in a

top level face (corresponding to a coloring), and Φ(u, v) = 0 by definition. Altogether, we then have:

A =
1

n− 1
Φ.

Next, we compare the eigenvalues of Ψ and Φ. By definition we have

Ψ(u, v) = Φ(u, v)− π1(v) · 1i 6=j .

For j ∈ [n] let ej ∈ {0, 1}2n be the vector taking values 1 in coordinates (j, 0), (j, 1) and zero elsewhere. Both
Ψ,Φ are operators on C1 = C1(X). We will decompose C1 into three orthogonal spaces (where orthogonality is,
as always, with respect to π1): the constant functions, U = span(e1, . . . , en)∩~1⊥ and W = span(e1, . . . , en)⊥.

Lets consider first the action on the constant functions. We have

(Φ~1)(i, a) =
∑
j 6=i

∑
b∈{0,1}

Pr[X(j) = b | X(i) = a] = n− 1

and
(Ψ~1)(i, a) =

∑
j 6=i

∑
b∈{0,1}

(Pr[X(j) = b | X(i) = a]− Pr[X(j) = b]) = (n− 1)− (n− 1) = 0.

Thus 1 is a common eigenvector of Ψ,Φ with eigenvalues 0 and n− 1, respectively.
Next, lets consider the action of Φ,Ψ on a vector ej . First, it is useful to observe the following relation

between ej and ~1:

〈ej , ~1〉 = π1((j, 0)) + π1((j, 1)) =
1

n
,

20In particular, an independent set I is weighted by λ|I|. This is called the “hardcore model” with fugacity λ, and is a natural
distribution occurring in statistical physics.
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since π1((j, b)) = 1
n Pr[Z(j) = b]. Let’s now look at Φej and Ψej . We have:

(Φej)((i, a)) = 1i 6=j
∑

b∈{0,1}

Pr[Xj = b|Xi = a] = 1− 1i=j

and
(Ψej)((i, a)) = 1i6=j

∑
b∈{0,1}

(Pr[Xj = b|Xi = a]− Pr[Xj = b]) = 0.

Let f ∈ U where f =
∑n
j=1 cjej . As 〈ej , ~1〉 = 1/n for all j, the condition f ⊥ ~1 implies that

∑
cj = 0. Next,

we compute Φf :
(Φf)((i, a)) =

∑
j 6=i

cj = −ci

which gives Φf = −f . We also have Ψf = 0 since Ψej = 0 for all j. We get that U is a common eigenspace
of Ψ,Φ with eigenvalues 0 and −1, respectively.

Next, we compare the actions of Ψ,Φ on W . Let f ∈W . We claim that Ψf = Φf . This holds since

(Ψf − Φf)((i, a)) =
∑
j 6=i

∑
b∈{0,1}

π1((j, b))f((j, b)) =
∑
j 6=i

〈f, ej〉 = 0.

Finally, we compare the eigenvalues of Ψ,Φ. Note that dim(U) = n− 1 and dim(W ) = n. Let ν1, . . . , νm
be the common eigenvalues of Ψ,Φ on W . Ψ in addition has the eigenvalue 0 with multiplicity n, and Φ has
the eigenvalue n− 1 with multiplicity 1, and the eigenvalue −1 with multiplicity n− 1. This completes the
proof as

λ2(Φ) = max{ν1, . . . , νn,−1} ≤ max{ν1, . . . , νn, 0} = ‖Ψ‖.

9.4 Beyond Spectral Bounds: Log-Sobolev Inequalities
While analysis of the lower walk has led to the first polynomial time approximation schemes for many
sampling problems, the method faces a substantial barrier in its fine-grained run-time. It is not too hard to
show that the spectral gap of the lower walk on level n is at best 1/n (see e.g. [49]), and since we are usually
interested in sampling from at least exponentially sized systems (resulting in log(π−1

min) ≥ Ω(n)), the best
mixing time we can get from spectral considerations is quadratic, while the corresponding lower bounds tend
to be near-linear.

Recently, a number of works [59, 60, 53, 57, 58] have established connections between high-dimensional
expansion and a set of powerful techniques called Log-Sobolev Inequalities. This is a classical area in
Markov chains, and we refer interested readers to [62] for a treatise of the topic. Here, we just mention how
Log-Sobolev inequalities can break the fine-grained barrier inherent in spectral bounds. In particular, recall
we saw in Theorem 9.2 that mixing time bounds based on expansion have logarithmic dependence on πmin,
that is for constant λ > 0:

T (G, ε) ≤ O
(

log

(
1

π−1
min

)
+ log

(
1

ε

))
,

where πmin = minv∈V {π(v)}. It turns out this can be exponentially improved if one instead has a constant
log-Sobolev parameter φ < 1, where:

T (G, ε) ≤ O
(

log log

(
1

π−1
min

)
+ log

(
1

ε

))
.

In the last year, combining this approach with spectral independence and local-spectral expansion has lead
to optimal approximate sampling algorithms for natural problems such as q-colorings [53] and proper-list
colorings [57, 58] over bounded degree graphs.
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