
CSE 120 
Principles of Operating 

Systems 
 

Spring 2020 
Lecture 15: File System Implementation 

Yiying Zhang 



Administrivia 
•  HW2 and PR2 graded (PR2 grade to be released in a few 

days) 

•  HW4 and PR3 due on 12/7, no extension! 

•  PR3 no-fault (will choose the better of the two weight options) 

•  Final exam 12/9 3-6pm, on Canvas 



CSE 120 – Lecture 13 – Storage Intro 3 

[lec14] Disk Performance 
•  Disk request performance depends upon three steps 

♦  Seek – moving the disk arm to the correct cylinder 
»  Slowest part of disk accesses, bound by physical laws 
»  Depends on how fast disk arm can move (increasing very slowly) 

♦  Rotation – waiting for the sector to rotate under the head 
»  Depends on rotation rate of disk (increasing, but slowly) 

♦  Transfer – transferring data from surface into disk controller 
electronics, sending it back to the host 

»  Depends on density (increasing quickly) 

•  When the OS uses the disk, it tries to minimize the cost 
of all of these steps 
♦  Particularly seeks (we’ll see an example later on) 



[lec14] The Landscape of Memory and 
Storage 
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[lec14] File System 
Components 

•  Naming/Access 
♦  User gives file name, not track or 

sector number, to locate data  
•  Disk management 

♦  Arrange collection of disk blocks 
into files 

•  Protection and permission 
♦  Protect data from different users 

•  Reliability/durability 
♦  When system crashes, lose stuff 

in memory, but want files to be 
durable 

User 

File 
Naming 

File 
access 

Disk 
management 

Disk 
drivers 
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[lec14] Directory Internals 
•  A directory is a list of entries  

♦  <name, location> 
♦  Name is just the name of the file or subdirectory 
♦  Location depends upon how file is represented on disk 

•  List is usually unordered (effectively random) 
♦  Entries usually sorted by program that reads directory 
♦  Try “ls –U /bin” 

•  Directories stored as files in UNIX 
♦  Only need to manage one kind of storage entity 
♦  “Everything is a file” 
♦  Use file ops to create/read dirs 
♦  Some language libraries provide higher-level APIs 
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Path Name Translation (v1) 
•  Let’s say you want to open “/one/two/three” 
•  What does the file system do? 

♦  Open directory “/” (well known, can always find) 
♦  Search for the entry “one”, get location of “one” (in dir entry) 
♦  Open directory “one”, search for “two”, get location of “two” 
♦  Open directory “two”, search for “three”, get location of “three” 
♦  Open file “three” 

•  Systems spend a lot of time walking directory paths 
♦  Why open is separate from read/write 
♦  OS will cache prefix lookups for performance 

»  /a/b, /a/bb, /a/bbb, etc., all share “/a” prefix 
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Protection 
•  File systems implement a protection system 

♦  Who can access a file 
♦  How they can access it 

•  More generally… 
♦  Objects are “what”, subjects are “who”, actions are “how” 

•  A protection system dictates whether a given action 
performed by a given subject on a given object should 
be allowed 
♦  You can read and/or write your files, but others cannot 
♦  You can read “/etc/motd”, but you cannot write it 



UNIX Access Rights 
•  Mode of access:  read, write, execute 
•  Three classes of users 

     RWX 
  a) owner access  7  ⇒  1 1 1 

    RWX 
  b) group access  6   ⇒  1 1 0 
     RWX 
  c) public access  1   ⇒  0 0 1 

 
•  Ask manager to create a group (unique name), say G, and 

add some users to the group. 
•  For a particular file (say game) or subdirectory, define an 

appropriate access. 
•  The user “root” is special on Unix 

♦  It bypasses all file protection checks in the kernel 
•  Administrator is the equivalent on Windows 

owner group public

chmod 761 game
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Roadmap 

10 

l  Interface (API) 
l  File operations (open, read, write, close) 
l  Directories 

l  Performance 
l  Disk allocation/layout 
l  File system designs 
l  Buffer cache  

l  Reliability 
l  FS level 
l  Disk level: RAID 
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File System Disk Layout 
How do file systems use the disk to store files? 
•  File systems define a block size (e.g., 4KB) 

♦  Disk space is allocated in granularity of blocks 

•  A “Master Block” (superblock) determines location of 
root directory 
♦  Always at a well-known disk location 
♦  Often replicated across disk for reliability 

•  A free map determines which blocks are free, allocated 
♦  Usually a bitmap, one bit per block on the disk 
♦  Also stored on disk, cached in memory for performance 

•  Remaining disk blocks used to store files (and dirs) 
♦  There are many ways to do this 



Data Allocation Problem 

•  Definition: allocation data blocks (on disk) when a file is 
created or grows, and free them when a file is removed 
or shrinks 

•  Does this sound familiar? 
•  Shall we approach it like segmentation or paging? 

•  Two tasks: 
♦  How to allocate blocks for a file? 
♦  How to keep track of blocks? 
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Disk Bandwidth: Sequential 
vs Random 

•  Disk is bandwidth-inefficient for page-sized transfers 
♦  Sequential vs random accesses 

•  Random accesses: 
♦  Need seeks, slow (one random disk access latency ~10ms) 
♦  Randomly reading 4KB pages: ~400KB/sec 

•  Sequential accesses: 
♦  Stream data from disk (no seeks) 
♦  128 sectors/track, 512 B/sector, 6000 RPM 

»  64KB per rotation, 100 rotation/per sec 
»  6400KB/sec è 6.4MB/sec 

•  Sequential access is ~10x or more bandwidth than random 
♦  Still no where near the 10sGB/sec of memory 
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Hints 
•  OS allocates LBAs (logical block addresses) to 

metadata, file data, and directory data 
♦  Workload items accessed together should be close in LBA 

space 

•  Implications 
♦  Large files should be allocated sequentially 
♦  Files in same directory should be allocated near each other 
♦  Data should be allocated near its meta-data 

•  Metadata: Where is it stored on disk? 
♦  Embedded within each directory entry 
♦  In data structure separate from directory entry 

»  Directory entry points to metadata 
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Allocation Strategies 
•  Progression of different approaches 

♦  Contiguous 
♦  Extent-based 
♦  Linked 
♦  File-allocation Tables 
♦  Indexed 
♦  Multi-level Indexed 

•  Questions 
♦  Amount of fragmentation (internal and external)? 
♦  Ability to grow file over time? 
♦  Seek cost for sequential accesses? 
♦  Speed to find data blocks for random accesses? 
♦  Wasted space for pointers to data blocks? 
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•  Allocate each file to contiguous blocks on disk 
♦  Metadata: Starting block and size of file 
♦  OS allocates by finding sufficient free space 

»  Must predict future size of file; Should space be reserved? 
♦  Example: IBM OS/360 

Advantages 
•  Little overhead for meta-data 
•  Excellent performance for sequential accesses 
•  Simple to calculate random addresses 

Drawbacks 
•  Horrible external fragmentation (Requires periodic compaction) 
•  May not be able to grow file without moving it 

A A A B B B B C C C 

Contiguous Allocation 



Contiguous Allocation of Disk Space 

Analogy in memory 
management? 



•  Allocate linked-list of fixed-sized blocks 
♦  Metadata: Location of first block of file 

»  Each block also contains pointer to next block 

Advantages 
•  No external fragmentation 
•  Files can be easily grown, with no limit 

Disadvantages 
•  Cannot calculate random addresses w/o reading previous blocks 
•  Sequential bandwidth may not be good 

–  Try to allocate blocks of file contiguously for best performance 
•  unreliable: losing a block means losing the rest 

Trade-off: Block size (doesn’t need to be the same as sector size) 
•  Larger --> ?? 
•  Smaller --> ?? 

FAT (File Allocation Table) (MS-DOS) uses a variation of linked allocation 
 

Linked Allocation 

D A A A B B B B C C C B B D D D D B 



Linked Allocation 



Indexed Layout 
•  Indexed layouts use a special block (index block)     to 

store pointers to the data blocks 

•  Directory points to the index block 
•  Still solves fragmentation problem (can fill in gaps) 
•  Can easily grow files 
•  Also solves random access problem 

♦  After reading the index block, know the locations of all blocks 

•  For large files, need multiple index blocks 
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Example of Indexed Allocation 

Analogy in memory relocation? 



Multi-Level Indexed Files 
♦  Dynamically allocate hierarchy of pointers to blocks as needed 
♦  Metadata: Small number of pointers allocated statically 

»  Additional pointers to blocks of pointers 
♦  Examples: UNIX FFS-based file systems 

Comparison to Indexed Allocation 
•  Advantage: Minimal external segmentation 
•  Disadvantage: Need to read indirect blocks of pointers to calculate 

addresses (extra disk read) 
–  Accessing small files is still fast 
–  Keep indirect blocks cached in main memory 

indirect 
double 
indirect indirect 

triple 
indirect 

direct 
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Disk Layout Summary 
•  Files span multiple disk blocks 
•  How do you find all of the blocks for a file? 

1. Contiguous allocation 
»  Like memory 
»  Fast, simplifies directory access 
»  Inflexible, causes fragmentation, needs compaction 

2. Linked structure 
»  Each block points to the next, directory points to the first 
»  Good for sequential access, bad for all others 

3. Indexed structure (indirection, hierarchy) 
»  An “index block” contains pointers to many other blocks 
»  Handles random better, still good for sequential 
»  May need multiple index blocks (linked together or hierachical) 



Analogy 
Memory Management 
l  Virtual address per 

process 
l  Page table maps 

virtual pages to 
physical pages 

l  Different schemes: 
l  Base& bound 
l  Segmentation 
l  1-level paging 
l  2-level paging 

Disk Allocation 
l  1-D logical bytes per 

file 
l  File metadata maps 

logical bytes to disk 
blocks 

l  Different schemes: 
l  Contiguous 
l  Linked files / FAT 
l  Single-level indexing 
l  Multi-level indexing 

24 



File System Metadata 

25 

•  We’ve (mainly) talked about file system data and their 
layout on disk 

•  We need some “data” to manage the data 
♦  Metadata (data of data) 



Inodes 
•  Each file is associated with an inode on disk 

♦  From the inode, all the data blocks of the file can be found 
♦  Each inode has a unique inode number 

•  Inodes also store all metadata for a file 
♦  File size 
♦  User & group of file owner 
♦  Protection bits 

»  user/group/other, read/write/execute 
♦  Reference count 

»  How many directory entries point to this inode 
♦  Timestamps 

»  Created, modified, last accessed, any change 
♦  “ls –l” reads this info from the inode (syscall: stat) 

26 
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Path Name Translation (v2) 
•  Directory entries map file names to inodes 

♦  To open “/one”, use the superblock to find inode for “/” on disk 
♦  Open (read) “/”, look for entry for “one” 
♦  This entry gives the disk block number for the inode for “one” 
♦  Read the inode for “one” into memory 
♦  The inode says where first data block is on disk 
♦  Read that block into memory to access the data in the file 



Unix Inodes and Indirect 
Blocks 

•  Unix inodes use an “unbalanced” indexed structure 
♦  Each inode contains ~15 block pointers 
♦  First 12 are direct blocks (convenient for small files) 
♦  Then single, double, and triple indirect (for large files) 

… 

Metadata (owner, 
size, protection, etc.) 

Direct block 
pointers 

… Direct data blocks 

Inode block 
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Unix Inodes and Indirect 
Blocks 

•  Unix inodes implement an indexed structure for files 
♦  Each inode contains ~15 block pointers 
♦  First 12 are direct blocks (convenient for small files) 
♦  Then single, double, and triple indirect (for large files) 

… 

Metadata (owner, 
size, protection, etc.) 

Single indirect 
block pointer 

… 
Indirect data 

blocks 

Inode 

… 

Indirect block 
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Unix Inodes and Indirect 
Blocks 

•  Unix inodes implement an indexed structure for files 
♦  Each inode contains ~15 block pointers 
♦  First 12 are direct blocks (convenient for small files) 
♦  Then single, double, and triple indirect (for large files) 

♦  … and so on with triple indirect 
♦  Note that inodes are small (256 bytes), multiple in a disk block 

»  Accessing one inode block accesses multiple inodes 

… 

Metadata (owner, 
size, protection, etc.) 

Double indirect 
block pointer 

… 
Double indirect 

data blocks 

Inode 

… 

Double indirect 
block 

… 

Indirect block 
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Indirect blocks addressing ranges 

•  Assume block size is 1K 
♦  a block contains 1024 / 4 = 256  

block addresses  

•  Assume 10 direct block addresses,  
    1 indirect, 1 double indirect, 1 triple indirect 
 
•  10 direct block address: 10 * 1K = 10K 
•  1 indirect block addresses: 256 * 1K = 256K 
•  1 double indirect block addresses: 256 * 256K = 64M 
•  1 triple indirect block addresses: 256 * 64M = 16G 

1           2           

data 

data . . . 
11          12          13          data 

. . . 
         

. . . 
         

data 
. . . 
         

. . . 
         

data 
. . . 
         . . . 

         

What happens in accessing block 23, 5, 340? 31 



More metadata.. Managing 
free space 

32 



Managing Free Disk Space 
•  2 approaches to keep track of free disk blocks 

♦  Linked list and bitmap approach 

33 



Free-Space Management 
Tradeoffs 
•  Bit Map: 

♦  Pro: Easy to get contiguous files  
♦  Con: Bit map requires extra space 

•  Linked list: 
♦  Pro: no wasted extra space 

»  Use free blocks themselves to store free block list 
♦  Con: Cannot get contiguous space easily 
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Roadmap 

l  Interface (API) 
l  File operations (open, read, write, close) 
l  Directories 

l  Performance 
l  Disk allocation/layout 
l  File system designs 
l  Buffer cache  

l  Reliability 
l  FS level 
l  Disk level: RAID 

35 



Early Unix Disk Layout 

•  An array of inodes in 
outermost cylinders 

•  inode number is index into 
the inode array 

•  Problems 
♦  inodes are far away from 

data blocks 
♦  fixed max number of files i-node array 

36 



Disk Cylinders 
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•  Observation 
♦  Can access any block in a cylinder without performing a seek  
♦  Next fastest place is an adjacent cylinder 

Cylinder 1 

Cylinder 2 



Cylinder groups  
•  Each disk partition is subdivided into groups of consecutive 

cylinders 
•  Tries to put everything related in same cylinder group 
•  Tries to put everything not related in different group  

♦  data blocks from a file all placed in same cylinder group 
♦  files in same directory placed in same cylinder group 
♦  inode for file in same cylinder group as file’s data 

•  Each cylinder group contains a bit map of all available blocks in 
the cylinder group 
♦  Making allocation fast 

38 



THE FAST FILE SYSTEM 
（FFS） 

•  BSD4.2 introduced the “fast file system” 
♦  Cylinder group is the main idea behind FFS (block 

group) 

39 



•  Boot block: contains info to boot OS 
•  Superblock defines a file system 

♦  type and size of file system 
♦  size of the file descriptor area 
♦  free list pointer, or pointer to bitmap 
♦  location of the file descriptor of the root directory 

•  What if the superblock is corrupted? 
♦  For reliability, replicate the superblock (in each block group) 

Disk Layout for a FFS-based FS 
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•  Have one inode table per group of cylinders 
♦  An inode for each file 
♦  Each inode has an inode number 

•  Data structures to represent free space on disk for both 
inode and data blocks 
♦  Bit map: 1 bit per block (minimum block size is 4K) 

»  How much space does a bit map need for a 4GB disk? 
♦  A data bitmap and an inode bitmap  

Disk Layout for a FFS-based FS 

41 



More on File System 
Operations (Implementation) 

42 



Symbolic (Soft) Links 
•  It is convenient to be able to create aliases in the FS 

♦  Have multiple names refer to the same file 

•  Soft links are the most familiar form in Unix 
% ln –s file alias (ln –s /a/b/c /tmp/softlink) 
♦  Syscall: symlink 

•  Implemented simply by storing the file path as a string 
in a file and marking the inode as a soft link 
♦  FS reads the path from the file and restarts translation 

•  What happens when deleting the file? 
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Hard Links 
•  Hard links are another form of aliasing 

% ln file alias (ln /a/b/c /tmp/hardlink) 
♦  Syscall: link 

•  Hard links create aliases via inode pointers in dirs 
♦  Recall that a directory entry maps a name to an inode 
♦  Creating a hard link adds another directory entry mapping the 

new name to the same inode as the old name 
♦  It adds a new pointer, or link, to the inode 
♦  Reference count in the inode is also incremented 

•  The “.” and “..” names are hard links to directories 
♦  /a/b/c and /a/b/c/. point to the same inode  

•  What happens when deleting the file? 44 



Create 
•  Creating a file “new” is relatively straightforward 
•  Allocate an inode 

♦  Find a free bit in the inode bitmap, get the corresponding inode# 
♦  Initialize the metadata (owner, protection, timestamps, …) 
♦  Update inode bitmap 

•  Allocate a directory entry in the directory for the file 
♦  Entry maps “new” to the inode allocated for “new” 

•  When process starts writing to file, allocate data blocks 
♦  Find a free bit in the block bitmap (of the same block group) 
♦  Update inode to point to data blocks allocated 
♦  Update data block bitmap 
♦  Continue to allocate data blocks (and indirect blocks) on demand 
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Rename 
•  One way to rename a file is to simply create a new one 

with the new name, copy the contents, and delete the 
old file 
♦  Method used in original version of Unix (test/mv.c in Nachos) 

•  More efficient to implement in FS 
% mv old new 
♦  Syscall: rename 

•  Rename creates a new directory entry with the new 
name that points (links) to the same inode as the old 
♦  Then it deletes the entry directory for the old name 
♦  Only directories are modified, file and inode stay the same 
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Delete 
•  Deleting a file has a few steps 

♦  Remove the directory entry for the name being deleted 
»  Hence the syscall name unlink 

♦  Decrement the reference count in the inode 
♦  If the file still has links to it, nothing else happens 

•  If there are no remaining links 
♦  Free up the data blocks (update the data block bitmap) 
♦  Free up the inode (update the inode bitmap) 
♦  Block data is not erased => potential problem? 

•  If the file is still open in any process, the directory entry 
is removed but the file blocks are not 
♦  Until the last process with the file open finally closes it 
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Next time 
•  Read chapter 42 

48 



Backup Slides 
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A variation of linked files: 
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l  Variation of Linked 
allocation 
l  Keep linked-list information 

for all files in on-disk FAT 
table  

l  Metadata: Location of first 
block of file 
l  And, FAT table  itself 

Comparison to Linked Allocation 
•  Same basic advantages and disadvantages 
•  Disadvantage: Read from two disk locations 

for every data read 
•  Optimization: Cache FAT in main memory 

–  Advantage: Greatly improves random accesses 



Log-Structured File Systems 
•  LFS was designed in response to two trends in workload and disk 

technology: 
1. Disk bandwidth scaling significantly (40% a year) 

»  but, latency is not 

2. RAM & caches are bigger 
♦  So, a lot of reads do not require disk access 
♦  Most disk accesses are writes ⇒ prefetching not very useful 
♦  Worse, most writes are small ⇒ 10 ms overhead for 50 µs (in mem) write 
♦  Example: to create a new file: 

»  inode of directory needs to be written 
»  Directory block needs to be written 
»  inode for the file has to be written 
»  Need to write the file 

♦  Delaying these writes could hamper consistency 
•  Solution: LFS to utilizes full disk bandwidth 



LFS Basic Idea 
•  Structure the disk as a sequential log 

♦  Periodically, all pending writes buffered in memory are collected 
in a single segment 

♦  The entire segment is written contiguously at end of the log 
•  Segment may contain inodes, directory entries, data 

♦  Start of each segment has a summary 
♦  If segment around 1 MB, then full disk bandwidth can be utilized 
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LFS: Locating Data 
•  FFS uses inodes to locate data blocks 

♦  inode table pre-allocated in each cylinder group 
♦  directories contain locations of inodes 

•  LFS appends inodes to end of log, just like data 
♦  makes them hard to find 

•  Solution: 
♦  use another level of indirection: inode maps 
♦  inode maps map file #s to inode location 
♦  location of inode map blocks are kept in a checkpoint region 
♦  checkpoint region has a fixed location 
♦  cache inode maps in memory for performance 

54 
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LFS Cleaning 
•  Finite disk space implies that the disk is eventually full 

♦  Fortunately, some segments have stale information 
♦  A file overwrite causes inode to point to new blocks 

»  Old ones still occupy space 
•  Solution: LFS Cleaner thread compacts the log 

♦  Read segment summary, and see if contents are current 
»  File blocks, inodes, etc. 

♦  If not, the segment is marked free, and cleaner moves forward 
♦  Else, cleaner writes content into new segment at end of the log 
♦  The segment is marked as free! 

•  Disk organized as a circular buffer, writer adds contents to the front, 
cleaner cleans content from the back 



An Interesting Debate 
•  Ousterhout vs. Seltzer 

♦  OS researchers have very “energetic” personalities 
»  famous for challenging each others’ ideas in public 

♦  Seltzer published a 1995 paper comparing and contrasting LFS 
with FFS 

»  Ousterhout published a “critique of Seltzer’s LFS Measurements”, 
rebutting arguments that LFS performs poorly in some situations 

»  Seltzer published “A Response to Ousterhout’s Critique of LFS 
Measurements”, rebutting the rebuttal… 

»  Ousterhout published “A Response to Seltzer’s Response”, rebutting 
the rebuttal of the rebuttal… 

♦  moral of the story: 
»  *very* difficult to predict how a FS will be used 

§  so it’s hard to generate reasonable benchmarks, let alone a reasonable FS 
design 

»  *very* difficult to measure a FS in practice 
§  depends on a HUGE number of parameters, including workload and hardware 

architecture 
57 



Mounting File Systems 
•  Mounting is the mechanism used to piece together 

multiple file systems into a single global name space 
•  One file system is mounted as “/” (root) 
•  Other file systems attached at mount points 

♦  An empty directory in file system, e.g., /home 
♦  Mounting the “home” file system attaches the root for “home” 

to /home in the name space 
♦  Opening “/home/yiying/file” starts path name translation in the 

“root” file system, continues in the “home” file system when 
crossing the mount point 

•  Mostly invisible to users and processes 
♦  Some exceptions (e.g., cannot hard link across file systems) 
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