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Motivation — photo to painting

Input Monet Van Gogh Cezanne
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Motivation — painting to photo

Output

Motivation — photo style transfer

summer Yosemite — winter Yosemite
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Motivation — object transfiguration

Input Output Input Output

Input Output

apple — orange
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Motivation — photo enhancement
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Background knowledge

» Image-to-image translation

» Not an old topic (Hertzmann et al., “Image analogies” ACM 2001)

» Require learning a joint distribution of multiple image-domain

» Finding tuples of corresponding domain can be difficult, even impossible

» Recently introduced Generative Adversarial Nets (GANs) proven to be useful

» We show several recent related works based on GANs




Related work-GANs

“Generative adversarial nets” Goodfellow et al., NIPS 2014 Ge”eraﬂV‘: Ad\liersa rial
etwor

» Learns a generative network and a discriminative network
with competing losses

Latent
Space

» Generative net: map a random vector to a realistic image

» Discriminative net: distinguish generated image from real ‘

one E

minmax V(D, G) = Egpy, ()[108 D(@)] + Eznp, () [log(1 — D(G(2)))].

Related work- Image to Image
Translation

“Image-to-image translation with conditional adversarial networks” Isola et al., arXiv preprint
» Introduce GAN to image-to-image translation problem
» Use paired training data
» Upper bound for the problem

‘CCGAN(Gi D) :Er,ywpda:a(ﬁ:,y) [logD(m, y)]+
B npaora(@),zvp- (0 [108(1 — D(z, G(z, 2))],

L11(G) = Em,y'vpdam(x,y),Z~pz(z) (ly — G(z, 2)||1].

G* = argrrgnmgxﬁcGAN(G, D)+ AL (G).

6/1/2017



Related work-CGANSs

» learn a joint distribution of multi-domain with:
» Only marginal distribution of individual domains
» No joint distribution of multi-domain images are needed
» Via a coupled net architecture

Generators

| weight sharing |

9,(2)

GAN,

“Couple generative adversarial networks” Liu et al., NIPS 2016

GAN, 0,2 f1912)
‘ i | ; C

‘ f; 2(922)

V(f1, f2:91,92) = Exnpx, [~ 108 f1(x1)] + Egrpy [~ log(1 — fi(91(2)))]
+ Exanpx, [~ log f2(x2)] + Eznpz [~ log(1 — f2(g2(2)))].

Learning from simulated and unsupervised
images through adversarial training

al., arXiv preprint

» To refine a synthetic image to be as close to a real one
Lp(9) = =D _log(Dy(%)) = D log(1 = Dy(y;)-

Lr(0) =— Zlog(l — Dg(Reo(xi)))

+A[Ro(x:) — i1,

Synthetic / @\ Refined

o .W‘

Discriminat
D

Real vs Refined ~—]

Unlabeled real

“Learning from simulated and unsupervised images through adversarial training” Shrivastave et

Algorithm 1: Adversarial training of refiner net-
work Ry

Input: Sets of synthetic images x; € X', and real
images y; € ), max number of steps (7)),
number of discriminator network updates
per step (K4), number of generative
network updates per step (K,).

Output: ConvNet model Rg.

fort=1,...,Tdo

fork=1,...,K,do

1. Sample a mini-batch of synthetic images

X;.

2. Update 6 by taking a SGD step on

mini-batch loss L (6) in (4) .

end

fork=1,...,Ksdo

1. Sample a mini-batch of synthetic images

X;, and real images y;.

2. Compute X; = Rg(x;) with current 6.

3. Update ¢ by taking a SGD step on

mini-batch loss £p(¢) in (2).

end
end
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Related work-Adversarial feature
learning

“Adversarial feature learning” Donahue et al., arXiv preprint

The BiGAN training objective is defined as a minimax objective

efoguane V(D,E,G) 2
where
V(D,E,G) = Exnpx [Eaupp(jx) 108 D(%,2)] | + Eznpy [ Exmpo(-lz) [log (1 — D(x,2))]].
log D(x,E(x)) log(1-D(G(z),2z))
3
features data
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Figure 1: The structure of Bidirectional Generative Adversarial Networks (BiGAN).
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Learning to discover cross-domain relations
with generative adversarial networks

“Learning to discover cross-domain relations with generative adversarial networks” Kim et al.,

ICLR 2017
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(@) Learning cross-domain relations without any extra label
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(b) Handbag images (input) & Generated shoe images (output)
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(c) Shoe images (input) & Generated handbag images (output)
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Paired and Unpaired Image to Image

Translation

»Paired Training data- y, .
»Paired Training data- y; Paiiad Unpaired
corresponding to each x; is given i Y;

X

»Unpaired data- No information { 209 ‘ } f
- 7

provided as to which x;

'
corresponds to which y; { ; j }
O
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What 1s a Cyclic Model?

»Gmaps XtoY
»F is inverse mapping from Y to X G
»Dy and Dy are discriminators X /\ Y

Adversarial Loss

G: XY
G* =argming maxp, Lgan(G, Dy, X,Y) /\
F:Y > X X Y
F* = argming maxp, Lcan(F,Dx,Y, X) \—/
where, l F l
Loan(G, Dy, X,Y) :Eywpdma(y) [log Dy (y)]

' Dx Dy

o) [l08(1 = Dy (G(2))]




Why do we need Cyclic loss?

&
/-\ - R

G

/"‘\

o Vi A1 e

cycle-consistency | .. >
loss ' \.&.. =

cycle-consistency

\K ..... - loss

Cycle Consistency Loss

* Forward Cycle Consistency
z — G(z) - F(G(x) ~ z

* Backward Cycle Consistency
y = Fy) » GEWY) =y

* Cycle Consistency Loss
Leye(G, F) =Eprppu (@) [I1F(G(2)) — 2[|1]

+Ey~mm(y}[“G(F(y)) — yll4]

&
™ =
~__7| X
X 4
cycle-consistency | .. \ >
loss *
e
F
cycle-consistency
ﬁ".\s ..... loss
_®
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The complete Objective Function

L(G,F,Dy,Dy) = Lean(G, Dy, X,Y) + Loan (F, Dy, X,Y) + AL¢yc (G, F)
where, A controls relative importance of the two objective functions

* The objective is to solve-

G*,F* = argmin max L(G, F, Dx,Dy)
F,G D,,Dy

* For implementation purpose we use-

Lis6an(G, Dy, X,Y) =Eympiu ) [(Dy (1) = 1)?] +E (o [Py (G ()]

* Srivastava et al. - Learning from simulated and unsupervised images through
adversarial training.

Network Architecture

Generator Architecture-

I

=Johnson et. al- Perceptual Losses for Real-Time
Style Transfer and Super-Resolution

=If size of image- 256x256 or higher- 9 Residual
blocks [

=If size of image 128x128- 6 Residual Blocks

|
$0|g [EnpisaY 6

| 4_ ‘l
e p- By

| dk3n64s2pl-InstNorm-Relu |

[ dk3n32s2p1-InstNorm-Relu |
Y

[ 'k7n3s1p3-Tanh |
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Discriminator Architecture

Outline

4) Quantitative Evaluation of Results

5) Qualitative Comparison and Applications
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Quantitative Evaluation

First compare their approach against recent methods for unpaired image-to-image translation on
paired datasets.

»Error Metric:

1.  Amazon Mechanical Turk (AMT) perceptual loss: Each participant will be shown pairs of
images and asked to click on the image they thought is correct. The rate at which the algorithm
fools the participants is recorded.

2.  Fully-Connected Network (FCN) score: First apply FCN to the image and then compute the
semantic segmentation metrics by comparing with the ground-truth label.

3. Semantic segmentation metrics: Three metrics are used: per-pixel accuracy, mean class loU and
per-class accuracy.

Per-pixel accuracy: The number of corrected labled pixels

The total number of pixels
Per-class accuracy: the per-pixel accuracy for each class.
mean class IoU: The Intersection of Pixel with the same label

The Union of Pixel with the same label

Quantitative Evaluation

> Baselines:

1. CoGAN: The method learns two generators. The two generators share the weights for
the first few layers so they can learn similar latent representation.

2. Pixel loss + GAN: Requires the generated image to be similar to the input images by
adding a pixel-wise identity loss.

3. Feature loss + GAN: Similar to Pixel loss + GAN, but replaces the pixel-wise identity
loss with a perceptual loss, which is the L1 distance in the deep learning feature space.

4. BiGAN: Jointly learn two generator so that the joint distribution of the input domain and
output domain can be similar. Please refer to the original paper for more detail.

5. pix2pix: Directly trained with paired image. The results should be better than all the
other methods listed above. Used as an upper bound.

14
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» Map < Aerial

Input  BIGAN  CoGAN

Quantitative Evaluation

Map — Photo Photo — Map
Loss 9% Turkers labeled real % Turkers labeled real
CoGAN [27] 0.6% + 0.5% 0.9% + 0.5%
BiGAN [0, 5] 2.1% + 1.0% 1.9% + 0.9%
Pixel loss + GAN [+1] 0.7% £+ 0.5% 2.6% +1.1%
Feature loss + GAN 1.2% + 0.6% 0.3% £+ 0.2%
CycleGAN (ours) 26.8% + 2.8% 23.2% + 3.4%

Table 1: AMT “real vs fake” test on maps<aerial photos.
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> Photo < Label

Input 1GAN "~ CoGAN featureGAN pixel GAN CycleGAN pix2pixGAN Gt

Quantitative Evaluation

Loss Per-pixel acc. Per-class acc. Class IOU
CoGAN [27] 0.40 0.10 0.06
BiGAN [0, 5] 0.19 0.06 0.02
Pixel loss + GAN [4]] 0.20 0.10 0.0
Feature loss + GAN 0.07 0.04 0.01
CycleGAN (ours) 0.52 0.17 0.11
pix2pix [18] 0.71 0.25 0.18

Table 2: FCN-scores for different methods, evaluated on
Cityscapes labels—photos.
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Quantitative Evaluation

Loss Per-pixel acc. Per-class ace.  Class IOU
CoGAN [27] 0.45 0.11 0.08
BiGAN [6, 5] 0.41 0.13 0.07
Pixel loss + GAN [ 1] 0.47 0.11 0.07
Feature loss + GAN 0.50 0.10 0.06
CycleGAN (ours) 0.58 0.22 0.16
pix2pix [18] 0.85 0.40 0.32

Table 3: Classification performance of photo—labels for
different methods on cityscapes.

Outline

5) Qualitative Comparison and Applications
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Qualitative Comparison and Applications

Object transfiguration

apple < orange
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Object transfiguration

horse <> zebra

Style Transfer

Photo Monet Van Gogh Ukiyo-e
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Comparison with previous style transfer work (Gatys et al.)

CycleGAN does a much better job in combining the different images of the same style together.

Season Transfer

Real Summer Generated Winter Real Winter Generated Summer
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Failure Cases
Input Output

apple — orange

e

A
I

dog — cat

winter = summer

Monet — photo

photo — Ukiyo-e

photo — Van Gogh

iPhone photo — DSLR photo

Failure Cases

6/1/2017
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Summary

1. We present a new generative adversarial network (GAN) architectures for unpaired image
translation.

2. The key difference from previous methods is a cycle consistency loss which help regularize the
image translation process.

3. Experiments show significant improvements compared with single GAN model.

Future Work

»Handling more varied and extreme transformations, especially geometric changes, is an
important problem for future work.

»Results not very comparable to Paired Image to Image Translation. Therefore, integrating weak
or semi-supervised data may lead to substantially more powerful translators.

»Exploring more applications of the model such as- Face Conversion
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