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Motivation: Video Captioning

« Generating one or more
sentences describing a video.

* A critical step to Al

* Applications
* Video retrieval
« Automatic video subtitling
 Blind navigation

~
Roomba Driver

The cat sat on a roomba driver as it moved around the floor.

https://www.youtube.com/watch?v=L0O-jv8glYVI



https://www.youtube.com/watch?v=LQ-jv8g1YVI

Motivation: Video Captioning

« Comparison with image captioning
 Video has temporal information.
« Captions should describe appearance and actions.
« A paragraph is fundamental for long videos.



Motivation: Video Captioning

For longer videos, a sentence is not enough.

The person is cooking.




Motivation: Video Captioning

For longer videos, a sentence is not enough.

i

The person walked into the kitchen.

The person took out a cutting board and a
knife.

The person took a cucumber out of the
refrigerator.

The person took a plate out of the cabinet.
The person washed the cucumber at the sink.
The person sliced the cucumber with the knife.
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There is no one.

A/The person entered a/the room.
A/The person is standing in front of a/the door. Natural IanEuaEe text
A/The person went near a/the table. A person entered the room.

Translation into nalum] language

A person went tuward the table.

Kojima, A., Tamura, T., & Fukunaga, K. (2002). Natural language description of human activities from video images based on concept hierarchy of
actions. International Journal of Computer Vision, 50(2), 171-184.



Input Video

o i
BNC

Statistical Models L = )
== WaCkypedia_EN
. GigaWord ki
* Identify subject, verb and objects (SVO) i I[ 1" e G°°83'2N8'a'1'5 4

triplets using text-mined knowledge it ol keerr?i%%oz'“ | =
- Generate candidate sentences e T
« Rank sentences using a statistical language [sxpan:;/rbset VOLargage | [ s
models trained on web-scale data I J ‘
7.4 8,
* Do not perform well on large-scale dataset Content Planning <person, ride , motorbike>
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MultiLevel A\ V4
Surface Realization A person is riding a motorcycle

Proposed: A person is riding a motorbike.
Baseline: A person plays a bicycle.
&= Ground truth: A man is riding a motorcycle.

Proposed: A person is riding a horse.
Baseline: A person plays a cat.

% Ground truth: A woman is riding on a horse.
URL: http://www.youtube.com/watch?v=X09MVEENMbc

Krishnamoorthy, Niveda, et al. "Generating Natural-Language Video Descriptions Using Text-Mined Knowledge." AAAI. Vol. 1. 2013. 8



Deep Neural Network

« A general approach
 Encoder-Decoder Framework

Input video
* Encoder L
« Convolution Neural Network(CNN) Encoder(CNN)
* Object Detection
* Decoder . 4
 LSTM unit or variant Feature vector
» Generate sentence, a sequence of ‘
words '(>
Decoder(RNN)

* Plus ‘

 Attention Mechanism _ .
Generated Sentence: The person is cutting carrot
Ground Truth: the person was cooking.



Hierarchy

’“\_,‘_V

* Video L

C

C

C

C

C

C

C

 Video temporal structures are layered

 Action: Blowing candles -> cutting cake ->
eating cake

 Hierarchical Recurrent Neural Encoder (HRNE)

e Text
* A sentence is hierarchical

The: person: took out some potatoes.

The person peeled the potatoes.

(b) Hierarchical Recurrent Neural Encoder
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Model Overview

A Hierarchical Neural Network
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Model Overview

(a) Sentence Generator

(b) Paragraph Generator
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Gated Recurrent Unit

Simplification of the Long Short-
Term Memory Architecture

Capture long-term temporal
iInformation.

More simple and takes less
calculation.
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Gated Recurrent Unit

Simplification of the Long Short-
Term Memory Architecture

Layers:
* Reset gate: r
« Update gate: z
« Hidden state: h
* Input: x
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Gated Recurrent Unit

Simplification of the Long Short-
Term Memory Architecture

Layers:
rt =c(W,xt +U,ht"1+b,)

zt = oc(W,xt + U,ht 1 + b))
HE = (]b(WhXt ~+ Uh(rt @ ht_l) + bh)
hy =2t Oht"1+ (1-z)Oh
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Sentence Generator
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Sentence Generator

» A sentence Is generated word by word through a RNN with
Gated Recurrent Units.

 The embedding and softmax layer use two transposed weight
matrix.
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Video Features

* Appearance

 VGG-16 (Simonyan et al., 2015), pre-trained on ImageNet dataset

e Action

« C3D (Tran et al., 2015), pre-trained on Sports-1M dataset

* Dense Trajectories + Fisher Vector (Wang et al., 2011)

Video Feature Pool

[

Appearance Feature Pool

7

Action Feature Pool
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Attention Model

In captioning, we should model both spatial and temporal
attention.
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Attention Model

In captioning, we should model both spatial and temporal
attention.
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Attention Model

Video Feature Pool

Sequential Softmax
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Attention |l
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Il Attention |
Recurrent |
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Attention Model

* Video Feature Pool: a series of feature vectors {vy, v,, ..., Vi }
 Attention Layer | and Il project vector to a scalar

gt = wlp(W,v,,, + Usht ™1 + b, )
« Softmax Layer:

gt - exp(qm)
"IN en(d))
* Weighted Average Layer: .
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Attention Model

i—1 i i+1

Feature pool

Attention weights

Previous recurrent state

Average feature

\
L

Same procedure for each channel.
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Paragraph Generator

(a) Sentence Generator

(b) Paragraph Generator
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Paragraph Generator Unrolled
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Word

Paragraph Generator | embedings

Average Word Embedding Last State of RNN 1
* Input \ _/
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Model Overview

A Hierarchical Neural Network
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Model Unrolled
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Training: Cost function

* The likelihood of generating a word
(= activation value In softmax layer)

Weighted Average

mn " 4 ,
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* The cost of generating a word = - log(P)

* The cost of generating a paragraph
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Generation with Beam Search
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Beam Search
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YouTubeClips

« Short video clips (9 seconds
on average) downloaded from
YouTube

* 1,970 videos, ~80k video-
sentence pairs, 12k unique
words

« Generate one sentence for a
video
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YouTubeClips

* Features
* Object appearance: VGG-16, pre-trained on ImageNet
 Action: C3D, pre-trained on Sports-1M dataset

C3D
 Evaluation Metrics f—g &g 3l
« BLEU : overlap S ¥ S had |
« METEOR: alignment
 CIDEr : cosine similarity pre-trained 3D ConvNet

\What Objects?

¥x
What Scene?

\What Actions?,
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YouTubeClips

B@l B@2 B@3 B@4 | M C
LSTM-YT [43] | - i -~ 03330291 ] -
S2VT [47] i i : - ] 0208 | -
MM-VDN [54] | - i - 0376 | 0290 | -
TA [56] 0.800 0.647 0.526 0.419 | 0.296 | 0.517
LSTM-E [32] | 0.788 0.660 0.554 0453 | 0.310 | -
h-RNN-Vgg | 0.773 0.645 0546 0.443 | 0311 | 0.621
h-RNN-C3D | 0.797 0.679 0.579 0.474 | 0.303 | 0.536
h-RNN (Ours) | 0.815 0.704 0.604 0.499 | 0.326 | 0.658

Table 1. Results on YouTubeClips, where B, M, and C are short
for BLEU, METEOR, and CIDETr respectively.



TACo0S-MultiLevel

185 long video clips (6 mins on average) for daily cooking
scenarios

« Manually annotated <Intervals , sentence> pair
* 16,145 Intervals, 52,478 sentence
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TACo0S-MultiLevel

« Small Object Detection
« Optical Flow to detect actors

« Extract K(=3~5) image patches near
the actor

« Compute VggNet feature for each
patch

« Motion and Activity
* Fine-grained cooking activity
* Dense Trajectories, Fisher vector
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Result

CRF-T [37] 0.564 0447 0.332 0.253 | 0.260 | 1.248
CRF-M [30] 0.584 0.467 0.352 0.273 | 0.272 | 1.347
LRCN [11] 0.593 0482 0.370 0.292 | 0.282 | 1.534
h-RNN-Vgg 0.561 0.445 0.329 0.256 | 0.260 | 1.267
h RNN-DT 0.557 0451 0.346 0.274 | 0.261 | 1.400

RNN-sent : For each sentence, the initial state of the sentence generator is set to zero.

RNN-cat : For each paragraph, the initial state of the sentence generator is set to zero.
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Result

_l Duplicate

The person took out a cutting board from the drawer.
RNN-sent: The person got a knife and a cutting board from the drawer.
The person cut the ends off the cutting board.

The person took out a cutting board.
h-RNN: The person got a knife from the drawer.
The person cut the cucumber on the cutting board.




Result

CRF-T [37] 0.564 0447 0.332 0.253 | 0.260 | 1.248
CRF-M [30] 0.584 0.467 0.352 0.273 | 0.272 | 1.347
LRCN [11] 0.593 0482 0.370 0.292 | 0.282 | 1.534
h-RNN-Vgg 0.561 0.445 0.329 0.256 | 0.260 | 1.267
h-RNN-DT 0.557 0451 0.346 0.274 | 0.261 | 1.400
RNN-sent 0.568 0.469 0.367 0.295 | 0.278 | 1.580

RNN-sent : For each sentence, the initial state of the sentence generator is set to zero.

RNN-cat : For each paragraph, the initial state of the sentence generator is set to zero.
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Result

Human Evaluation on Amazon Mechanical Turk

Amazon Mechanical Turk (AMT): side-by-side comparison

Which of the two sentences better describes the video?
1. the first 2. the second. 3. Equally good or bad

h-RNN | RNN-cat | Equally good or bad | Total
773 472 3069 4314




Summary

A hierarchical-RNN framework for video paragraph captioning.

* Models inter-sentence dependency to generate a sequence of sentences
given video data.

« Experimentally shown to generate a paragraph for a long video.
« Outperform state of the art results.
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Limitations & Future Work

 Information flowing from the beginning to the end, not also in the reverse
way.
 Using bidirectional RNN for sentences generation.

 Suffering from a known problem of discrepancy between objective function
used by training and the one used by generation.
» Using Scheduled Sampling in training.
 Directly optimize the metric used at test time.
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Limitations & Future Work

« Having difficulty handling very small objects.
« Still remaining a difficult problem.

... The person sliced the
& D e D

mango
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