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Many machine learning and computer vision problems (clustering, classification) make use of a distance.
Starting with [20], it has been shown that it is possible to learn a suitably parametrized distance metric.
For this project, we propose a new way of learning multiple metrics for the same dataset. We propose a
formulation which shares dimensions of a common low-rank space. This metric not only allows us to pool
information across categorization tasks, but can be used tounderstand which common stimulus dimensions
are used by the algorithm.

1 Introduction

We can make Euclidean distance more flexible by applying a linear transformation to our variables. Instead
of computing distance betweenx, we compute distances after applying a linear transformationL to our ex-
amples. We compute a matrixM asLT L = M. Our distance function d(i, j) becomes squared Mahalanobis
distance.

d(i, j) = (xi − xj)
T M(xi − xj). (1)

The Mahalanobis distance is defined using the inverse covariance matrixM = Σ−1: in distance metric
learning we instead learn a matrix M during our training It isimportant thatM is a symmetric, positive
semidefinite matrix, which we write asM � 0. Note that withM equal to the identity matrix, this formula
is simply euclidean distance. WithM as a diagonal matrix, the size of diagonal elements controlsthe
importance of the variables.

Mahalanobis distance preserves all the metric properties of Euclidean Distance. For our task, we relax the
identity assumption: two different objects could have distance0. The interpretation is that for our task, these
objects are close enough to be indistinguishable. Note thatall the distance metrics learned in the literature
violate this assumption and are technically pseudometrics: we refer to them as metrics in the sequel to
preserve readability.

Relaxing the positive semidefinite constraint onM breaks the definition of a distance metric.

Consider eigendecomposition of M:

UT ΣU = M (2)

diag(Σ) = λ (3)
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Now we rewrite our metric in terms of the eigendecomposition.

d(i, j) = (xi − xj)
TUT ΣU(xi − xj) (4)

Assume that one eigenvalueλn is negative. Then by scaling our examples in the direction ofthe correspond-
ing eigenvector, we can make the distances negative.

1.1 Metrics are Embeddings

If we rewrite our metric asLTL,

d(i, j) = (xi − xj)
T LTL(xi − xj) (5)

d(i, j) = (xT
i LT − xT

j LT )(Lxi − Lxj) (6)

d(i, j) = (Lxi − Lxj)
T (Lxi − Lxj) (7)

we can show that the metric is equivalent to euclidean distance after we multiply byL to project each data
point into a new space. In some formulationsL may be low-rank, and thus the metric corresponds to a super-
vised dimensionality reduction (compare to multidimensional scaling). In a linear setting, distances can also
be computed from the matrix of inner products between data points, and metric learning is a reformulation
of learning the kernel.

2 Metric Learning

Several different formulations have been proposed for metric learning. Our algorithm is based on the Large-
Margin nearest neighbor [18] formulation for distance metric learning.

Here we have a vector of labelsy, and denote the labels for each data pointi asy(i). Data points are x and
have length n, so our goal is to learn an n x n matrix, M. For terms which have the same labeli, j, a term
appears in the objective to minimize the pairwise distance between points, pulling points in the same class
together. For points which are in different classes (pointk) there is an inequality

d(i, k) ≥ d(i, j) (8)

which we reformulate with a margin as

d(i, k) − d(i, j) ≥ 1 (9)

and finally introduce a corresponding slack variable

d(i, k) − d(i, j) ≥ 1 − ξijk (10)

for cases where we cannot enforce every inequality constraint.

The resulting optimization problem is a semi-definite program

minimize 1T ξijk +
∑

y(j)=y(i) d(i, j)

subject to 1 − ξijk ≤ d(i, k) − d(i, j)
M � 0
ξijk ≥ 0

(11)

where1 is a column vector of ones.
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2.1 Information-Theoretic Metric Learning

We also compared our algorithm to ITML [7]. The ITML formulation has both the distance constraints
(similar to before), and a log-det divergence term in the objective. The log-det divergence minimizes distance
betweenM and an input matrixM0, this is also equivalent to a KL divergence between the two metrics. The
resulting problem looks like this

minimizeTr(MM−1
0 ) − log det(MM−1

0 ) − n

subject tod(i, j) ≤ u

d(i, k) ≥ l

M � 0

and the log-det term adds two benefits. First, it provides a regularization (in their experiments and ours we
useM0 = I). Second, the particular structure of the objective and constraints allows use of the Bregman
projection algorithm [5], which iteratively enforces eachconstraint: importantly, the log-det divergence
ensures that the matrix remains positive semi-definite after each projection, with no eigen-decomposition
step required. Unfortunately the convergence rate of this algorithm is linear at best.

2.2 Other formulations of Metric Learning

The main differences in the metric learning literature fromthis approach are which constraints to enforce,
and the choice of regularization onM. For example you could makeM sparse, or penalize a Bregman
divergence to a PSD matrix [12, 7] [15]. Online algorithms for metric learning are used in [6, 16, 11].

Both formulations of metric learning we consider are Semidefinite programs. Having a semidefinite program
means that we know there is a global solution to minimize thisproblem, and we can use several methods to
find this solution. The bad news is that large SDPs can be difficult to solve, so distance metric learning nearly
always makes use of first-order techniques[20, 19, 17] or online learning [12, 6, 16, 11]. Many algorithms
(including [18, 16] use a projected gradient approach, where a gradient is calculated, the matrix is updated
and then projected back onto the cone of positive semidefinite matrices. Projected gradient methods are
conceptually simple and have nice properties including lowregret in online settings. The projection onto the
cone of PSD matrices consists of computing an eigendecomposition, truncating all negative eigenvalues to
zero, and then reassembling the matrix. The can be expensivedepending on the size of the matrix, making
the gradient method expensive at each iteration.

In one web-scale application [6, 11]M is regularized by penalizing distance from the previous parameter
values, additionallyM is not constrained to be positive semidefinite, or symmetric, which can cause the
resulting function learned to not be a metric: the authors hope that the large amount data will wash out any
possible non-metric badness.

3 Learning Multiple Metrics

We are interested in learning multiple distance metrics. Multiple metrics have been learned in computer
vision, such as in [1], or at the limit, learning one metric per image [10]. A related, but more general
idea in machine learning is multi-task learning [4], where there are multiple output labels for each training
point, and algorithms learn by sharing information betweentasks. In the image retrieval case, one possible
formulation of a multitask learning problem is to learn a one-vs-all classifier for each image category.
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In a recent paper [13], LMNN is extended to multi-task learning following an approach similar to [8], by
learning a combination of matrices: one general matrixM0 for the overall task, and anotherMt for each
individual task.

3.1 Shared Subspaces for Multiple Metrics

Another way to think of the neural-network approach to multi-task learning is to learn a low-dimensional
(nonlinear) embedding of the data points, and then to learn aclassifier operating in this space. The low
dimensional space is shared between tasks, and can be thought of as a supervised, nonlinear dimensionality
reduction. Extending this intuition to the linear case, we propose to learn a common low-rank matrixM
with factorsLT L. For each individual task, we’ll have a vectorwt along the diagonal of a matrixWt, so
that the metric for each task becomes

dt(i, j) = (xi − xj)
T (LT WtL)(xi − xj). (12)

Recalling our earlier observation that metric learning is embedding, this corresponds to learning a common
low-dimensional subspace for all tasks that we project intousingL.

This metric is reminiscent of the INDSCAL model for MDS[3] which is designed to perform MDS across
subjects in psychometrics experiments. Individual Differences SCALing finds a common low-dimensional
space to embed each subject’s data in, but each subject is allowed a diagonal scaling matrix, allowing some
flexibility to account for each subject’s responses.

Our motivation is partly aesthetic, as the individual metrics may be more understandable, and it seems
compelling that there may be common dimensions in image space useful for each task. A similar approach
is to learn multiple classifiers, and aggregate them [1], effectively embedding the points into binary space:
in contrast, we propose to embed the points in a continuous, low-dimensional euclidean space. With the
definition of metric in 12, our optimization problem becomes:

minimize
∑T

t=1

[

1T ξ
(t)
ijk +

∑

yt(j)=yt(i)
dt(i, j)

]

subject to 1 − ξ
(t)
ijk ≤ dt(i, k) − dt(i, j)

wt ≥ 0

ξ
(t)
ijk ≥ 0

(13)

The rank ofL is similar to the parameter in [1] for the number of “supercategories.” We will use the nuclear
norm heuristic [14], which is closest convex relaxation of rank to allow us to penalize the rank ofL. For a
symmetric metric, the nuclear norm is simply the trace. We solve for L instead ofM, and approach which
occurs in large-scale semidefinite programming. This choice trades convexity for elimination of the SDP
constraint, and has been shown to do well in the optimizationliterature [2]. The nuclear norm can then be
rewritten in terms ofL as the sum of two Frobenius Norms:

‖M‖
∗

= ‖L‖Fro + ‖L‖Fro

an approach which has been used profitably in large-scale matrix factorization problems.

3.2 Solver

As noted in [18], (and following their notation), although LMNN can be written as a semidefinite program,
in practice they solve the hinge loss formulation of the problem directly. The parameters areµ, a trade-off
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between the objective terms, andyil, which is 1 if i, l are in the same class and 0 otherwise. By cyclic
permutation of the trace, the terms in the distance are permuted inside the trace

d(i, j) = Tr((M(xi − xj)(xi − xj)
T ) (14)

and the latter term is collected asCij . The whole thing is then written as a hinge loss

ε(Mt) = (1 − µ)
∑

i,j i

Tr(MtCij) + µ
∑

j i,l

(1 − yil) [1 + Tr(MtCij) − Tr(MtCil)]+

The authors define a set of triplesN denoting combinations of pointsi, j, l such that the hinge loss is active.
They then write the (sub)gradient

Gt = (1 − µ)
∑

i,j i

Cij + µ
∑

(i,j,l)∈(N)

(Cij − Cil)

and take steps.

For our problem, we alternatively solve forL andWt

ε(L,Wt) =
1
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(1 − µ)
∑

i,j i

Tr(LT WtLCij) + µ
∑

j i,l

(1 − yil)
[

1 + Tr(LT WtLCij) − Tr(LT WtLCil)
]

+
+ λTr(LT L)





The derivatives are

∂ε

L
= (1 − µ)

∑

i,j i

WtLCij + µ
∑

(i,j,l)∈(N)

(WtLCij − WtLCil) + λL

∂ε

W
= (1 − µ)

∑

i,j i

LCijL
T + µ

∑

(i,j,l)∈(N)

(LCijL
T − LCilL

T )

We solve by alternating between steps down the gradient ofL and then inW. Due to the high cost of
computing the gradient, we stopped after 10 outer iterations, performing 50 steps inside the inner loop for
each gradient. Although we performed no quantitative test of convergence, the error had stopped decreasing
by this point.

4 Experiments

We compared our metric to ITML, LMNN and, as a straw man, Mahalanobis distance computed using the
inverse covariance of the training set. We used the IRIS dataset [9] and the Caltech 30 dataset from [1]: for
speed reasons we trained on only first three categories, and we performed PCA to reduce the dimensionality
to 10. We computed accuracy using a 3-knn classifier, and 2-fold cross validation (again for speed). Results
are show in Table 1. We perform as well as ITML and beat LMNN andthe straw man, however note we
only used the default parameters for each dataset, and that Iris is a very easy dataset to classify with KNN as
the classes are already well separated.

We also visualized the embeddings. In the figure the dots are training set points and the x’s are test set points.
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Algorithm Performance
Subspace 0.96

ITML 0.96
Mahalanobis 0.89
LMNN kNN 0.89

Table 1: Performance of metric learning algorithms. Our algorithm (shared subspace) is comparable to
ITML and out performs LMNN and the Mahalanobis distance computed from the inverse covariance of the
training set.
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Figure 1: Comparison of embeddings for metric learning algorithms. We usedL to project the data into the
space the classifier operates within, then used MDS to visualize it here. Note that the points in class 2 are
pulled more tightly together in our 2-vs-all classifiers as compared to the others, for example.
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5 Conclusions

We have shown that our model does learn metrics which are qualitatively different from the other metric
learning algorithms, and which have good performance. An especially pressing concern, however, is that
our algorithm is very slow: the convergence is okay, but the gradients themselves are expensive. We note
that the speed is an effect not only of the poor convergence offirst-order methods in general, but that the
gradients themselves are expensive to compute. Our implementation was totally naive, and would likely
benefit greatly from the strategies in [18] such as keeping anactive set of points that violate the hinge loss.
We further note that the authors of LMNN and ITML implementedboth of them in C for speed, and still that
these models take qualitatively longer to train than, say, asupport vector machine. We plan to pursue faster
solvers of both the LMNN and Bregman projection variety. Finally, we could try taking stochastic gradient
steps in the hinge loss, instead of computing the entire gradient at each iteration.

Our comparison carries an important caveat, as we should have done a 1-vs-all classifier for the other metrics
for fairness. There is a multi-task variant of LMNN [13] which has code available, unfortunately we were
unable to compile neither this nor the faster LMNN code.

We feel that this approach is promising and plan to speed up the solver and try more interesting datasets.
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