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Abstract

The Bundler algorithm is a structure from motion algo-
rithm that produces point clouds from lists of unordered im-
ages. While Agarwal et al have demonstrated that the algo-
rithm can produce accurate point clouds efficiently for very
large datasets, they also list several ”research challenges,”
including scale, variability of images, and accuracy. In this
paper, we analyze the performance of the algorithm in these
areas, using a variety of metrics.

1. Introduction

The Bundler algorithm is a structure from motion algo-
rithm that produces point clouds from lists of unordered im-
ages. While Agarwal et al[1, 4, 5] have demonstrated that
the algorithm can produce accurate point clouds efficiently
for very large datasets, they also list several ”research chal-
lenges,” including scale, variability of images, and accu-
racy. In this project, we analyze the performance of the
algorithm in various ways, such as accuracy in identifying
points, camera positions, amount of noise, and robustness
with respect to varying inputs.

2. Bundler Algorithm

As stated previously, the Bundler algorithm is a structure
from motion algorithm that produces point clouds from lists
of unordered images. The algorithm is available as a stan-
dalone program, but the algorithm is actually composed of
several stand-alone parts. The algorithm first identifies fea-
ture points using the SIFT algorithm[3], finds correspon-
dences between each image pair using approximage nearest
neighbor by Arya et al (1998)[2], and then uses RANSAC
to estimate a fundamental matrix. The final parameters and
3D locations for each camera are then recoverd using their
bundle adjustment algorithm, which involves recovery us-
ing nonlinear least squares methods, such as Levenberg-
Marquardt.

3. Accuracy Metrics
A major problem with the project is the difficulty in em-

pirically measuring accuracy. In order to empirically mea-
sure the accuracy of the Bundler algorithm, we must com-
pare the output of the algorithm to ground truth coordinates.
There are two takss that must first be done, however, before
we can make this comparison. First, we must find accu-
rate ground truth points to compare the Bundler point cloud
against. This is not a trivial task, as the object to be recon-
structed may not have an accurate list of its entire geome-
try. Second, the Bundler point cloud must itself be aligned
with the ground truth points. Since all SfM algorithms are
arbitrary to a scale factor, this means that the Bundler point
cloud may be off by a similarity transform (rotation, transla-
tion, and scale). Once these two tasks have been completed,
a Euclidean distance can be taken between each Bundler
point and its nearest neighbor.

We solved the first task of ground truth points by using
synthetic data found in the Stanford 3D Scanning Repos-
itory (http://graphics.stanford.edu/data/
3Dscanrep/). The datasets available in the repository
are of high quality ( 500,000 vetices), and easily read by
a high quality 3D modeling program, such as 3D Studio
Max. In this project, we used 3D Studio Max to texture and
light 3 models from the repository: the bunny, the dragon,
and the happy buddha. We then ray traced each object 100
times, at various angles around the object. Figure 1 shows
example photos of each collection of pictures.

The second task, aligning the data, proved to be much
more difficult. We first tried to use Iterative Closest Point
to align the point clouds, however this resulted in the al-
gorithm shrinking the Bundler cloud to a small ball, and
translating it to the center of the model (figure 2). We also
attempted to use correspondence methods described in the
course, specifically Scott Longuet-Higgins and Hungarian,
and then estimate a similarity transform from there, how-
ever the SLH algorithm proved to be computationally in-
tractable due to the 3D model’s high number of polygons,
and the Hungarian algorithm simply produced garbage as an
output. Alignment by hand was also attempted, but quickly
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abandoned due to both its tediousness and its inherent inac-
curacy.

More generally, these methods present a number of prob-
lems regardless of the methods, or quality of the results. In
general, once the Bundler point cloud is aligned, and dis-
tances are measured, one cannot be sure whether the error
is due to the Bundler algorithm, or the point alignment al-
gorithm. Even if this was somehow accounted for, there
still remains a problem that the ground truth point cloud
is very dense, and correspondences are not guaranteed to
be correct. One can imagine a situation where a false cor-
respondence is found, but because the ground truth point
cloud is so dense, the Bundler point is matched with very
low Euclidean distance to an incorrect point, giving an ar-
tificially high level of accuracy. Ultimiately, this method
was abandoned due to time pressure and the degree of dif-
ficulty. Further study of this problem should be performed
in the future for more quantitative analysis of the Bundler
algorithm, and in fact any SfM algorithm.

4. Qualitative Measurements
Barring more quantitative measurements, we decided to

use more qualitative means to judge the quality of results.
We found that the quality of the point clouds depended on
many factors, some common to all SfM algorithms, and
some that were more surprising.

4.1. Specularity

In general, the algorithm fared poorly with objects that
had high specularity. In a reconstruction of a pewter helmet,
an object with high specularity, the algorithm fared poorly,
only registering a small fraction of the camera locations and
generating a very sparse and noisy point cloud (figure 3). In
general, these are problems that all SfM algorithms tend to
show; a human observing pictures of the helmet, however,
would have no problem getting an accurate sense of the 3D
geometry.

4.2. Color Range

As seen above in figure 3, the algorithm did not fare
well with highly monochrome objects. Figure 4 shows an-
other example of a smooth, highly monochrome object that
was unable to be reconstructed accurately. This is to be ex-
pected, as without any texture, the amount of feature points
able to be extracted is low.

4.3. Object Size

One surprising result is that object size seemed to affect
the quality of the output as well. In general, smaller ob-
jects fared poorly, such as the helmet (figure 3), the duck
(figure 4), and the fish (figure 5). This may be due to the
algorithm not being able to account for subtle effects such
as lens distortion at the macro scale.

(a) The bunny model

(b) The dragon model

(c) The happy buddha model

Figure 1: Example views of the synthetic data.

4.4. Resolution

Perhaps the most surprising result is that photo resolu-
tion affected the algorithm substantially. Bundler was run
on a set of photos of Sungod, one at a native 1600x1200
camera resolution, and another at a resized 1024x768. The
original resolution fared much better than the resized one;
results can be seen in figure 6. Not only did the native reso-



Figure 2: Output of the ICP algorithm.

(a) Picture of the pewter helmet

(b) Point cloud generated by Bundler. View is from behind the
frontal cameras (in red/yellow/green)

Figure 3: The pewter helmet model.

lution set register many more cameras, it also reconstructed
the model with a much higher density of points and a much,
much lower amount of noise.

(a) Picture of the duck

(b) Point cloud generated by Bundler. View is from behind the
frontal cameras (in red/yellow/green)

Figure 4: The duck model.

4.5. Quality of Failure

In general, in non-ideal situations, the Bundler algorithm
fails in two specific ways that make the output difficult to
use. First, unregistered cameras tend to be grouped to-
gether; instead of removing random cameras from a variety
of locations, whole areas of cameras (e.g. cameras point-
ing at the back of an object) tend to disappear. Second, the
outputs tend to be noisy - many falsely registered points are
shown in the scene, making surface reconstruction difficult
(figure 7). In general, these points must be removed if sur-
face reconstruction is desired, and this can be a tedious and
time consuming manual task.

5. Conclusions & Further Work
While an impressive piece of software, the Bundler al-

gorithm still clearly has flaws that should be addressed be-
fore it can be considered a highly robust and easy to use
“black box” tool for 3D reconstruction. The sensitivity to
resolution and object size, and the standard problems with
specularity and smooth, monochrome surfaces compounded



(a) Picture of the fish

(b) Point cloud generated by Bundler. View is from behind the
frontal cameras (in red/yellow/green)

Figure 5: The fish model.

with the nature of the failures (high noise, entire segments
of unregistered points) make this algorithm difficult to sim-
ply plug in to a work flow; significant time must still be
invested to do manual tweaking. Going forward, an empiri-
cal system of measuring accuracy would be very useful, and
is a clear area of further exploration.
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(a) Point cloud generated from the native resolution photos.

(b) Point cloud generated from the resized photos.

Figure 6: A comparison of the two outputs generated from
different picture resolutions.
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(a) Noise in the high resolution sungod point cloud.

(b) Noise in the low resolution sungod point cloud.

Figure 7: Examples of noise generated in the sungod
dataset.


