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Abstract

The goal of this project is to develop a portable struc-
tured light scanner which can capture the 3D structure of
arbitrarily warped printed text and then rectify it. The re-
sulting rectified text can then be sent to a standard OCR
engine for recognition and layout analysis. The rectified
image of the text can also be used as a reference image for
non-rigid surface detection. Pairing non-rigid surface de-
tection with the OCR results provides an infrastructure for
augmented reality applications. The system is wearable and
consists of a pico projector, a webcam, and a portable com-
puter. This project is part of an on going effort to implement
an assistive reading device for the visually impaired.

1. Introduction
Currently there exist several portable devices to assist vi-

sually impaired individuals in reading printed text; notably
the Intel Reader and the KNFB Reader. These devices work
well when the text being captured is printed on a surface that
is approximately planar. However, neither system corrects
for the distortion of curved text, let alone arbitrarily warped
text, which is prevalent (i.e. books, magazines, newspapers,
prescription drug bottles, etc.). Since OCR engines assume
that text is planar, these devices cannot handle distorted text.

The proposed device is designed to correct for the dis-
tortion of text printed on paper. Using structured light tech-
niques and finite element models, distorted text is virtually
flattened. The resulting image is post-processed to further
reduce distortion. Yielding a rectified image of the original
text.

The rectified image serves two purposes. First, it recov-
ers an approximation of the text in its planar state. Using
the rectified image as input to an OCR engine results in
better recognition rates. Second, there are real-time non-
rigid surface detection methods that assume an initial pla-
nar state [4]. Using OCR and non-rigid surface detection
together has the potential to provide a base for a variety of
augmented reality applications. The focus of this device is
to provide the visually impaired with easier and more natu-

ral access to printed text.

2. Rectification
2.1. Finite Element Modeling

Finite element modeling was chosen as the mechanism
for rectification out of many available methods. It has sev-
eral characteristics which make it suited to this application.
It allows for a simple, yet arbitrarily accurate representation
of paper. Using a discrete model allows for a compromise
between speed and fidelity to the data. The particular model
chosen is robust to the noise that will inevitably be present
in the range data.

2.2. Applicable Surfaces

Paper can be naturally modeled as an applicable surface,
which are the surfaces that are isometric with the plane.
The analytical definition of an applicable surface is cum-
bersome, which spurred research using applicable meshes
to model paper [5].

Here the modeling method described in [5] is summa-
rized. Using structured light techniques the 3D structure of
an arbitrarily warped reading material can be recovered as
a point cloud. An initially planar mesh is fit to this point
cloud. The mesh nodes are moved along the plane normal
towards the nearest data point. To become more robust to
noise the mesh nodes can be limited from moving to far
away. During the warping process the distance between the
mesh nodes changes. Thus the mesh is not generally appli-
cable to the plane after warping and it must be relaxed back
to that state. The mesh can naturally be modeled as a sys-
tem of springs with initial lengths corresponding to those of
original planar mesh. Minimizing the elastic energy in the
system restores the mesh to an applicable state.

2.3. Texture Mapping

The relaxed mesh has the same edge lengths as the orig-
inal planar mesh, but it now approximates the data. There
is a one to one mapping between these two meshes. This is
the isometry with the plane obtained by using an applicable
model. To rectify the text the final mesh is backprojected



Figure 1. Top:Text taped onto a book to follow its curvature.
Bottom: The rectified image using an applicable surface model.

to the image plane providing a texture map [5]. Applying
the texture map to the planar mesh warps it into a rectified
state. Figure 1 shows the result of this process applied to
text distorted by the curvature of a book.

2.4. Cylindrical Objects

There are many times in daily life that one encounters
printed text on cylindrical objects. The method described in
[5] works well for many situations. However, in the extreme
case of a cylindrical object the method does not perform as
well as it could.

This is a result of the initialization process and the re-
laxation of the mesh. The method starts with a planar mesh
and only allows the mesh nodes to move along the plane
normal. For most situations this is appropriate since paper,
even when warped, is normally near planar. However, when
an object is cylindrical this method performs poorly both in
terms of convergence and accuracy.

The problem with using a planar mesh is the fact that
all the mesh triangles have the same normal. The mesh tri-
angles near the edges of a cylindrical object will have nor-

mal vectors nearly perpendicular to their ideal value. Af-
ter warping the nodes along the normal, the nodes near the
edges will be far apart. This results in an initial model that
has more elastic energy near the edges.

When relaxing the mesh two things occur that result in
a poor model. First, the surface area of the initial mesh is
not large enough to cover the visible portion of the cylinder.
This is because the bounding box of the object’s projection
on the plane is used to determine the extent of the mesh.
During relaxation there is dramatic shrinking causing the
model to lose information. Second, the nodes on the edges
are only connected on one side to the system of springs,
making them prone to curl and warp. The additional elas-
tic energy associated with these nodes only exacerbates this
distortion of the model. Which affects the final image, as is
apparent in figure 2.b near the periphery.

This poor performance suggests fitting a cylindrical
mesh to the data instead of a planar mesh. The same pro-
cess as before can be used to rectify the text. In the common
case cylindrical objects are smooth and the initial mesh suf-
ficiently approximates the data. Thus the warping and relax-
ation steps can be skipped. This gives a tremendous speed
up over the plane fitting method, since relaxation is slow
to converge in this case. It also results in a more accurate
model and therefore better rectification results. In figure 2.c
the result of the cylindrical fit is shown with considerably
more of the text rectified and less distortion near the edges.

There are some occasions when an object is only roughly
cylindrical and is possibly rough or bumpy. The initial fit
will not be accurate and it is necessary to warp the mesh as
before. The nodes should move towards the data along the
normal of the cylinder at the point. This can be made even
simpler by using polar coordinates and simply changing the
radius of the mesh node. This warped mesh can then be
relaxed in the same manner as before.

2.5. Post Processing

The rectified images from the previous step need to be
further processed to achieve accurate OCR results. OCR
engines make an additional assumption that the text base-
lines are straight. After rectification there is some resid-
ual distortion to the text baselines which must be corrected.
Software from [1] is used to further rectify the text. The
software corrects the text baseline distortion and filters the
image. Observe the results in figure 2.e-f, the text baselines
are approximately straight. To accomplish this background
normalization and binarization are first performed on the
image. Afterwards the lines going through the center of
the text are found using linear least squares. The contours
of the recovered lines is then used to rectify the text lines.
This method used without the initial rectification can fail as
is the case with figure 2.d. However, when this software is
coupled with the applicable surface model, OCR recogni-



tion rates increase significantly.
For the rectified image of the book in figure 1 the soft-

ware from [1] was not able to find the baselines after bina-
rization. This could be caused in part by the slightly rotated
orientation, but the poor resolution is more likely the cause.

2.6. Preliminary Results

The images from figure 2.d-f were fed into the Tesseract
OCR engine, the results are shown in figure 3. Both the
plane and cylinder methods produce improved OCR results.
The cylinder model gives better results, but that is expected
for this case.

It is apparent that the text that is recognized is highly
visible in the processed images. More precisely, text that is
more faint and feathered is not correctly recognized. Two
specific observations are that bold-face fonts and text that is
nearer to the center are recognized more consistently. Dur-
ing background normalization and binarization some pixel
information near the edges of the text is lost. The bold-face
fonts retain enough of their pixels after the process that they
are more readily recognized. This suggests that the resolu-
tion of the camera is one limiting factor to OCR recognition
rates. It is also not surprising that the text near the center
is recognized more often, since it was nearly rectified in the
original image. This is equivalent to saying that triangles
with normals facing the image plane are less distorted by
backprojection.

These observations suggest that recognition rates could
be improved by using a higher resolution camera and mul-
tiple views. The higher resolution camera will provide a
higher density of pixels and thus more text should be rec-
ognizable after post-processing. Using multiple views will
allow for the selection of the best texture map for a partic-
ular triangle, resulting in more successful rectification. In
addition, using multiple views allows for the construction
of a complete model of the reading material given a limited
field of view.

3. Non-Rigid Surface Detection

3.1. Problem Statement

An initial view of a non-rigid surface and a reference
mesh with equal edges is given. As well as a test image
and its correspondences to the reference image. The goal
is to find a transformation that warps the initial mesh to
fit the possibly deformed surface in the test image or de-
termine that the surface is not present. When finding such
a transformation it is important to fit the correspondences,
but smoothness is important to enforce to avoid over-fitting.
This can be modeled as a energy minimization problem as
in [4]. An example of non-rigid surface detection is shown
in figure 4.

3.2. User Interaction

In the proposed system non-rigid surface detection will
provide the mechanism for interaction. The rectified image
of the text can be used as the reference view. A regular mesh
can be generated to go along with this as the initial input to
the detection algorithm. At this point it is important to note
that OCR engines return not only recognized text, but also
positional information and document hierarchy. The refer-
ence mesh can be augmented with this meta-data. In this
way a specific mesh triangle will have information about
the text contained within it.

The non-rigid surface detection method proposed in [4]
is robust to occlusions. An example of this can be seen in
figure 5. In the presence of an occlusion the occluded fea-
ture points do not contribute to the calculation of the trans-
form. If a triangle is completely occluded than it is solely
influenced by the smoothness constraint. This causes the
occluded triangles to stay near their neighbors and remain
smooth.

To add interactivity to this system, pointing gestures
seem like a natural starting place. If a pointing gesture is
detected, non-rigid surface detection can be used to create
a local coordinate system. The location of the pointing ges-
ture in this coordinate system give access to the meta-data
registered to the mesh. This provides a mechanism to create
a more natural interaction with text. One possible applica-
tion is pointing to text and having it read aloud by a speech
synthesizer. Which is the first intended purpose for this sys-
tem.

4. Software Resources

Code from several sources was used to develop this sys-
tem. Currently the structured light system being used was
provided with [3]. It implements a system based on binary
coded patterns which is not conducive to an interactive ap-
plication. This will eventually need to be replaced by a real-
time technique possibly one of the methods discussed in [6].
I used Matlab, C++, OpenCV, OpenGL, Tesseract for OCR,
the camera calibration toolbox from Caltech, and an image
processing library called Leptonica [1]. I also used some
files from the Matlab exchange to perform basic steps such
as finding the bounding box [2].

5. Conclusion
With more work this system has the potential to give vi-

sually impaired people easy access to printed text. In the
future a device like this could help people read prescrip-
tion drug bottles, nutrition facts on canned food, menus at
restaurants, books, and possibly even wrinkly newspapers.
This system also has the potential for interactive use and
extension to augmented reality applications involving ges-
tures with printed text. This could be used to more naturally



interact with the text printed on paper and enhance the ex-
perience of sighted people as well.
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Figure 2. (a) A cylinder wrapped with text. (b) The result of de-
warping with the applicable surface model. (c) The result of de-
warping using a cylindrical model. (d-f) The result of binarization
and background normalization. As well as dewarping of the text
baselines for (e-f)
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Figure 3. From top to bottom: the ground truth with the visible
portion delimited,OCR results for the original image,OCR results
for the applicable surface model, OCR results for the cylindrical
model.



Figure 4. Top: the reference image and mesh. Bottom: the test
image with the appropriately warped mesh shown. Notice how
corresponding triangles contain the same text.

Figure 5. Top: the reference image and mesh. Bottom: the test
image with the appropriately warped mesh shown. Even in the
presence of occlusions corresponding triangles contain the same
text.


