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Abstract

 
The goal of this project was to create a Tic-Tac-Toe 
game that the users played by making X’s and O’s with 
their hands which was then detected by the Microsoft®  
Kinect.  
 
1. Overview
 
1.1 General Outline
 
Using Microsoft® Kinect I worked on the creation of 
a Tic-Tac-Toe game.  To play the users would make 
X’s and O’s with their hands and based on the location 
of their hands it would correspond to a location on the 
game board.

Example of an X.

Example of an O.
 
 

1.2 General Process
 
To determine the location of a user’s X or O I went 
with a general route.  Instead of simply focusing 
on which ninth of the board the X or O was in, I 
wanted to make my classifier as specific as possible.  
My classifier would find as precise as possible the 
location of the X or O, and then map that location to be 
somewhere in the 3x3 grid.

Successful detection of an O.
 

2. Final Classifier Creation Steps
 
To interpolate the data passed in and discover where 
the X or the O is I went about it the following way.
 
2.1 Creation of 3 ADTrees
 
1. Collect a lot of data.  I used 400 positive examples 
and 1600 negative examples for both Xs and Os.
 

       
A positive O and a X after background subtraction

 
 
 



2. Pre-generate a large amount of random values 
between 0 and 1 (at least 120,000 and more if desired), 
and store in a file.
 
3. Subtract the background of each frame by setting 
a threshold and everything over this threshold, 
corresponding to a distance, away is set as infinitely far 
away (pure black)
 
4. Using 4 of the pre-generated random numbers create 
2 points.  Each of the numbers represents the percent of 
the width or height of the image.
 
5. Using the depth data from Kinect and the points, 
compare the depth data each point.  If one side if farther 
back threshold that is 1, if they are the same distance it 
is 0, if the other is farther back it is -1.
 
6.  Repeat a large amount of times (I did 10,000 times) 
and then pass all the data into JBoost to, generate the 
alternating decision tree (ADTree).
 
7.  After passing the data through JBoost one will 
notice that not all 10,000 comparisons are used in the 
ADTree.  Extract the relevant points from the file of 
random values.
 
8.  Preform steps 4-7 at least 3 times, to generate at 
least 3 ADTrees.
 
2.2 Locating the X or O
 
1.  Using ratios generated by the positive and negative 
examples, generate three box sizes for scanning.  One 
with the mean size, one 10% larger and one 10% 
smaller.  Slide these three different box sizes with 
a 25% overlap over the whole test image and pass 
the data into all three ADTrees.  Keep track of the 
midpoints of all positive of Xs and Os.
 
 
 
 
 

2.  Keep track of all the data from the last 30 frames 
and keep track of the midpoint of all positive Xs or Os, 
depending on whose turn it is.
 
3. Using the mean location of for all positive Xs and 
Os from all three ADTrees, apply a weight of 1-100 to 
each positive example based on a linearly scale of how 
many standard deviations it’s location is away from 
the mean. Zero Standard deviations receives a weight 
of 100 and 5 or more standard deviations receives a 
weight of 1.
 
4. Using the weights and each positive location 
generate a new mean and standard deviation.  The 
center of the X or O should be withine plus or minus 
one standard deviation of this new mean.
 
2.3 Mapping to Tic-Tac-Toe Game
 
1. If this location is not move over a certain threshold 
over a given amount of time (3 seconds or roughly 90 
frames) that location is then mapped to the a location in 
the 3x3 Tic-Tac-Toe grid and the X or O is placed there 
(if the location in the board is empty).
 
3. Progress over Time
 
Before I got to where I am in the detection of Xs and 
Os I tried numerous different things and constantly 
evolved my methods.
 
3.1 Initial Run
 
The first way I attempted to classify Xs was by using 
histograms of the depth data given from the Kinect 
sensor.  This did not work out well at all, and was only 
slightly better than random.
 
 
 
 
 
 



3.2 Random Points
 
The next way I attempted to classify Xs was by 
comparing two random points and then thresholding 
the result.  Out of all the methods I tried this ended up 
being the one that produced the best results and ran 
the fastest.  I also attempted thresholding using both 
random lines and set boxes (similar to Viola-Jones), 
however neither of those two work as well as two 
random points.
 
3.3 Improvements
 
After discovering comparing random points worked 
the best I worked on streamlining my process.  This 
included only extracting the used random points 
from each image and the weighing of averages.  The 
weighing was done in an attempt to reduce the impact 
that false positives had on the final data.  At first I was 
throwing out the top and bottom 10% of data but this 
did not always have the intended effect.
 
4. Results
 
Overall I got very good results.  I wrote an extremely 
generic classifier that could be used for almost anything 
given Kinect data, and created two specific examples of 
it for detections of Xs and Os.
 

Successful detection of an X by X-ADTree 3.
 
 
 

Successful detection of an O by O-ADTree 1.
 
 
4.1 Tree Data
 
To see what points ended up being compared to 
determine an X I mapped out a line consisting of the 
two points being compared and placed them over a 
positive example.  The results are below:
 

Tree 1

Tree 2

Tree 3
 



As you can see they look pretty much just like random 
lines, however they are what JBoost determined to be 
useful in finding an X, and they do work out well.
 
4.2 Results of a series of images
 
Given a series of images, or frames of a video and 
using the above methods these are some example 
results.  The green region represents the computers best 
guess that the center of the X or O is somewhere within 
the region, it is not attempting to outline the X or O.
 

The green region of the picture is where the computers best 
guess of center of the O is as made by the user.

 

The green region of the picture is where the computers best 
guess of center of the X is as made by the user.

 
 
 
 
 

5.  The Future
 
My original goal was to create a Tic-Tac-Toe game the 
users play with their hands. I did not meet this goal, 
however I got pretty close. I got ALL of the computer 
vision aspects of my project done, and all that is left is 
translating matlab code into C# (not a lot though, just 
if-else statements), programming a tic-tac-toe game (3 
hours of work max), and manually translating bytes 
into useful information (lots of work). The big set-back 
in my project was how difficult it was to do anything 
with the live video feed coming from Kinect. It's the 
type of thing where if my computer was not broken 
for 2 weeks (1/5 of the time of this class) I might have 
been able to figure it out, but realistically it would have 
taken me more time to get everything working.
 
Even without finishing, I felt that I was incredibly 
successful in my project. Near the end of the project 
I transitioned more into computer vision aspects, and 
greatly improved my code for detecting Xs and Os. 
Instead of working on the project just for a tic-tac-toe 
game, I went a lot more generic and I created code that 
can literally be used to detect any part of the human 
body in any pose or position, given the correct training 
data, and then intended to use this code to create the 
Tic-Tac-Toe game.
 
For anyone continuing on this project I would be able 
to give them all my ADTrees and the code I used to 
create them, along with the Matlab code I have to use 
them.  They would just then need to figure out a way to 
correctly interpet the live data stream from Kinect and 
pass them through my ADTrees, and then create the 
Tic-Tac-Toe game.
 
 
 

 
 
 

 
 
 



5.1 Mockup
 
The final product, in it’s finished state, would look 
something like:
 

 
The big area on the left and center displays the user 
back to him or herself and gives them feedback about 
where the currently detected X or O is.  The bottom 
right is the current state of the Tic-Tac-Toe game, and 
the top right is the depth data from Kinect.  The very 
bottom left are controls to move the Kinect up and 
down, and the bottom center displays whose turn it is.
 
5.2 Other applications
 
Along with my code being used to complete my 
original goal of the a Tic-Tac-Toe game I would 
love to see it used to in other applications.  Using my 
skeleton framework I would like to create classifiers for 
determining what pose the user is in, head locating and 
tracking and generic detecting of body parts.

 
 

 
 
 
 

6.  Conclusion
 
Overall the Kinect is an amazing device.  The current 
state of what is able to be done with it I feel is just the 
beginning.  The ability to have a cheap device that can 
accurately determine the depth of an object is amazing.  
Once drivers have matured, more research is done, and 
if Microsoft itself further improves the Kinect it might 
become the standard for computer vision projects when 
looking at objects roughly between 1.5 and 6 meters 
away.  The days of students learning about computer 
vision solely using RGB data might be coming to a 
close, the Kinect is that amazing.  Its ability to simply 
do tasks that are near impossible with solely RGB 
data, such as background subtraction, allow for some 
amazing computer vision applications.
 
In the future I do not believe that the Kinect’s main use 
we be gaming in the future, I believe it will be a tool 
for helping people do tasks.  Whether it be accurately 
creating 3D models of rooms and buildings, or the 
vision system on a self guiding robot I believe the 
Kinect will play a huge role in computer vision to 
come.  While it might not become a standard medium 
used to control a computer or an X-Box, it will have its 
place in history.
 
In my project I was mainly learning about the Kinect 
and learning about different ways to detect objects.  
Given a lack of time, resources and knowledge, I do not 
feel that I was able to even remotely begin to scratch 
the surface of what Kinect can do.  However I did learn 
a lot and would love to do another computer vision 
project using the Kinect.
 
 
 
 

 


