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[lec11 Correction] What happens at virtual 
memory allocation time and access time? 

•  What happens at virtual memory allocation time? 
♦  If demand paging (on-demand allocation) is used, the OS allocates a 

virtual address (more later today) and establishes a PTE with no 
PFN and with invalid bit set 

•  What happens when the virtual address is first accessed? 
♦  The OS should allocate physical memory for it 
♦  How to capture the first write to a virtual page? 

»  e.g. want to trap into page fault handler 
§  Use valid bit 

♦  In page fault handler handler, check if the virtual page is allocated 
(and access permitted)   

»  If not, segmentation fault 
»  Else allocate physical page and update PTE (and flush TLB) 2 
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[lec12 Correction] Page Fault 
Handling in demand paging 
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[lec13] LRU Clock  
(Not Recently Used) 

•  Clock algorithm – Used by Unix 
•  Idea: Replace page that is “old enough” 
•  Arrange all of physical page frames in a big circle (clock) 
•  A clock hand is used to select a good LRU candidate 

♦  Sweep through the pages in circular order like a clock 
♦  If the ref bit is off, it hasn’t been used recently 

»  Pick it for page replacement (victim page) 
»  What is the minimum “age” if ref bit is off? 

♦  If the ref bit is on, turn it off and go to next page. (why turn off?) 
•  Low overhead when plenty of memory Oldest page 
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[lec13] Enhanced Clock 

•  Same as the basic Clock, except that it considers 
both (reference bit, modified bit) 
♦  (0,0): neither recently used nor modified (good) 
♦  (0,1): not recently used but dirty (not as good) 
♦  (1,0): recently used but clean (not good) 
♦  (1,1): recently used and dirty (bad) 

•  On page fault, follow hand to inspect pages: 
♦  Round 1: 

»  If bits are (0,0), take it and stops 
»  if bits are (0,1), record 1st instance 
»  Clear ref bit for (1,0) and (1,1), if (0,1)/(0,0) not found yet 

♦  At end of round 1, if (0,1) was found, take it 
♦  If round 1 does not succeed, try 1 more round 

!!
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[lec13] Summary 
•  Page replacement algorithms 

♦  Optimal – replace page referenced furthest in the future 
♦  FIFO – replace page loaded furthest in past 
♦  LRU – replace page referenced furthest in past 
♦  Clock – replace page that is “old enough” 
♦  Enhanced Clock – pick clean pages first (for lower miss latency) 

•  We are finally done with Memory Management! 
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File and Storage Systems 
•  The third part of the course (and OS) 

•  First we’ll discuss properties of storage devices 
•  Then how file systems support users and programs 
•  End with how file systems are implemented  
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Memory Hierarchy 

•  Storage device (e.g., Disk, SSD)  
♦  bottom of memory hierarchy 
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A More General/Realistic I/O 
System 
•  I/O peripherals: disks, input devices, displays, network 

cards, ... 
♦  With built-in or separate I/O (or DMA) controllers 
♦  All connected by a system bus 

CPU 

Memory 

Disk/SSD 
kbd 

DMA DMA 

display NIC 

I/O ctrl 

“System” (I/O) bus Memory bus 

CPU 

Memory 

bridge 

Cache Cache 



CSE 120 – Lecture 13 – Storage Intro 10 

Disks and the OS 
•  Disks are messy physical devices: 

♦  With many physical parts 
♦  Errors, bad blocks, missed seeks, etc. 

•  The job of the OS is to hide this mess from higher level 
software 
♦  Low-level device control (initiate a disk read, etc.) 
♦  Higher-level abstractions (files, databases, etc.) 



What’s Inside a Disk Drive? 
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Disk Components 
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Disk Head Position 
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Rotation is Counter-Clockwise 

14 



About to Read Blue Sector 
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After Reading Blue Sector 
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Red Request Scheduled Next 
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Seek to Red’s Track 
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Wait for Red Sector to Reach Head 
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Read Red Sector 
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Disk Performance 
•  Disk request performance depends upon three steps 

♦  Seek – moving the disk arm to the correct cylinder 
»  Slowest part of disk accesses, bound by physical laws 
»  Depends on how fast disk arm can move (increasing very slowly) 

♦  Rotation – waiting for the sector to rotate under the head 
»  Depends on rotation rate of disk (increasing, but slowly) 

♦  Transfer – transferring data from surface into disk controller 
electronics, sending it back to the host 

»  Depends on density (increasing quickly) 

•  When the OS uses the disk, it tries to minimize the cost 
of all of these steps 
♦  Particularly seeks (we’ll see an example later on) 
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Disk Interaction 
•  Specifying disk requests requires a lot of info: 

♦  Cylinder #, surface #, track #, sector #, transfer size… 

•  Older disks required the OS to specify all of this 
♦  The OS needed to know all disk parameters 

•  Modern disks are more complicated 
♦  Sectors can be remapped, etc. 

•  Modern disks provide a higher-level interface 
♦  The disk exports its data as a logical array of blocks [0…N] 

»  Disk maps logical blocks to cylinder/surface/track/sector 
»  Block size can be configured via low-level formatting 
»  This interface is called the block interface 

♦  OS only needs to specify the logical block # to read/write 
♦  But now the disk parameters are hidden from the OS 
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Disk Observations 
•  Getting first byte from disk read is slow 

♦  high latency 
•  Peak disk bandwidth good, but rarely achieved 

•  Towards mitigate disk performance impact 
♦  Disk caches (read-ahead and write buffer) 
♦  Move some disk data into main memory – file caching 
♦  Disk scheduling 

»  There are often multiple disk requests outstanding 
»  Schedule requests to shorten seeks! 

♦  What else can we try? 
»  Disk parallelism (see backup slides for RAID) 



Flash Memory and Flash-
Based SSDs 
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Number of NAND Flash Units 
(millions) 
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Flash-Based Solid State Disks 
•  SSDs are a relatively new storage technology 

♦  Memory that does not require power to remember state 

•  No physical moving parts à faster than hard disks 
♦  No seek and no rotation overhead 
♦  But…more expensive, not as much capacity 

•  Generally speaking, the block interface and file 
systems can remain unchanged when using SSDs 
♦  Some optimizations no longer necessary (e.g., layout policies, 

disk head scheduling), but basically can leave FS code as is 
♦  New file systems designed for flash and SSDs 

»  E.g., flash-based file system in Samsung phones 
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Flash-Based SSD 
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Non-Volatile Memory (NVM) 
•  A generation of new technologies that provide non-volatile 

(persistent) memory 
♦  Phase change (PCM), spin-torque transfer (STTM), etc. 
♦  Intel Optane (3D Xpoint) commercially available 

•  Performance close to DRAM 
♦  But persistent! 

•  Byte-addressable 
♦  SSD is in units of a page (e.g., 4KB) 

•  NVM will have a dramatic effect on both OSes and 
applications 
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The Landscape of Memory and Storage 
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RAID 

•  Invented by Dave Patterson 

•  Two motivations 
♦  (initially) Operating in parallel can increase disk 

throughput 
» RAID = Redundant Array of Inexpensive Disks 

♦  (today) Redundancy can increase reliability 
» RAID = Redundant Array of Independent Disks 
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RAID -- Two main ideas 

•  Parallel reading/writing (striping) (for performance) 
♦  Splitting data blocks across multiple disks and read/

write them in parallel 

•  Mirroring (for reliability) 
♦  Have a “mirror” (shadow) disk that stores the same 

data 
♦  Every write performed on both disks 

» Can read from either disk 



File System 
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File System Components 
•  Naming/Access 

♦  User gives file name, not track or 
sector number, to locate data  

•  Disk management 
♦  Arrange collection of disk blocks 

into files 

•  Protection and permission 
♦  Protect data from different users 

•  Reliability/durability 
♦  When system crashes, lose stuff 

in memory, but want files to be 
durable 

User 

File 
Naming 

File 
access 

Disk 
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Disk 
drivers 
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File Systems 
•  File systems  

♦  Implement an abstraction (files) for secondary storage 
♦  Organize files logically (directories) 
♦  Permit sharing of data among processes, people, and machines 
♦  Protect data from unwanted access (protection) 

•  OSes abstract different file systems behind a common 
interface 
♦  Unix: virtual file system (VFS) 

•  Interface defines set of methods and data types 
♦  OS implemented to use any file system through this interface 
♦  Linux (ext3, ext4, xfs, btrfs), Windows (FAT16, FAT32, NTFS) 
♦  Another example of level-of-indirection in systems design 



Abstraction: Files 
•  User view 

♦  Named collection of bytes with some properties 
»  Untyped or typed, with owner, size, last modified, permission, etc. 
»  Examples: text, source, object, executables, application-specific 

♦  Permanently and conveniently available 

•  Operating system view 
♦  Map bytes as collection of blocks on physical non-volatile 

storage device 
»  Magnetic disks, tapes, flash, NVM 
»  Persistent across reboots and power failures 

•  File system performs the magic / translation 
♦  Pack bytes into disk blocks on writing 
♦  Unpack them again on reading 
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Why Files? 

•  Physical reality 

♦  Block oriented 
♦  Logical block address 
♦  No protection among 

users of the system 
♦  Data might be corrupted 

if machine crashes 
»  Why can this happen? 

•  File system abstraction 

♦  Byte oriented 
♦  Named files 
♦  Users protected from each 

other 
♦  Robust to machine failures 
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Basic File Operations 
Unix 
•  creat(name) 
•  open(name, how) 
•  read(fd, buf, len) 
•  write(fd, buf, len) 
•  sync(fd) 
•  seek(fd, pos) 
•  close(fd) 
•  unlink(name) 
•  rename(old,new) 

Windows 
•  CreateFile(name, CREATE) 
•  CreateFile(name, OPEN) 
•  ReadFile(handle, …) 
•  WriteFile(handle, …) 
•  FlushFileBuffers(handle, …) 
•  SetFilePointer(handle, …) 
•  CloseHandle(handle, …) 
•  DeleteFile(name) 
•  MoveFile(name) 
•  CopyFile(name) 
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Directories 
•  Directories serve two purposes 

♦  For users, they provide a structured way to organize files 
♦  For the file system, they provide a convenient naming 

interface that allows the implementation to separate logical file 
organization from physical file placement on the disk 

♦  Also gives hints about accessing pattern: files under the same 
directory are more likely to be accessed together 

•  Most file systems support multi-level directories 
♦  Naming hierarchies (/, /usr, /usr/local/, …) 

•  Most OSes support the notion of a current directory 
♦  Relative names specified with respect to current directory 
♦  Absolute names start from the root of directory tree 
♦  Maintained on a per-process basis 



Tree-Structured 
(Hierachical) Directories 

■  Directories can contain files and subdirectories
■  Efficient searching, allows grouping
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Directory Internals 
•  A directory is a list of entries  

♦  <name, location> 
♦  Name is just the name of the file or subdirectory 
♦  Location depends upon how file is represented on disk 

•  List is usually unordered (effectively random) 
♦  Entries usually sorted by program that reads directory 
♦  Try “ls –U /bin” 

•  Directories stored as files in UNIX 
♦  Only need to manage one kind of storage entity 
♦  “Everything is a file” 
♦  Use file ops to create/read dirs 
♦  Some language libraries provide higher-level APIs 
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Path Name Translation (v1) 
•  Let’s say you want to open “/one/two/three” 
•  What does the file system do? 

♦  Open directory “/” (well known, can always find) 
♦  Search for the entry “one”, get location of “one” (in dir entry) 
♦  Open directory “one”, search for “two”, get location of “two” 
♦  Open directory “two”, search for “three”, get location of “three” 
♦  Open file “three” 

•  Systems spend a lot of time walking directory paths 
♦  Why open is separate from read/write 
♦  OS will cache prefix lookups for performance 

»  /a/b, /a/bb, /a/bbb, etc., all share “/a” prefix 
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Protection 
•  File systems implement a protection system 

♦  Who can access a file 
♦  How they can access it 

•  More generally… 
♦  Objects are “what”, subjects are “who”, actions are “how” 

•  A protection system dictates whether a given action 
performed by a given subject on a given object should 
be allowed 
♦  You can read and/or write your files, but others cannot 
♦  You can read “/etc/motd”, but you cannot write it 



UNIX Access Rights 
•  Mode of access:  read, write, execute 
•  Three classes of users 

     RWX 
  a) owner access  7  ⇒  1 1 1 

    RWX 
  b) group access  6   ⇒  1 1 0 
     RWX 
  c) public access  1   ⇒  0 0 1 

 
•  Ask manager to create a group (unique name), say G, and 

add some users to the group. 
•  For a particular file (say game) or subdirectory, define an 

appropriate access. 
•  The user “root” is special on Unix 

♦  It bypasses all file protection checks in the kernel 
•  Administrator is the equivalent on Windows 

owner group public

chmod 761 game
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Roadmap 

44 

l  Interface (API) 
l  File operations (open, read, write, close) 
l  Directories 

l  Performance 
l  Disk allocation/layout 
l  File system designs 
l  Buffer cache  

l  Reliability 
l  FS level 
l  Disk level: RAID 



Now Moving to File System 
Implementation 
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So What Makes File Systems 
Hard? 

•  Files grow and shrink 
♦  Little a priori knowledge 
♦  6~8 orders of magnitude in 

file sizes 

•  Overcoming disk 
performance behavior  
♦  Highly nonuniform 

access 
♦  Desire for efficiency 

•  Coping with failure 
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File System Workloads Drive 
Designs 

•  Motivation: Workloads influence design of file system 
•  File characteristics (measurements of UNIX and NT) 

♦  Most files are small (about 8KB) 
♦  Most of the disk is allocated to large files 

»  (90% of data is in 10% of files) 

•  Access patterns 
♦  Sequential: Data in file is read/written in order 

»  Most common access pattern 

♦  Random: Access block without referencing predecessors 
»  Difficult to optimize 

♦  Access files in same directory together 
»  Spatial locality 

♦  Access metadata when access file 
»  Need metadata to find data 
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A File is Not 
A File 
•  A mac Pages .doc file 

♦  Contains 385 files 
accessed by 11 threads 

•  Seq access is not seq 
•  Auxiliary files dominate 
•  Many more interesting 

findings in the 
SOSP’11 (best) paper 
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Harter et.a. A File is Not a File: 
Understanding the I/O Behavior of Apple 
Desktop Applications, SOSP 2011 



Key Questions 
•  How do we keep track of blocks used by a file? 
•  Where do we store metadata information? 
•  How do we (really) do path name translation? 
•  How do we implement common file operations? 
•  How can we cache data to improve performance? 
•  How can we handle disk crashes properly? 
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Data Structures for A Typical 
File System 

Process 
control 
block 

. . . 

Open 
file 

pointer 
array 

Open file 
table 

(system wide) 
File Metadata 

Cache 

File 
metadata 

File system 
info 

Directories 

File data 

On disk In memory 

File Data Cache 
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Next time… 
•  Read Chapters 40, 41 



Backup Slides 
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Disk Specifications 
•  Seagate Enterprise Performance 3.5" (server) 

♦  capacity: 600 GB 
♦  rotational speed: 15,000 RPM 
♦  sequential read performance: 233 MB/s (outer) – 160 MB/s (inner) 
♦  seek time (average): 2.0 ms 

•  Seagate Barracuda 3.5" (workstation) 
♦  capacity: 3000 GB 
♦  rotational speed: 7,200 RPM 
♦  sequential read performance: 210 MB/s - 156 MB/s (inner) 
♦  seek time (average): 8.5 ms 

•  Seagate Savvio 2.5" (smaller form factor) 
♦  capacity: 2000 GB 
♦  rotational speed: 7,200 RPM 
♦  sequential read performance: 135 MB/s (outer) - ? MB/s (inner) 
♦  seek time (average): 11 ms 



Raid Level 0: Stripe Only 
•  Level 0 is non-redundant disk array 
•  Files are striped across disks, no redundant info 
•  High read throughput 
•  Best write throughput among RAID levels (no redundant info to write) 
•  Any disk failure results in data loss 

Stripe 0 

Stripe 4 

Stripe 3 Stripe 1 Stripe 2 

Stripe 8 Stripe 10 Stripe 11 

Stripe 7 Stripe 6 Stripe 5 

Stripe 9 

data disks 



Raid Level 1: Mirroring 
•  Data is written to two places  

♦  On failure, just use surviving disk 
•  On read, choose fastest to read  

♦  Write performance is same as single drive, read performance is 
2x better 

•  Expensive (but used by quite a few companies) 

data disks mirror copies 

Stripe 0 

Stripe 4 

Stripe 3 Stripe 1 Stripe 2 

Stripe 8 Stripe 10 Stripe 11 

Stripe 7 Stripe 6 Stripe 5 

Stripe 9 

Stripe 0 

Stripe 4 

Stripe 3 Stripe 1 Stripe 2 

Stripe 8 Stripe 10 Stripe 11 

Stripe 7 Stripe 6 Stripe 5 

Stripe 9 



Parity 
•  What do you need to do in order to detect and correct a one-bit error ? 

♦  Suppose you have a binary number, represented as a collection of bits: 
<b3, b2, b1, b0>, e.g. 0110 

•  Detection is easy 
•  Parity: 

♦  Count the number of bits that are on, see if it’s odd or even 
»  EVEN parity is 0 if the number of 1 bits is even 

♦  Parity(<b3, b2, b1, b0 >) = P0 = b0 ⊗ b1 ⊗ b2 ⊗ b3 
♦  Parity(<b3, b2, b1, b0, p0>) = 0 if all bits are intact 
♦  Parity(0110) = 0, Parity(01100) = 0 
♦  Parity(11100) = 1 => ERROR! 
♦  Parity can detect a single bit error, but can’t tell you which of the bits got 

flipped 



Raid Level 4 
•  Block-level parity with striping 
•  Lower transfer rate for each block (by single disk) 
•  Higher overall rate (many small files, or a large file) 
•  Large writes à parity bits can be written in parallel 
•  Small writes à 2 reads + 2 writes ! 
•  Heavy load on the parity disk 

data disks 
Parity disk 

Stripe 0 Stripe 3 Stripe 1 Stripe 2 P0-3 

Stripe 4 

Stripe 8 Stripe 10 Stripe 11 

Stripe 7 Stripe 6 Stripe 5 

Stripe 9 

P4-7 

P8-11 



Raid Level 5 

•  Block Interleaved Distributed Parity 
•  Like parity scheme, but distribute the parity info over all 

disks (as well as data over all disks) 
•  Better (large) write performance 

♦  No single disk as performance bottleneck 

data and parity disks 

Stripe 0 Stripe 3 Stripe 1 Stripe 2 P0-3 

Stripe 4 

Stripe 8 P8-11 Stripe 10 

P4-7 Stripe 6 Stripe 5 

Stripe 9 

Stripe 7 

Stripe 11 


