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Low Level Software Security IV:
Heap Corruption



Memory management in C

▪ The C programming language uses explicit memory management
– Data is allocated and deallocated dynamically from the heap by the program
– Dynamic memory is accessed via pointers

– The programmer is responsible for the details
– The system does not track memory liveness (no GC)
– The system does not ensure that pointers are live or valid (no smart pointers)

▪ C++ has the same issues



Heap Corruption

▪ Additional dynamically-allocated data is 
stored on the “heap”

▪ Heap manager provides ability to allocate 
and deallocate memory buffers
– malloc() and free()
– Every block of memory that is allocated by 
malloc() has to be released by a corresponding 
call to free()

– As an attacker, what is your reaction when you see 
“has to be”?
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Heap Corruption

▪ Heap-based buffer overflows

l Missing Checks

l Flawed Checks

l Integer Overflow

l Etc.

▪ Pointer types, like other types in C, can also have casting and 
arithmetic problems.

l Be very careful when manipulating pointers. 
l Keep in mind that pointer arithmetic is scaled by the size of the pointed-to type



A brief detour

▪ To understand the various unintuitive ways that pointers get you into 
trouble…

▪ What happens here?
char *p = NULL;

*p = 20;



NULL Dereference

▪ What happens if you attempt to dereference a NULL pointer
– A NULL pointer is a pointer which points to the address 0.

▪ Dereferencing NULL pointers can lead to a crash (Denial of Service).

▪ However, there is more to it…
– After all, there is an actual address 0. What’s there?



NULL Dereference & Return-to-User

▪ Jumping ahead for a bit…
– The Operating System keeps 

individual processes isolated and 
manages access to shared system 
resources (filesystem, network, 
etc.).

– Each process gets its own virtual 
address space, managed by the 
OS.

– The OS kernel also has its own 
virtual address space.



NULL Dereference & Return-to-User

▪ Jumping ahead for a bit…
– To make sure that only the OS can perform certain actions, the hardware 

distinguishes between two modes of operation:
▪ Privileged (aka Supervisor or Kernel): for the operating system kernel

▪ Unprivileged (aka Usermode): for normal processes

– Processes can’t access OS-managed resources directly, they need to go through 
the OS.

– When a Usermode process needs the OS to do something for it, it issues a 
system call.



NULL Dereference & Return-to-User

▪ Jumping ahead for a bit…
– Normally, switching between a Usermode process 

and the kernel would require switching between 
the respective process’ address space and the 
kernel’s
▪ This potentially requires flushing TLBs, etc.

– But, system calls need to be fast and efficient
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NULL Dereference & Return-to-User

▪ Jumping ahead for a bit…
– A key trick in making system calls fast, is to map 

the kernel’s virtual memory space into every 
process, but making it inaccessible in usermode

– This way, system calls are fast, just switch into 
Kernel mode and go

– What all of this means, is that when a process 
makes a system call and transfers control to the 
kernel, the kernel still has the calling process’ 
virtual address space mapped and accessible. 
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NULL Dereference & Return-to-User

▪ Back to our NULL pointer…

▪ What if the attacker is a userland process 
trying to attack the kernel
– Elevation of privilege

▪ What if that process mapped page 0?

▪ What happens if this process manages to 
trigger a NULL pointer dereference in the 
kernel?
– Instead of crashing, the kernel will use attacker-

controlled data on page 0.

▪ This is known as a Return-to-User attack. text
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NULL Dereference & Return-to-User

▪ Countermeasures:
– Prevent unprivileged allocation of page 0 (or any page up to some minimum).
▪ Reserves low addresses as “guard” pages.  Attempts to access trigger memory access 

violation.

▪ Present on most modern operating systems.
▪ How big a region?  Why does it matter?

– Hardware features to enable privileged code to deny itself access to unprivileged 
memory.
▪ Intel SMAP & SMEP: Supervisor Mode Access|Execution Protection
▪ Arm PAN & PXN: Privileged Access|eXecute Never



NULL Dereference & Return-to-User

▪ Aside: disappearing NULL 
checks

static unsigned int tun_chr_poll(
struct file *file, poll_table * wait)

{
struct tun_file *tfile = file->private_data;
struct tun_struct *tun = __tun_get(tfile);
struct sock *sk = tun->sk;
unsigned int mask = 0;

if (!tun)
return POLLERR;

//...

if (sock_writeable(sk)
|| (!test_and_set_bit(SOCK_ASYNC_NOSPACE,

&sk->sk_socket->flags)
&& sock_writeable(sk)))

mask |= POLLOUT | POLLWRNORM;

https://lwn.net/Articles/342330/



Back to Heap Corruption

▪ What if the attacker is able to compromise data on the heap?

▪ What can be overwritten?
– Program data stored on the heap
– Heap metadata (i.e., for organizing the heap itself)

▪ What if the attacker can cause the program to use malloc() and 
free() in unexpected combinations?
– Remember, the input controls which path your program takes, and the attacker 

controls the input



Heap Corruption

▪ Overwriting program data
– As is the case with stack buffer overflows, effect depends on variable semantics 

and usage.
– Generally anything that influences future execution path is a promising target.
– Typical problem cases:
▪ Variables that store result of a security check

– Eg. isAutheticated, isValid, isAdmin, etc.
▪ Variables used in security checks

– Eg. buffer_size, etc.
▪ Data pointers

– Potential for further memory corruption
▪ Function pointers (as good as a return address)

– Direct transfer of control when function is called through overwritten pointer
– vTables



vTables

▪ How do virtual function calls 
work in Object-Oriented 
languages?

▪ What’s the abstraction?

▪ How is it implemented in 
reality?
– When obj->foo() is called from 

within bar(), how is control 
transferred to the correct 
implementation of foo()?

class Base
{ public: virtual void foo()

{cout << "Hi\n";} };

class Derived: public Base

{ public: void foo()

{cout << "Bye\n";} };

void bar(Base* obj)
{ obj->foo(); }

int main(int argc, char* argv[])

{

Base *b = new Base();

Derived *d = new Derived();

bar(b);
bar(d);

}



vTables

▪ Each object contains a pointer to 
its virtual function table (aka 
vtable)

▪ Vtable is an array of function 
pointers
– One entry per virtual function of the 

object’s class

▪ Based on the class and function, 
the compiler knows which offset 
in which vtable to use
– Interfaces and multiple inheritance 

complicates this quite a bit, but the 
issue of relevance to us remains the 
same: in an OO language the heap 
will be full of function pointers

class Base
{ public: virtual void foo()

{cout << "Hi\n";} };

class Derived: public Base

{ public: void foo()

{cout << "Bye\n";} };

void bar(Base* obj)
{ obj->foo(); }

int main(int argc, char* argv[])

{

Base *b = new Base();

Derived *d = new Derived();

bar(b);
bar(d);

}



Recall: Weird Machines

▪ Complex systems almost always 

contain unintended functionality

– “weird machines”

▪ An exploit is a mechanism by 

which an attacker triggers 

unintended functionality in the 

system

– Programming of the weird machine

▪ Security requires understanding 

not just the intended, but also the 

unintended functionality present 

in the implementation

– Developers’ blind spot

– Attackers’ strength

https://en.wikipedia.org/wiki/Weird_machine#/media/File:Weird_machine.png



Heap Corruption

▪ An attacker may also attempt to get the victim to invoke malloc()
and free() in unintended sequences or with invalid arguments.
– Programming the heap weird machine

▪ What sequences of events can trigger unintended functionality
– Use after free
▪ free(p); p->foo();
▪ free(p); q = malloc(n); memcpy(p, buf, k);

– Double free
▪ free(p); free(p); q = malloc(n); r = malloc(n);
▪ free(p); q = malloc(n); free(p);

▪ To understand the implications, we need to dive deeper into how the 
heap is managed



Heap Basics

▪ Abstraction vs Reality
– malloc() and free()

▪ Abstraction
– Dynamically allocate and release memory buffers as needed. Magic!
▪ ptr=malloc(20): Give me 20 bytes.

▪ free(ptr): I don’t need my 20 bytes any more.  Send them back.

▪ Reality
– Where does this memory come from?
– How does “the system” know how much memory to reclaim when free() is 

called?
– Details vary by heap implementation, but follow a common pattern



Heap Basics

▪ The heap is managed by the aptly-named heap manager

▪ There are many different heap managers, even within a single 
system
– Some are optimized for allocations of a certain size, for speed, for space 

efficiency, etc.
– We will focus on Doug Lea’s heap, aka glibc dlmalloc



Heap Management (glibc dlmalloc)

▪ The heap manager maintains contiguous “chunks” of available 
memory

▪ The heap layout evolves when malloc() and free() functions are 
called
– Chunks may get allocated, freed, split, or coalesced.

▪ These chunks are stored in doubly linked lists (called bins)
– Grouped (roughly) by chunk size

▪ When a new chunk becomes free, it is inserted into one of these lists.

▪ When a chunk gets allocated, it is removed from the list.



Heap Management (glibc dlmalloc)

▪ Chunks
– Basic units of memory on the heap
– Either Free or In Use
– User data + heap metadata
▪ Size: chunk size

▪ Flags:
– N: Non main arena (not relevant for 

us)
– M: is Mmaped (not relevant for us)
– P: Previous chunk is in use

▪ Note that the last word of the data 
block is the first word of the next 
chunk
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data

In Use Chunk

▪ Malloc returns a pointer to the 
start of the data block

▪ Free can release the chunk by 
looking at the metadata in the 
word before the data block

▪ Do you see where this is going?
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Free Chunk

▪ Free chunks are kept in  doubly-
linked lists (bins)
– Some of the unused data area of 

each free chunk is used to store 
forward and back pointers

▪ Consecutive free chunks are 
coalesced
– No two free chunks can be adjacent 

to each other

▪ Additionally, the last word of 
unused data (first word of next 
chunk) contains a copy of the size 
of the free chunk.
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Free List

▪ Free chunks are kept in circular 
doubly-linked lists (bins)

size|N|M|P
fd
bk

unused
prev size

data

size|N|M|P
fd
bk

unused
prev size

data

size|N|M|P
fd
bk

unused
prev size

data

…

…

first
last

bin head



Free List

▪ Chunks are inserted into the list 
when they are freed.

▪ Chunks are removed from the 
list if they get allocated, or if 
they need to be combined with 
a newly-freed adjacent chunk size|N|M|P
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Free List

▪ Unlink operation to remove a 
chunk from the free list:

#define unlink(P, BK, FD) 
{

FD = P->fd;
BK = P->bk;
FD->bk = BK;
BK->fd = FD;

}
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Free List

▪ Unlink operation to remove a 
chunk from the free list:

#define unlink(P, BK, FD) 
{

FD = P->fd;
BK = P->bk;
FD->bk = BK;
BK->fd = FD;

}
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Heap Corruption

▪ What can we do if we manage to get free() to act on data we 
control?
– What if we can cause the heap manager to act on fake chunks?



Heap Corruption

▪ Look at the unlink macro again

▪ What can an attacker do if she 
manages to control what’s in 
the fd and bk fields of a free 
chunk?

▪ Write an attacker chosen value 
to an attacker-chosen address
– Write-what-where primitive

#define unlink(P, BK, FD) 
{

FD = P->fd;
BK = P->bk;
FD->bk = BK;
BK->fd = FD;

}



Heap Corruption

▪ How can attacker corrupt the metadata in a free chunk?

▪ Simple overflow

▪ Indirect overwrite

▪ Use after free

▪ Fake chunk



Use-After-Free and Double Free

▪ Use-after-free

▪ free(p); p→foo();

▪ free(p); q = malloc(n); memcpy(p, buf, k);

▪ Double free

▪ free(p); free(p); q = malloc(n); r = malloc(n);

▪ free(p); q = malloc(n); free(p);



Use After Free

▪ Take a look at the this code
– Ignore the missing checks for 

result of malloc()
▪ This is how NULL pointer errors 

happen

▪ What will it print?

▪ What if p referenced a 
structure with function 
pointers?
– Or a C++ object?

char *p, *q;

p = malloc(20);
snprintf(p, 20, "Hi");
printf("%s\n", p);
free(p);

q = malloc(20);
snprintf(q, 20, "Bye");

printf("%s\n", p);
free(q);



Use After Free

▪ Note that in a multi-threaded 
application, the second 
malloc() may not be obvious.

▪ Just because usage of 
previously freed memory 
appear right after the free, 
does not mean it is safe.

char *p;

p = malloc(20);
snprintf(p, 20, "Hi");
printf("%s\n", p);
free(p);
printf("%s\n", p);



Double Free

▪ Here is a simple example containing a 
double-free vulnerability: 

▪ The highlighted line in the example 
above will be freeing buf for a second 
time if status == FAIL. 

▪ In real-world code typically 
these issues are spread across 
many lines of code, functions, 
or even files because typically 
buffers are allocated in one 
function, then used in other 
functions, and released in yet 
another function. Therefore, 
very careful code review is 
needed to catch double-free 
issues.



37

Aside: delete and delete[]

▪ Arrays of objects allocated/deallocated with new[] and 
delete[] in C++; not new and delete

▪ Incorrect code:
int main(void) { 

basebob *ba = (basebob *) new bob[4]; 
dostuff(ba); 
delete ba; 

} 
▪ Minor issue: only destructor for ba[0] is called
▪ Bigger problem: different heap representation

Courtesy Mark Dowd, 



What to do?

▪ Safe heap implementations
– Safe unlinking – validate that p->next-prev == p->prev-next == p
– Cookies on heap allocations (checked on free)
– Heap integrity check on malloc on free
– Encrypt key heap function pointers (decrypt on use and then re-encrypt)
– Randomize cheap chunk meta-data (encoded with random key like ptrs)
– Etc

▪ Use Garbage Collection instead

▪ Centralize memory allocation for objects (make it easier to review)



Additional Resources

▪ Understanding glibc malloc by sploitfun
– https://sploitfun.wordpress.com/2015/02/10/understanding-glibc-malloc/

▪ Shellphish how2heap
– https://github.com/shellphish/how2heap

▪ Vudo - An object superstitiously believed to embody magical powers by 
Michel "MaXX" Kaempf
– http://phrack.org/issues/57/8.html#article

▪ Advanced Doug lea's malloc exploits by jp
– http://phrack.org/issues/61/6.html#article

▪ Plus references form Lectures 3, 4, and 5.

https://sploitfun.wordpress.com/2015/02/10/understanding-glibc-malloc/
https://github.com/shellphish/how2heap
http://phrack.org/issues/57/8.html
http://phrack.org/issues/61/6.html


http://vvdveen.com/memory-errors/



Microsoft Security Intelligence Report Volume 16 (2013), https://www.microsoft.com/en-us/security/intelligence-report



Microsoft Security Intelligence Report Volume 16 (2013), https://www.microsoft.com/en-us/security/intelligence-report



Homework

▪ Read Chapter 7 from The Craft of System Security
– We start Crypto basics

▪ Second project is due Tuesday (10/23 @ 10pm)

▪ Note: No class this Thursday



Next Lecture…

Cryptography I


