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ABSTRACT

views, comments etc. For a given user, collaborative filtering (CF)
approaches make predictions based on users with similar profiles
[7] or by computing hidden factors of users and items with matrix factorization methods [15]. On the other hand, content based
approaches recommend items based on their similarity to those
present in the profile [2]. In either case, informative user profiles
are assumed to be available. Unfortunately, this is often not the
case in real-life applications. To create a profile, the user must be
identified across sessions, for example by authentication. In practice, however, many e-commerce websites allow users to browse
and even make purchases without authentication. Although there
are other methods for user identification, e.g. by using cookies or
fingerprinting techniques, the applicability of those methods is limited because of their relatively low reliability and privacy concerns.
In addition, the creation of an informative profile requires the user
to have enough interactions with the system in the past. This is
often not satisfied, as many retail websites have small percentage
of returning users, i.e. most users have only one visit or purchase.
When user profiles are not available, a typical solution is to base
recommendations on session data, e.g. session clicks. These data
have two important characteristics. First, session clicks are sequential in nature and the order of clicks may contain information of user
intent. Second, clicked items are often associated with metadata
such as names, categories, and descriptions, which provide additional information about user taste. In the absence of user profiles,
it is important to exploit these two characteristics to draw more
information from data. Therefore, a session-based recommendation
method should have the following desired properties:
• The method should be able to model sequential patterns in
streams of clicks. Previously, a popular method for sessionbased recommendation is item-to-item kNN. This method
makes recommendation based only on item co-occurrences,
completely ignoring click orders. There are other methods
that use transition probabilities but they consider only the last
click, ignoring information from past clicks. Recent findings
show that explicitly taking into account the sequential nature
of clicks and considering all past events result in improved
recommendations [6, 11].
• The method should provide a simple way to represent and
combine item IDs with metadata. Usually an item is associated with features of different types. For example, a product
may have a numerical product ID, textual name/description,
and it may belong to one or more categories from some category hierarchy. Most existing methods perform feature extraction and selection for each type of feature independently,
or even construct an independent model for each feature

In many real-life recommendation settings, user profiles and past activities are not available. The recommender system should make predictions based on session data, e.g. session clicks and descriptions
of clicked items. Conventional recommendation approaches, which
rely on past user-item interaction data, cannot deliver accurate
results in these situations. In this paper, we describe a method that
combines session clicks and content features such as item descriptions and item categories to generate recommendations. To model
these data, which are usually of different types and nature, we use
3-dimensional convolutional neural networks with character-level
encoding of all input data. While 3D architectures provide a natural
way to capture spatio-temporal patterns, character-level networks
allow modeling different data types using their raw textual representation, thus reducing feature engineering effort. We applied
the proposed method to predict add-to-cart events in e-commerce
websites, which is more difficult then predicting next clicks. On
two real datasets, our method outperformed several baselines and
a state-of-the-art method based on recurrent neural networks.
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INTRODUCTION

In order to generate personalized recommendations, traditional
recommender systems rely on user profiles created from purchase
histories, explicit ratings or other kinds of past interactions such as
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• We propose using character-level representation for all types
of features, which frees us from feature engineering steps
and reduces the number of model parameters. Experiments
demonstrate the effectiveness of the proposed method.

type and then combine their outputs [12]. This requires a
lot of effort for feature engineering and may fail to capture
interactions between features. It would be more convenient
to have a general way to represent different feature types
and jointly model their interactions.
In this work, we propose a session-based recommendation method
with these two desired properties. The method uses a 3D convolutional neural network (3D CNN) [13, 24] to capture sequential
patterns in streams of clicks and associated features. It considers
item IDs and all content features including hierarchical categories as
texts and represent the resulting textual data with a character-level
model [28]. A deep 3D CNN provides a natural way to jointly model
temporal and content patterns that are indicative of purchasing
intentions. At the same time, representing all features at character
level frees us from the need of time consuming feature engineering
and can be applied for different types of features. We empirically
show that character-level encoding, combined with 3D CNN, can
deliver competitive recommendation accuracy. In addition, unlike
previous works that use 1-hot encoded vector for numerical itemIDs and words [12], character-level encoding results in much more
compact representation for input. And, unlike other works that
learn item embeddings [23], our model does not require any embedding layer. Given that both 1-hot representation of words and item
embeddings results in large numbers of parameters, our model has
substantially fewer parameters than previous deep neural network
models for session-based recommendation.
Most existing methods for session-based recommendation predict the next click and present to the user a short list of top predictions. While predicting the next click is appropriate for news and
media sites, it is not enough for retail websites. In the latter case, it
is more useful to predict and recommend the list of products the
user intents to buy. This will reduce browsing time, focus the user
on potential products, and thus increase the purchase probability.
However, directly predicting purchased items is more difficult than
predicting the next click and requires appropriate organization of
training data from session logs. Here we show that the proposed 3D
CNN, if trained appropriately, is able to predict add-to-cart items
with relatively high accuracy. Specifically, when user clicks on some
item, this click and all the previous clicks of the current session (if
any) are given as input, from which the model will predict a short
list of items the user is likely to add to cart and present them as a
recommendation.
We experimentally evaluated the proposed method on product
recommendation in two retail websites, where each product is
associated with textual descriptions and categories. We compared
our method with several baselines and a leading session-based
recommendation method using recurrent neural networks. The
results show that our method achieved superior performance, while
requiring less feature engineering steps.
In summary, our contributions are as follows:
• We propose a 3D CNN model for session-based recommendation, which allows jointly modeling sequential pattern of
session clicks and different content features of items. The
model can predict add-to-cart items based on the past clicks
of the current session.

2

RELATED WORK

Collaborative and content-based filtering
Collaborative filtering (CF) and content-based filtering (CBF) are
two main groups of approaches used in recommender systems. The
most popular CF algorithms are matrix factorization and nearest
neighbor methods. Given a matrix of user-item ratings, matrix factorization [15] finds vectors of hidden factors for each user and
each item so that, for each user-item pair, the inner product of
their vectors closely approximates their original rating value, if
this rating exists. The missing ratings are then computed as inner products of respective user and item vectors. Nearest neighbor
methods [7] utilize the similarity between users based on user-item
interactions to form a neighborhood for an active user, based on
which recommendations are generated for the user. Symmetrically,
it is possible to utilize similarity between items and compute item
neighborhood, which is known as item-based recommendation
[5, 22]. While matrix factorization and user-based kNN require
user profiles in forms of user-item interactions, item-based nearest
neighbor methods can be modified to work in session-based recommendation settings, in which items frequently appearing together
in sessions are considered similar.
Content-based methods use content features of items to calculate
similarities between them and recommend items similar to ones the
user preferred in the past [2]. An advantage of CBF methods is their
ability in handling new items, for which few or no user interactions
exist. CF and CBF can be combined in so called hybrid systems
to utilize the strengths of both methods [1]. Our work here also
combines content feature with session clicks to boost the prediction
accuracy.
Deep leaning
Deep learning has delivered state-of-the-art results in computer
vision [16, 18], speech recognition [8], and several other application
domains [17]. Two most popular deep learning models are convolutional neural networks (CNN) and recurrent neural networks (RNN).
Other deep learning models include autoencoders, restricted Boltzman machines (RBMs), and fully connected networks with multiple
hidden layers [17]. Deep learning methods have also been shown to
be successful for recommendation tasks. A pioneering work along
this direction was presented by Salakhutdinop et al. [21], in which
several layers of RBMs are stacked together to deliver a better accuracy than a CF algorithm using singular value decomposition.
Wang et al. [27] propose a hybrid method, in which they use a
network of stacked denoising autoencoders to extract features from
textual descriptions of items. The extracted features are then incorporated into a CF model to alleviate the problem when user-item
interaction data are sparse. Van den Oord et al. [25] proposed a
somewhat similar hybrid method, which uses deep learning to learn
features from content descriptions of songs, which are then incorporated into a CF model to tackle the data sparsity problem. The
difference is that they use CNNs for feature learning rather than
autoencoders. Our method also uses CNNs and content features,
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but our CNN model allows capturing both spatial and temporal
patterns, which is important for sequential nature of session clicks.
Recently, Covington et al. [4] describe the system Google uses for
video recommendation in Youtube. The system consists of a layer
for learning user and item embeddings. These embeddings with
other features such as time, video freshness etc. are then fed to several fully embedded layers to generate a distribution over millions
of videos, from which top videos are recommended.
Session-based recommendation
Conventional CF and CBF do not work well in session-based
settings, where user profiles are not available. A natural approach
for this situation is item-based recommendation [5, 22], in which
two items are deemed to be similar if they are frequently clicked
together in the same sessions. Note that, this is slightly different
from original item-based CF, in which two items are considered
similar if they receive similar settings from the same set of users.
While simple, item-based methods have been shown to be effective
and widely deployed. A drawback of item-based recommendation
is that it does not consider click order and generates predictions
based only on the last click. Rendle et al. [20] propose so called
Factorized Personalized Markov Chains to model sequential behaviors as a transition graph of items, which they use to predict
next-basket items. Their work is similar to ours in that they predict
next-basket items. However, unlike our work, they do that based
only on previous baskets of the same user, while we make predictions based on all previous clicks without user identity. Figueiredo
et al. [6] propose a Bayesian generative model to model click sequences. Their method is a generic method for any settings where
data are sequences of events, which include session clicks. Learning
item embeddings is another approach applicable for session-based
recommendation. Inspired by learning word distributional representation in NLP, methods of this approach learn embeddings for items
by training a shallow neural network to predict next purchased
item in a transaction [9, 26]. The authors of [26] also leverage item
metadata to regularize item embeddings, which makes it relevant
to content-based approaches. Following successful applications of
deep learning models in recommendation, Hidasi et al. [11] propose
a pioneering work on using deep learning for session-based recommendation, in which they use RNN to model whole sequences of
session click IDs. This work was then elaborated by Tan et al. [23],
where they use a similar RNN architecture but with other loss functions and training data generation methods. In a later work, Hidasi
et al. [12] extend their previous work by combining rich features
of clicked items such as item IDs, textual descriptions, and images.
They use different RNNs to represent different types of features
and train those networks in a parallel fashion. Our work is relevant to [12] in that we combine features of different type for better
session-based recommendation. However, our method uses a totally
different model (3D CNN) and encoding method, which provide
improved accuracy while simplify feature engineering steps.

3

content features. This is followed by an explanation of training
procedure and training data preparation.
Let [c 1 , c 2 , ..., c n ] (n ≥ 2) denote the sequence of item-viewing
clicks for a given session, where c i (i = 1..n) is the ID of the
i-th clicked item. In each session, there are zero or more clicks
immediately followed by add-to-cart events (i.e. the viewed items
are added to cart). Let [a 1 , a 2 , ..., an ] be an indicator vector so that
ai = 1 if c i is added to cart, and ai = 0 otherwise. For any given
prefix [c 1 , c 2 , ..., c t ] (t = 1..n−1) of the session, the recommendation
task is to predict subsequent add-to-cart items if such occur in the
rest of the session, i.e. to predict c i |t < i ≤ n, ai = 1 . Note that this
formulation is different from that of previous works, in which the
task is to predict subsequent clicks rather than add-to-cart items
[6, 11]. Predicting add-to-cart events, while more challenging, is
more useful for e-commerce websites, as it guides users directly to
items of highly probable purchase. We also assume that each item
has a numerical ID, textual name and descriptions, and belongs to
a category defined by the website owner. Here, we seek to find a
model that takes into account all these information when making
predictions.

3.1

Character-level Representation of Input

Inspired by the success of character-level CNNs in NLP [14, 28],
we represent IDs and other item features using character-level
encoding, which we describe in this section.
Let V denote the vocabulary of characters (alphabet) of size |V |.
Suppose an item feature f is given as a sequence of characters
[v 1 , v 2 , ..., vk ], where k is the length of f . Then the character-level
encoding of feature f is given by matrix U f ∈ R |V |×k , where the
element at i-th row and j-th column is equal to 1 if v j corresponds
to i-th entry in V , and is equal to 0 otherwise. In other words, the jth column of U f is the 1-hot encoded vector of character v j . In this
work, we use vocabulary V of 55 characters, including all lower case
characters from English alphabet, 10 digit characters, and several
other characters. The characters are shown below:
abcdefghijklmnopqrstuvwxyz0123456789 -,
;.!?:"’/\|_@#$%
For each clicked item, we represent the associated features as
follows.
• Item ID. A numerical ID is simply treated as a sequence of
digit characters.
• Name and descriptions. It is straightforward to concatenate
item name and descriptions which are already sequences of
characters. In practice, the name is usually long enough and
already provides a concise and informative description of
an item, for example " iPhone 7 Smart Battery Case - Black".
Therefore, we use only names and ignore additional descriptions to save computation time and reduce model size.
• Category. Categories are usually organized in a hierarchy
by the website owner. To utilize the information encoded
in the hierarchy, we concatenate the current category with
all its ancestors up to the root and use the resulting sequence of characters as category feature, for example "apple/iphone/iphone7/accessories".
Given character-level encoded matrices for each type of features,
we stack the matrices on top of each other to form a final matrix of

METHODS

In this section we describe in detail the character-level representation for input data and the 3D CNN architecture for modeling both
temporal and spatial patterns in sequences of clicks with associated
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Figure 1: 2D and 3D convolution operations applied to multiple frames. a) 2D convolution results in 2D output. b) 3D
convolution results in 3D output.
X ∈ Rm×n , where m = |V | ∗ F with F being the number of feature
types (3 in this case), and n is the length of the longest feature (see
figure 2 for an illustration). We set n to 150 in our experiments,
ignoring characters beyond this limit. If a feature length is shorter
than n then we add columns with all zeros to the right to get a
matrix with exactly n columns.

3.2

Figure 2: Illustration of the first and last layers.

(see the previous section). Inspired by computer vision terminology
we will call such a matrix "frame". Then, a sequence of clicked is
represented by putting corresponding frames side by side. As the
result, we get a cube U ∈ Rm×n×d , where d is the number of clicks.
This will serve as the first feature map for the model.
We use a model consisting of several convolution layers stacked
together. In each convolution stage, we perform a 3D convolution
between a 3D kernel and the feature map at this stage, after which
we add a bias and perform a nonlinear transformation to obtain
a new feature map (Rectified Linear Unit [ReLU] was used as the
linear transformation function for all layers). There are several
kernels for each convolution stage, resulting in the corresponding
number of feature maps for the next layer.
A recent work of He et al. [10] has shown the advantages of
using residual connection in CNNs. We also employ this technique,
adding residual connections to several convolution stages. There are
two types of residual connections: (i). Identity connection applied
to input and output of the same dimensions (solid line shortcuts
in figure 3). (ii) The projection connection (dotted line), used to
perform spatial downsampling by 1x1 convolution with a stride
of 2. The filter shape in the first layer is [5,size of alphabet,5] and
the stride is [2,2,2] (corresponding to [width, height, depth]). In
the subsequent layers we use filters and average pooling of shape
[3,3,3], and alternate between two stride shapes of [1,1,1] and [2,2,2]
(see the figure). There are 16 filters in the first convolution stage. For
the subsequent layers, we vary the of number of filters following
two rules: (1) if the output height, width are the same as the input,
the number of filter remain unchanged. (2). If the output height
and width are halved, the number of filter is doubled. There is only
one pooling layer before the fully connected layer. We use both
L2 regularization and dropout with probability of 0.5 for the fully
connected layer to prevent over fitting.
Our model uses classification-based output, where the output O 0
is a vector of probabilities over the items. This is achieved by using a
softmax layer, trained to minimize a cross-entropy loss. For a given
click, let C A = c i be the set of subsequent add-to-cart items. We can

3D CNN Architecture

Convolutional neural networks (CNNs) [18] are a type of neural
network architectures that have achieved state-of-the-art results in
computer vision , speech recognition and have been shown to be
competitive in several NLP tasks [3, 17]. By applying convolution
operations (known as kernels or filters) at different levels of granularity, a CNN can extract features that are useful for learning tasks
and reduce the need of manual feature engineering. This characteristic is desired in our problem, where the goal is to extract from
streams of clicks useful patterns, which are predictive of add-tocart events. A pattern can be a sequence of clicks, a sequence of
categories, a sequence of name parts, or their combination.
Traditional deployment of CNNs for computer vision mainly
involves spatial convolutions, which are known as 2D CNNs. Our
recommendation settings, however, involve both spatial and temporal information, which need to be modeled jointly. To achieve
this, we adopt the 3D network architecture, originally introduced
for video data [13, 24]. A main difference of a 3D network is that
convolution and pooling are performed in all three dimensions
(i.e. spatio-temporally), while in 2D networks they are performed
spatially in two dimensions, even if the input is 3-dimensional. Figure 1 illustrates the difference between 2D and 3D architectures
for 3-dimensional input. In the case of 2D networks, the 3D input
volume collapses into a 2D structure right after the first convolution layer, thus loosing all temporal information. For 3D networks,
the temporal information is preserved for subsequent convolution
layers.
In this section, we describe the architecture of 3D CNNs for
session-based recommendations. Figure 2 give a detailed illustration
of the first layers, and Figure 3 shows the whole architecture of the
proposed model. Recall that, for a click i, we represent the ID, name,
and category using one character-level encoded matrix Ui ∈ Rm×n
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Figure 3: Architecture of the 3D CNN model with detailed information for each layer. Solid lines correspond to residual identity
connections. Dotted lines correspond to residual projection connections.
represent C A as a |C A |-hot vector O of size N (N is the number of
items), so that elements corresponding to C A members are set to 1
and the others are set to zeros. The model is trained to minimize the
cross-entropy loss between O and O 0 . At prediction, the items are
presented as a ranked list according to their predicted probabilities.
From the list we use top K items for a recommendation.

3.3

c1

c2

Training sequence 1

c1

?

Training sequence 2

c1

c2

?

Training sequence 3

c1

c2

c3

?

Training sequence 4

c1

c2

c3

c4

Session

Training

In this section we describe the procedure for preparing training
data. For each session containing at least one add-to-cart item, we
use all prefixes up to the last add-to-cart item as training sequences.
For each such training sequence, all subsequent add-to-cart item
IDs are used as corresponding training labels (see figure 4 for an
illustration). Since a 3D CNN model must have a fixed temporal
size (which we set to 7 in our experiments), we process training
sequences that are shorter or longer than seven clicks as follows.
For shorter sequences, we use right padding, i.e. adding frames
with all zeros to the right, to get the required number of frames. For
a longer sequence, we remove some clicks to retain the required
number of clicks. There are three options to remove clicks:
• Remove the first clicks. This means only the last clicked
items are used as input. The assumption behind this method
is that the most recent clicks have more impact on add-to-cart
decision.
• Remove the last clicks: only the first clicked items are retained.
The assumption is that the first impression is more important
while later clicks are less important.
• Remove the middle clicks and retain the same number of the
first and last clicks. This combines the above two assumptions.

c3

c4

c5

?

Figure 4: Generation of training sequences. Normal clicks
are shown in white, clicks with add-to-cart are shown in
blue. For each training sequence, the labels to predict are
all subsequent add-to-cart clicks.

The same processing is applied at prediction time.

4

EXPERIMENTS AND RESULTS

In this section, we evaluate the performance of the proposed method
compared to state-of-the-art session based recommendation algorithms on two datasets. We also reports results for different settings
and parameter values.
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Table 1: Statistics of the datasets
Datasets
Training set
Sessions
Clicks
Sequences
Test set
Sessions
Clicks
Sequences
Items

4.1

JEWELRY

ELECTRONICS

42,698
604,176
591,884

30,982
319,829
307,135

4,966
71,304
69,135

4,421
46,361
45,127

8,086

4,520

of all subsequent actual add-to-cart items. We report recall@N
averaged over all sequences in the test set.
The second metrics used in evaluation is Mean Reciprocal Rank
(MRR@N), which is the average of reciprocal ranks of actual add-tocart items with a rank set to zero if it exceeds N. MRR@N measures
how well a recommender system assigns a higher rank for an actual
item, thus is more sensitive than recall@N for ranking within top-N
ranked items. We computed recall@N and MRR@N for N = 5, 10,
20, which correspond to different sizes of recommendation panels
in webpages.
We conducted hyperparameter search on ELECTRONICS dataset,
using a validation set consisting of the last 10% sessions from the
training set. The optimal hyperparameters tuned on ELECTRONICS validation set were then used in all experiments. Specifically,
we trained our model using mini-batches of size 250 with Adam
optimizer and learning rate of 0.001. The model was trained for
100 epochs. The weights were initialized using truncated Gaussian
with zero mean and standard deviation of 0.1. The length of each
feature is limited to 150 characters. This length was enough for the
longest category path in both datasets.
Baselines
We compared our method with the following session-based recommendation methods.
• Item-based kNN. The first, and very competitive baseline is
Item-based kNN. This is a simple, yet effective method, which
is widely deployed in practice. In this method, two item are
considered similar if they co-occur frequently in different
sessions. Because the problem is to predict subsequent addto-cart events, we calculate the similarity between each item
and only add-to-cart items. In prediction, the method outputs
top-N items, which are most similar to the current clicked
one.
• ID-RNN. This method [11] uses RNN to model session clicks
and require only item IDs. The method was reported to deliver substantial improvement over Item-based kNN. We used
the implementation provided by the authors ID-RNN with
default parameters (https://github.com/hidasib/GRU4Rec).
Although ID-RNN was originally proposed for next click
recommendation, it is straightforward to train ID-RNN to
predict subsequent add-to-cart items by using such items as
training labels.
• Parallel-RNN. This method [12], proposed by the same authors of ID-RNN, also uses RNN but extend the model to
consider textual descriptions of items and associated images,
in addition to IDs as in ID-RNN. This is a leading method for
session-based recommendation, which has been reported to
be very effective in combining data of several types. ParallelRNN is the most closely related to our method as it can combine different item features by combining different RNNs,
trained on those features. We re-implemented Rich-RNN in
TensorFlow with parameters corresponding to the best performance in their paper (bag-of-word TF-IDF for text, hidden
unit of size 500+500, parallel networks, Interleaving training). Like in the case of ID-RNN, we trained Parallel-RNN
to predict add-to-cart items by using such items as training

Experimental Setup

Datasets
We evaluated the proposed method on two proprietary datasets.
The datasets were collected from two retail websites of small to
medium size. The first dataset consists of product view events of a
website selling jewelry products. The view events immediately followed by add-to-cart events were specially marked. The data were
collected for a period of about three months without holiday or
sale seasons. We will refer to this dataset as JEWELRY. The second
dataset consists of product viewing clicks of a website selling electronics products over a period of three months. Similar to the first
dataset, the view events with following add-to-cart were marked.
We refer to this dataset as ELECTRONICS. Both sites only had
simple recommendation in forms of most popular and new coming
products. Note that the products in two datasets belong to two different domains of different characteristics. While jewelry is usually
considered hedonic products (pleasure-oriented consumption), electronics products are more utilitarian (goal-oriented consumption)
[19].
We removed all sessions not containing any add-to-cart event.
We also removed sessions with only one click followed by an addto-cart event because they are not suitable for session-based recommendation. We filtered items that were not added to cart in any
session of the experimented period. For each product, its name
(used as descriptions) and category name were retrieved and transformed to lower-case. Table 1 summarizes the statistics of the two
datasets.
Setup
We used the sessions of the last ten days to form the test set and
all remaining sessions for training. From session clicks, training
and test sequences were generated as described in section 3.3. Each
test sequence is fed to the trained model, from which a ranking
over items is returned. We evaluated the experimented methods on
how well they predicted subsequent add-to-cart clicks from each
test sequence. In real-life settings, a recommender system presents
to a user a short list of top-N recommended items. An accurate
recommendation should contain actual add-to-cart items in this
list. Thus, the first evaluation metrics here is recall@N. For a test
sequence, recall@N is the number of actual subsequent add-to-cart
items among top-N recommended items divided by the number
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Table 2: Comparison of methods for shortening long sequences on JEWELRY dataset.
Shortening method

Recall@5

Recall@10

Recall@20

Only first clicks
Only last clicks
First and last clicks

0.3212
0.3302
0.3412

0.4005
0.4078
0.4152

0.4754
0.4830
0.4892

Table 3: Comparison of methods for shortening long sequences on ELECTRONICS dataset
Shortening method

Recall@5

Recall@10

Recall@20

Only first clicks
Only last clicks
First and last clicks

0.3662
0.3654
0.3907

0.4101
0.4178
0.4227

0.4734
0.4810
0.4894

Figure 5: Effect of session length on accuracy. Shown for
ELECTRONICS dataset.

was performed on ELECTRONICS dataset. Figure 5 shows averaged
Recall@10 and MRR@10 as measures of recommendation effectiveness for each session length. As expected, Recall value gradually
decreases as session length grows. For sessions of more than seven
clicks, the Recall@10 drops to 0.25, compared to Recall@10 of 0.48
for sessions with two clicks. There are two possible explanations
for this phenomenon. First, in a short session, the user is probably
more focused and has stronger intent toward some items. Second,
it is more difficult to predict something more distant in the future,
which is the case in long sessions. At the same time, Recall@10
score of 0.25 for sessions with more than seven clicks is still impressive, showing that one fourth of actual add-to-cart items correctly
appear among top-10 recommended. A somewhat less expected
result is MRR@10, which achieved the highest value for sessions of
length 5 and lower values for shorter and longer sessions. Despite
this surprising result, the model achieved averaged MRR@10 of
0.22 for long sessions, which is encouraging for a challenging task
like predicting distant add-to-cart events.
In the next experiment, we compared our model with baselines
described in the previous section. In addition to the model using all
item features (referred to as 3D-CNN Full), we also measured the
accuracy of the 3D CNN model using only IDs as input (referred to
as 3D-CNN ID). The results of experimented models on JEWELRY
and ELECTRONICS datasets are summarized in Table 4 and 5 respectively. As can be seen from the tables, the deep learning models
consistently outperformed the Item-based kNN baseline in terms
of both Recall and MRR at all threshold values (5, 10, 20), despite
the fact that Item-based kNN is a very competitive baseline. An
interesting observation is the competitive performance of 3D-CNN
ID, as compared to ID-RNN. Although the 3D CNN model with
ID data achieved lower Recall and MRR scores than ID-RNN on
the first dataset, it outperformed ID-RNN on the second dataset,
in terms of most metrics, with only one exception - the Recall@20
score. This is interesting because RNNs are usually considered to be
more suitable than CNNs in modeling sequential data. We believe
the competitiveness of CNN in this case comes from the use of 3D
convolution.
Models that combine names and categories with IDs, namely
Parallel-RNN and 3D-CNN Full, achieved higher Recall and MRR

labels. We used the same ID, names, and categories data as
used with our method.
We could not compare our method with TribeFlow [6] because
there is no obvious way to train TribeFlow to predict add-to-cart
events.

4.2

Results

The first experiment was designed to evaluate the methods used in
shortening long sessions to fit the width of the first network layer.
For CNNs, this processing is necessary but can lead to information lost. Recall that we remove clicks from long sessions in three
ways: remove the first, last, and medium clicks (see section 3.3). We
applied these methods to process long sequences in both training
and prediction and measured corresponding Recall@N for each
method. The Recall@N values for three methods and two datasets
are shown in Table 2 and Table 3. As can be seen, removing the
medium clicks results in the highest Recall, while removing the
first and last clicks result in lower Recall values, especially for top-5
recommendation. This patterns are similar across datasets. These
results suggest that the first and last clicks are more important for
predicting add-to-cart events than those in the middle. While the
first clicks may be indicative of user intent when entering the site,
the last ones may be indicative of user convergence on the items
of interest. Middle clicks are likely be performed for exploration
purposes. Based on these results, in the remaining experiments, we
retained only the first and last clicks from long sequences.
In the next experiment, we evaluated the effectiveness of the
proposed model in predicting add-to-cart items. This task is more
difficult than predicting the next click because the distance between
the current and add-to-cart click is usually much longer. To measure
how the model is effective in recommending distant add-to-cart
events we used the trained model to predict the last add-to-cart
clicks in sessions of different lengths from the test set. For a test
session of a given length, we generated all prefixes as described in
section 3.3, used them as input for predicting the last add-to-cart
item, and recorded Recall and MRR of the predictions. We used the
Recall and MRR values, averaged over all prefixes as the measures
of recommendation effectiveness for this session. This experiment
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Table 4: Results on JEWELRY dataset. The best results for each metrics are shown in bold.

Method
Item-based kNN
ID-RNN
Parallel-RNN
3D-CNN ID
3D-CNN Full

Recall@5

Recall
Recall@10 Recall@20

MRR@5

MRR
MRR@10

MRR@20

0.2211
0.2512
0.3241
0.2365
0.3412

0.2990
0.3542
0.4095
0.2947
0.4152

0.1476
0.1618
0.1754
0.1534
0.1883

0.1608
0.1774
0.1865
0.1616
0.1934

0.16341
0.1798
0.1923
0.1668
0.1986

0.3317
0.3944
0.4874
0.3650
0.4892

Table 5: Results on ELECTRONICS dataset. The best results for each metrics are shown in bold.

Method
Item-based kNN
ID-RNN
Parallel-RNN
3D-CNN ID
3D-CNN Full

Recall@5

Recall
Recall@10 Recall@20

MRR@5

MRR
MRR@10

MRR@20

0.2859
0.2907
0.3469
0.3333
0.3907

0.3679
0.3708
0.4061
0.3795
0.4227

0.1950
0.2025
0.2059
0.2478
0.2781

0.2059
0.2151
0.2162
0.2550
0.2840

0.2106
0.2208
0.2233
0.2580
0.2883

0.4108
0.4461
0.4861
0.4234
0.4894

values than those using only IDs, across all datasets and metrics.
This confirms the effectiveness of combining different features to
improve recommendation accuracy.
The 3D CNN model using different features (3D-CNN Full) consistently outperformed other experimented models including stateof-the-art Parallel-RNN, in terms of all evaluation metrics, on both
datasets. The superiority of 3D-CNN Full over Parallel-RNN is
specially significant for top-5 and top-10 recommendation, as illustrated by Recall@5 and Recall@10 values. This has been observed
in both datasets. The difference between two models, however, is
not significant for Recall@20. 3D-CNN Full still achieved higher Recall@20 scores, but the difference is negligible. It is worth noticing
that high Recall scores for top-5 and top-10 are specially important
when the area for recommendation in a webpage is limited, and
only a small number of items can be displayed. On ELECTRONICS dataset, 3D-CNN Full achieved much higher MRR scores than
Parallel-RNN, for all three threshold values. The difference between
MRR scores of two methods is smaller on JEWELRY dataset, but
the margin is still substantial for MRR@5 and MRR@10.

5

in predicting add-to-cart events. This setting, although important
in e-commerce, was not well explored previously. The proposed
method outperformed all baselines including a state-of-the-art RNN
based method. Traditionally, RNNs have been widely considered the
model of choice for sequential data. The effectiveness of our method,
in addition to existing successful applications of 3D CNN for video
and time series data, suggest that 3D CNNs are also a suitable architecture for modeling sequential data, especially when sequence
elements are associated with complex features. Finally, although the
current model uses only ID and metadata, it is straightforward to
incorporate other features such as timestamp or indication of past
add-to-cart events from the same session. By doing this, the method
can be easily extended to model co-purchase patterns, which have
been shown to be useful in practice.
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