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Computer Security

❖ Protection of systems against an adversary

❖ Secrecy: Can’t view protected information

❖ Integrity: Can’t modify protected information or process

❖ Availability: Can’t deny access to system for other users



Adversary

❖ An adversary is someone who seeks an outcome 
detrimental to your interests

• An adversarial setting involves implicit or explicit conflict

❖ An adversary is rational if he acts to maximize his payoff

• We usually assume an adversary is rational



Adversary or Attacker?

❖ An adversary becomes an attacker when he acts in a 
way that is detrimental to your interests

❖ Adversary is a term often used in cryptography

❖ Attacker is a term often used in computer security

❖ Technical distinction not hugely important

• Both ultimately mean “bad guy”



Adversaries and Attackers

❖ Defined by motives and resources

❖ Motives:

• Curiosity

• Fame

• Money

• National interest

❖ Resources:

• Time, money, and training



Classes of Attackers

From David Aucsmith, Microsoft.
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Computer Security

❖ Our definition: Analysis and protection of computer 
systems in an adversarial setting

❖ Traditional definition: Protection of information against 
unauthorized access
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view. The system security certification and the formal approval/accreditation  
procedure, done in accordance with the applicable policies of the issuing  
agencies, must still be followed-before a system can be approved for use in  
processing or handling classified information.[8;9] Designated Approving  
Authorities (DAAs) remain ultimately responsible for specifying security of  
systems they accredit.  

The trusted computer system evaluation criteria will be used directly and  
indirectly in the certification process. Along with applicable policy, it  
will be used directly as technical guidance for evaluation of the total system  
and for specifying system security and certification requirements for new  
acquisitions. Where a system being evaluated for certification employs a  
product that has undergone a Commercial Product Evaluation, reports from that  
process will be used as input to the certification evaluation. Technical data  
will be furnished to designers, evaluators and the Designated Approving  
Authorities to support their needs for making decisions.  

Fundamental Computer Security Requirements  

Any discussion of computer security necessarily starts from a statement of  
requirements, i.e., what it really means to call a computer system "secure."  
In general, secure systems will control, through use of specific security  
features, access to information such that only properly authorized  
individuals, or processes operating on their behalf, will have access to read,  
write, create, or delete information. Six fundamental requirements are  
derived from this basic statement of objective: four deal with what needs to  
be provided to control access to information; and two deal with how one can  
obtain credible assurances that this is accomplished in a trusted computer  
system. 

 Policy 

 Requirement 1 - SECURITY POLICY - There must be an explicit and  
well-defined security policy enforced by the system. Given identified  
subjects and objects, there must be a set of rules that are used by the system  
to determine whether a given subject can be permitted to gain access to a  
specific object. Computer systems of interest must enforce a mandatory  
security policy that can effectively implement access rules for handling  
sensitive (e.g., classified) information.[7] These rules include requirements  
such as: No person lacking proper personnel security clearance shall obtain  
access to classified information. In addition, discretionary security  
controls are required to ensure that only selected users or groups of users  
may obtain access to data (e.g., based on a need-to-know). 

 Requirement 2 - MARKING - Access control labels must be associated  
with objects. In order to control access to information stored in a computer,  
according to the rules of a mandatory security policy, it must be possible to  
mark every object with a label that reliably identifies the object's  
sensitivity level (e.g., classification), and/or the modes of access accorded  
those subjects who may potentially access the object.  
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to  whom personal (or organizational)  information is to be 
released. 

This paper will not be explicitly  concerned  with  privacy, 
but  instead  with the mechanisms used to help achieve it.’ 

The term  “security”  describes  techniques  that  control  who 
may use or modify the computer or the information  contained 
in it. ’ 

Security  specialists (e.g., Anderson [ 61 ) have found  it  useful 
to place  potential  security  violations  in  three  categories. 

1) Unauthorized  information  release:  an  unauthorized  per- 
son is able to  read  and take advantage of information  stored 
in the computer. This category of concern  sometimes  extends 
to “traffic analysis,” in which the  intruder observes  only the 
patterns of information use and  from  those  patterns can infer 
some  information  content.  It also includes  unauthorized use 
of a  proprietary  program. 

2) Unauthorized  information  modification: an unauthorized 
person is able to  make  changes  in  stored  information-a  form 
of sabotage.  Note that  this  kind of  violation  does  not  require 
that  the  intruder see the  information  he has  changed. 

3)  Unauthorized  denial of use: an  intruder can prevent  an 
authorized  user  from  referring to  or  modifying  information, 
even though  the  intruder may not be able to refer to or mod- 
ify the information. Causing a system  “crash,”  disrupting  a 
scheduling  algorithm, or  firing  a bullet into  a  computer are 
examples  of  denial of use. This is  another  form of sabotage. 

The term  “unauthorized” in the  three categories  listed  above 
means that release,  modification, or denial  of use occurs  con- 
trary to  the desire  of the person  who  controls  the  information, 
possibly even contrary to  the constraints  supposedly  enforced 
by the system.  The biggest complication in a general-purpose 
remoteaccessed  computer  system is that  the  “intruder” in 
these  definitions may be an  otherwise  legitimate user of the 
computer  system. 

Examples of security  techniques  sometimes  applied to com- 
puter  systems  are  the  following: 

1) labeling files with  lists of authorized users, 
2) verifying the  identity of a  prospective user by  demanding 

3) shielding the  computer t o  prevent  interception  and sub 

4) enciphering  information  sent  over  telephone lines, 
5 )  locking the  room  containing  the  computer, 
6 )  controlling who is allowed to make changes to  the com- 

puter system (both  its  hardware  and  software), 
7) using redundant  circuits  or  programmed  cross-checks  that 

maintain  security  in  the  face of hardware  or  software 

8) certifying  that  the  hardware  and  software are  actually 

a password, 

sequent  interpretation of electromagnetic  radiation, 

failures, 

implemented as intended. 

It is apparent  that  a wide range of considerations  are  pertinent 
to  the engineering of security of information.  Historically, the 

be found in [ 11, and  an interesting study of  the impact of technology 
‘A thorough  and scholarly discussion of the concept of privacy may 

on privacy is given in [2].  In 1973, the U.S. Department  of  Health, 
Education, and Welfare published a related study [ 31. A recent paper 
by Turn and Ware [4 ]  discusses the relationship  of the social objective 
of privacy to the security mechaniams of  modern computer systems. 

tems  that handle clacrdfied defense information, and priwcy for systems 
‘W. Ware [ 51 has suggested that  the  term security be used for sy% 

handling  nondefense  information. This suggestion has never really 
taken hold  outside the defense security community,  but  literature 
originating  within that  community  often uses Ware’s defmitions. 

literature of computer  systems has more  narrowly  defined  the 
term protection to  be just those  security  techniques  that  con- 
trol  the access of executing  programs to stored inf~rmat ion .~  
An example of a protection  technique is labeling of computer- 
stored  files  with lists of authorized  users.  Similarly,  the  term 
authentication is used for  those  security  techniques  that verify 
the  identity of a person (or  other  external  agent) making a 
request of a  computer  system. An example of an  authentica- 
tion  technique is demanding a password. This paper  concen- 
trates  on  protection  and  authentication mechanisms,  with 
only  occasional  reference to  the  other equally  necessary se- 
curity mechanisms. One  should  recognize  that  concentration 
on  protection and authentication mechanisms  provides a nar- 
row view of information  security,  and  that  a  narrow view is 
dangerous.  The  objective of a secure  system is to prevent all 
unauthorized use of information,  a negative kind of require- 
ment. It is hard to prove that  this negative  requirement has 
been  achieved, for  one must  demonstrate  that every possible 
threat  has  been  anticipated.  Thus an expansive view  of the 
problem is most  appropriate to  help  ensure that  no gaps a p  
pear in  the  strategy. In  contrast,  a  narrow  concentration  on 
protection mechanisms,  especially  those logically impossible 
to defeat, may lead to  false  confidence  in  the  system as a 
whole.4 

2)  Functional  Levels  of  Information  Protection: Many dif- 
ferent designs have been  proposed  and  mechanisms imple- 
mented  for  protecting  information in computer  systems. One 
reason for  differences  among  protection  schemes is their  dif- 
ferent  functional  properties-the  kinds of access control  that 
can be expressed  naturally  and  enforced. It is convenient to  
divide protection  schemes  according to  their  functional p r o p  
erties. A rough  categorization is the following. 

a) Unprotected  systems: Some systems have no  provision 
for  preventing  a  determined user from having access to every 
piece of information  stored in the system.  Although  these 
systems  are  not  directly of interest  here,  they  are  worth men- 
tioning  since, as  of 1975,  many of the most widely used, com- 
mercially available  batch  data  processing  systems  fall into  this 
category-for  example,  the Disk Operating  System  for  the IBM 
System 370 [ 91. Our  definition of protection, which excludes 
features  usable  only  for  mistake  prevention, is important  here 
since it is common  for  unprotected  systems to  contain  a va- 
riety of mistake-prevention  features.  These may provide  just 
enough  control  that  any  breach of control is likely to be the 
result of a  deliberate  act  rather  than an accident.  Neverthe- 

include mechanisms designed to  limit the consequences of  accidental 
’Some authors have widened the scope of the  term  “protection”  to 

mistakes in programming or in applying programs. With this wider 
definition, even computer systems used by a single person might in- 
clude “protection” mechanisms. The effect of  this broader  defmition 
of “protection” would be to include in our study mechanisms that may 
be deliberately bypassed by the user, on the ba& that  the probability 
of accidental  bypass can be made as smal l  as desired by careful design. 
Such accident-reducing mechanisms are often essential, but  one would 
be ill-advised to apply one to  a situation in which a  systematic attack 
by another user is to be prevented.  Therefore,  we will insist on the 
narrower d e f d i o n .  Protection mechanisms are  very useful in prevent- 
ing mistakes, but mistake-preventing mechanisms that can be delibera- 
tely bypassed have little value in providing protection. Another com- 
mon extension  of  the  term  “protection” is to techniques that ensure 
the reliability  of information storage and computing service despite 
accidental  failure  of  individual components  or programs. In this paper 
we arbitrarily  label those concerns  “reliability” or “integrity,”  although 
it  should be recognized that historically the  study of protection mecha- 

systems. 
nisms is rooted in attempts to  provide reliability in multiprogramming 

‘The broad view, encompassing all the considerations  mentioned 
here and more, is taken in several current  books [ 61 -[ 81. 



Authorization

❖ What is authorized?

❖ Authorized: allowed by the operator of the system

❖ Clear when there is a central authority and explicit policy

• Example: Department of Defense time-sharing systems

❖ Can be awkward to apply in some settings

• Example: Click fraud malware on your smart phone



Secrecy

❖ Prevent unauthorized access to information

❖ Also called confidentiality in the literature

• However: some authors use confidentiality to mean an 
“obligation to protect secrets.” (Anderson Ch. 1)

• I will use the term secrecy in this class

❖ What are some scenarios where you want secrecy?

❖ What are some scenarios involving computers?



Integrity

❖ Prevent unauthorized modification of 
information, process, or function

❖ Example: Changing your bank account balance 
without depositing money

❖ Example: Getting snacks from vending machine 
without paying for them

❖ What are some other examples?



Information Integrity

❖ The focus of traditional computer security has 
been protection of information

❖ What about control or function of system?

• In a digital computer system everything is information

• Why not just say integrity is “protection of information?”



Authenticity

❖ Prevent impersonation of another principal

❖ Some authors call this origin integrity

❖ Example: Getting money from someone else’s 
bank account using their credentials

❖ Does integrity include authenticity?

❖ What are some other examples?



Availability

❖ Prevent unauthorized denial of service to others

❖ Example: Physically rendering ATM unusable

❖ Example: Network denial of service attacks

❖ What are other examples of denial of service?



Privacy

❖ Privacy: A person’s right or expectation to control the 
disclosure of his/her personal information

❖ What is the difference between privacy and secrecy?



Security Policy

❖ Security policy: Set of allowed actions in a system

❖ Security mechanism: Part of system responsible for 
implementing the security policy

❖ Security model: Abstraction used by security 
mechanism

• We will study several models in the next two lectures

• Policy may be formulated using model



view. The system security certification and the formal approval/accreditation  
procedure, done in accordance with the applicable policies of the issuing  
agencies, must still be followed-before a system can be approved for use in  
processing or handling classified information.[8;9] Designated Approving  
Authorities (DAAs) remain ultimately responsible for specifying security of  
systems they accredit.  

The trusted computer system evaluation criteria will be used directly and  
indirectly in the certification process. Along with applicable policy, it  
will be used directly as technical guidance for evaluation of the total system  
and for specifying system security and certification requirements for new  
acquisitions. Where a system being evaluated for certification employs a  
product that has undergone a Commercial Product Evaluation, reports from that  
process will be used as input to the certification evaluation. Technical data  
will be furnished to designers, evaluators and the Designated Approving  
Authorities to support their needs for making decisions.  

Fundamental Computer Security Requirements  

Any discussion of computer security necessarily starts from a statement of  
requirements, i.e., what it really means to call a computer system "secure."  
In general, secure systems will control, through use of specific security  
features, access to information such that only properly authorized  
individuals, or processes operating on their behalf, will have access to read,  
write, create, or delete information. Six fundamental requirements are  
derived from this basic statement of objective: four deal with what needs to  
be provided to control access to information; and two deal with how one can  
obtain credible assurances that this is accomplished in a trusted computer  
system. 

 Policy 

 Requirement 1 - SECURITY POLICY - There must be an explicit and  
well-defined security policy enforced by the system. Given identified  
subjects and objects, there must be a set of rules that are used by the system  
to determine whether a given subject can be permitted to gain access to a  
specific object. Computer systems of interest must enforce a mandatory  
security policy that can effectively implement access rules for handling  
sensitive (e.g., classified) information.[7] These rules include requirements  
such as: No person lacking proper personnel security clearance shall obtain  
access to classified information. In addition, discretionary security  
controls are required to ensure that only selected users or groups of users  
may obtain access to data (e.g., based on a need-to-know). 

 Requirement 2 - MARKING - Access control labels must be associated  
with objects. In order to control access to information stored in a computer,  
according to the rules of a mandatory security policy, it must be possible to  
mark every object with a label that reliably identifies the object's  
sensitivity level (e.g., classification), and/or the modes of access accorded  
those subjects who may potentially access the object.  
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Security Policy: Airport
❖ Policy: No weapons or explosives are permitted in the 

cabin of passenger transport aircraft

❖ Model: 

• A sterile area is an area of the airport and parked aircraft which 
does not contain weapons or explosives

• All persons or objects entering a sterile area are screened to 
ensure they are not carrying weapons or explosives

❖ Mechanism: 

• Security personnel X-ray all baggage

• Persons entering area go through metal detector



Security Policy: Your Turn

❖ Snack vending machine?

❖ Geisel library?

❖ Password manager?



Model

Mechanism

Formal PolicyInformal Policy

Policy, Mechanism, Model



Assurance

❖ Assurance: Procedures ensuring that policy is enforced

❖ Examples: Testing, code audits, formal proofs

❖ Assurance is what justifies our trust in a system



Assurance

 Accountability 

 Requirement 3 - IDENTIFICATION - Individual subjects must be  
identified. Each access to information must be mediated based on who is  
accessing the information and what classes of information they are authorized  
to deal with. This identification and authorization information must be  
securely maintained by the computer system and be associated with every active  
element that performs some security-relevant action in the system. 

 Requirement 4 - ACCOUNTABILITY - Audit information must be  
selectively kept and protected so that actions affecting security can be  
traced to the responsible party. A trusted system must be able to record the  
occurrences of security-relevant events in an audit log. The capability to  
select the audit events to be recorded is necessary to minimize the expense of  
auditing and to allow efficient analysis. Audit data must be protected from  
modification and unauthorized destruction to permit detection and  
after-the-fact investigations of security violations. 

 Assurance 

 Requirement 5 - ASSURANCE - The computer system must contain  
hardware/software mechanisms that can be independently evaluated to provide  
sufficient assurance that the system enforces requirements 1 through 4 above.  
In order to assure that the four requirements of Security Policy, Marking,  
Identification, and Accountability are enforced by a computer system, there  
must be some identified and unified collection of hardware and software  
controls that perform those functions. These mechanisms are typically  
embedded in the operating system and are designed to carry out the assigned  
tasks in a secure manner. The basis for trusting such system mechanisms in  
their operational setting must be clearly documented such that it is  
possible to independently examine the evidence to evaluate their sufficiency. 

 Requirement 6 - CONTINUOUS PROTECTION - The trusted mechanisms that  
enforce these basic requirements must be continuously protected against  
tampering and/or unauthorized changes. No computer system can be considered  
truly secure if the basic hardware and software mechanisms that enforce the  
security policy are themselves subject to unauthorized modification or  
subversion. The continuous protection requirement has direct implications  
throughout the computer system's life-cycle.  

These fundamental requirements form the basis for the individual evaluation  
criteria applicable for each evaluation division and class. The interested  
reader is referred to Section 5 of this document, "Control Objectives for  
Trusted Computer Systems," for a more complete discussion and further  
amplification of these fundamental requirements as they apply to  
general-purpose information processing systems and to Section 7 for  
amplification of the relationship between Policy and these requirements.  

Structure of the Document  

The remainder of this document is divided into two parts, four appendices, and  
a glossary. Part I (Sections 1 through 4) presents the detailed criteria  
derived from the fundamental requirements described above and relevant to the  
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Trust

❖ Trust: Belief that system or component will perform as 
expected or required

❖ Trusted: assumed to perform as expected or required

• Anderson: component whose failure compromises security

❖ Trustworthy: will perform as expected or required

• Some authors use trustworthy to mean that “there is 
sufficient credible evidence” that system or component will 
perform as expected or required



Trusted Computing Base

❖ Trusted Computing Base (TCB): Part of the system 
assumed to function as required

❖ Malfunction in TCB can lead to loss of protection

❖ Assurance gives us confidence of our trust of TCB



Trusted Computing Base

❖ In Unix: CPU, memory, boot disk, operating system 
kernel, operating system utilities (e.g. passwd)

❖ On a Web server?

❖ At a store?

❖ What assurance do we have for above?

• How do we know TCB will work as required?



Incentives and Deterrents

❖ Incentive: Promise of reward for desirable action

❖ Deterrent: Threat of punishment for undesirable action

❖ Examples:

• UCSD punishes violation of academic integrity policy

• Gun ownership believed to deter criminals

• Reward for information about lost pet

❖ Other examples?



Incentives and Deterrents

❖ Attacker’s equation:
(expected gain) > (cost of attack) + (expected punishment)

❖ Defender’s equation:
(cost of protection) < (expected loss)



Accountability

❖ Accountability: Ability to attribute actions to individuals

• Necessary for incentives and deterrents

❖ System must be amenable to forensic analysis after 
something goes wrong

❖ Audit log: record of all security-relevant events in system

• Availability and integrity of audit log is critical

• What about secrecy?



Accountability Accountability 

 Requirement 3 - IDENTIFICATION - Individual subjects must be  
identified. Each access to information must be mediated based on who is  
accessing the information and what classes of information they are authorized  
to deal with. This identification and authorization information must be  
securely maintained by the computer system and be associated with every active  
element that performs some security-relevant action in the system. 

 Requirement 4 - ACCOUNTABILITY - Audit information must be  
selectively kept and protected so that actions affecting security can be  
traced to the responsible party. A trusted system must be able to record the  
occurrences of security-relevant events in an audit log. The capability to  
select the audit events to be recorded is necessary to minimize the expense of  
auditing and to allow efficient analysis. Audit data must be protected from  
modification and unauthorized destruction to permit detection and  
after-the-fact investigations of security violations. 

 Assurance 

 Requirement 5 - ASSURANCE - The computer system must contain  
hardware/software mechanisms that can be independently evaluated to provide  
sufficient assurance that the system enforces requirements 1 through 4 above.  
In order to assure that the four requirements of Security Policy, Marking,  
Identification, and Accountability are enforced by a computer system, there  
must be some identified and unified collection of hardware and software  
controls that perform those functions. These mechanisms are typically  
embedded in the operating system and are designed to carry out the assigned  
tasks in a secure manner. The basis for trusting such system mechanisms in  
their operational setting must be clearly documented such that it is  
possible to independently examine the evidence to evaluate their sufficiency. 

 Requirement 6 - CONTINUOUS PROTECTION - The trusted mechanisms that  
enforce these basic requirements must be continuously protected against  
tampering and/or unauthorized changes. No computer system can be considered  
truly secure if the basic hardware and software mechanisms that enforce the  
security policy are themselves subject to unauthorized modification or  
subversion. The continuous protection requirement has direct implications  
throughout the computer system's life-cycle.  

These fundamental requirements form the basis for the individual evaluation  
criteria applicable for each evaluation division and class. The interested  
reader is referred to Section 5 of this document, "Control Objectives for  
Trusted Computer Systems," for a more complete discussion and further  
amplification of these fundamental requirements as they apply to  
general-purpose information processing systems and to Section 7 for  
amplification of the relationship between Policy and these requirements.  

Structure of the Document  

The remainder of this document is divided into two parts, four appendices, and  
a glossary. Part I (Sections 1 through 4) presents the detailed criteria  
derived from the fundamental requirements described above and relevant to the  
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Computer Security

❖ Policy

❖ Mechanism

❖ Assurance

❖ Deterrence

❖ Accountability
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Invited Paper 

computer-stored informstion from  unauthorized use or modification. 
Abrtmet-This tutorid paper explores the mechanics of protecting 

It concentrates on those architectural structures-whether hardware or 
aoftware-that are necessrry to support  information  protection.  The 
papa develops in three. main section& Section I describes deaired 
functions, design  principles, and examples  of elemmtary protection  and 
authentication mechanismr Any  reader h n i h  with  computers 
show find the T i  section to  be reasonably accessiile.  Section II 
requirea some  famlliuity with d&ptor-b8sed  computer architecture. 
It examines in depth the principles  of modem protection architecturea 
and the relation  between  capability systems and access control list 
systems, and en&  with a brief  analysis  of  protected subsystems and 
protected  objects.  The  reader  who is dismayed  by  either the pre- 
requisites or the level  of  detail in the second  section may wish to skip 
to Section III, which  reviews the state of the art and  current research 
projects  and  provides suggestions for  further read@. 

GLOSSARY 

T HE FOLLOWING glossary provides, for reference, 
brief definitions for several terms as used in  this paper 
in the  context of protecting information in computers. 

Access The  ability to make use  of information 
stored in a computer system. Used fre- 
quently as  a verb, to  the  horror of 
grammarians. 

Access control list A list of principals that are authorized 
to have access to  some object. 

Authenticate  To verify the  identity of a  person (or 
other agent external  to  the  protection 
system) making a  request. 

right !9 1975 by 3. H. Saltzer. 
Manuscript received October 11, 1974;revised April 17,  1975. Copy- 

Engineering and Computer Science, Massachusetts Institute of Tech- 
The authors are  with Project MAC and  the Department  of Electrical 

nology, Cambridge, Mass. 02139. 

Authorize 

Capability 

Certify 

Complete  isolation 

Confinement 

Descriptor 

Discretionary 

Domain 

Encipherment 

Grant 
Hierarchical control 

To grant  a principal access to certain 
information. 
In  a computer system, an  unforgeable 
ticket, which when presented can be 
taken as  incontestable proof that  the 
presenter is authorized to have access 
to  the object named in the  ticket. 
To check the accuracy,  correctness, and 
completeness of a  security or  protection 
mechanism. 
A protection system that separates 
principals into  compartments between 
which no flow of information  or  control 
is possible. 
Allowing a  borrowed program to  have 
access to data, while ensuring that  the 
program cannot release the  information. 
A protected value which is (or leads to) 
the physical address of some protected 
object. 
(In contrast  with nondiscretionary.) 
Controls on access to an  object that 
may be changed by the  creator of the 
object. 
The set  of  objects that  currently may be 
directly accessed by a  principal. 
The  (usually) reversible scrambling of 
data according to a secret transforma- 
tion key, so as to make it safe for trans- 
mission or storage in a physically unpro- 
tected environment. 
To  authorize (s .v . ) .  
Referring to ability to  change authoriza- 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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ever possible. Many of the seminal  ideas, however, were widely spread 
this paper we have attempted to identify original sources when- 

by  word of mouth or internal memorandum rather than by purnal 
publication, and historical accuracy is sometimes difficult to obtain. 
In addition, some ideas related to protection were originally conceived 
in other contexts. In such cases, we have attempted to credit the per- 
son who f i t  noticed their applicability to protection in computer 
systems, rather than the original inventor. 

tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
risk of detection. 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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this paper we have attempted to identify original sources when- 
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publication, and historical accuracy is sometimes difficult to obtain. 
In addition, some ideas related to protection were originally conceived 
in other contexts. In such cases, we have attempted to credit the per- 
son who f i t  noticed their applicability to protection in computer 
systems, rather than the original inventor. 

tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 

originally published in Communications of the ACM 126, p. 3981. 
‘Deaign principles b), d), f), and h) are revised versions of material 

8 Copyright 1974, Association for Computing Machinery, Inc., re- 
printed by permission. 

ever possible. Many of the seminal  ideas, however, were widely spread 
this paper we have attempted to identify original sources when- 

by  word of mouth or internal memorandum rather than by purnal 
publication, and historical accuracy is sometimes difficult to obtain. 
In addition, some ideas related to protection were originally conceived 
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tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
risk of detection. 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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in other contexts. In such cases, we have attempted to credit the per- 
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systems, rather than the original inventor. 

tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
risk of detection. 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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ever possible. Many of the seminal  ideas, however, were widely spread 
this paper we have attempted to identify original sources when- 

by  word of mouth or internal memorandum rather than by purnal 
publication, and historical accuracy is sometimes difficult to obtain. 
In addition, some ideas related to protection were originally conceived 
in other contexts. In such cases, we have attempted to credit the per- 
son who f i t  noticed their applicability to protection in computer 
systems, rather than the original inventor. 

tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
risk of detection. 
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wire fences may provide some of the required  functional 
capability. This discussion,  however, is focused on the in- 
ternal mechanisms. 

3) Design Principles: Whatever the level  of functionality 
provided, the usefulness of a set of protection  mechanisms d e  
pends  upon  the  ability of a system to prevent  security viola- 
tions.  In  practice,  producing  a  system  at  any level  of func- 
tionality  (except level one)  that  actually does  prevent all such 
unauthorized  acts  has  proved to  be extremely  difficult. So- 
phisticated  users of most  systems  are  aware of at  least  one way 
to crash the system,  denying other users authorized access to  
stored  information.  Penetration  exercises involving a large 
number of different  general-purpose  systems all have shown 
that users can construct  programs  that can obtain  unautho- 
rized access to information  stored  within. Even in  systems 
designed and  implemented  with  security as an important ob- 
jective, design and  implementation  flaws  provide  paths  that 
circumvent the  intended access constraints. Design and  con- 
struction  techniques  that  systematically  exclude flaws  are the 
topic of much  research  activity, but  no  complete  method a p  
plicable to  the construction of large general-purpose  systems 
exists  yet. This difficulty is related to  the negative  quality 
of the requirement t o  prevent all unauthorized  actions. 

In the absence of such  methodical  techniques,  experience 
has  provided  some  useful  principles that can guide the design 
and  contribute  to  an  implementation  without  security flaws. 
Here are  eight  examples of design principles that  apply par- 
ticularly to protection mechanisms.’ 

a)  Economy of mechanism: Keep the design  as simple 
and small as possible. This well-known principle  applies to 
any  aspect of a  system,  but  it deserves emphasis for  protec- 
tion  mechanisms  for  this  reason: design and  implementation 
errors  that  result in unwanted access paths will not be noticed 
during norqal use (since  normal use usually  does not  include 
attempts  to exercise  improper access paths). As a  result,  tech- 
niques  such as line-by-be inspection of software  and physic31 
examination of hardware that  implements  protection mecha- 
nisms are  necessary. For  such  techniques to  be  successful, a 
small and  simple design is essential. 

b) Fail-safe defaults: Base access decisions on permission 
rather  than  exclusion. This principle, suggested by E. Glaser 
in 1965,* means that  the  default  situation is lack of  access, 
and  the  protection scheme  identifies  conditions  under which 
access is permitted.  The  alternative, in which mechanisms 
attempt  to identify  conditions  under which access should be 
refused,  presents  the wrong psychological base for  secure sys- 
tem design. A conservative design must be based on arguments 
why objects  should be accessible,  rather  than why they  should 
not.  In  a large system  some  objects will  be inadequately  con- 
sidered, so a  default of lack of permission is safer. A design 
or  implementation  mistake  in  a mechanism that gives explicit 
permission tends to  fail  by refusing  permission, a safe  situa- 
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ever possible. Many of the seminal  ideas, however, were widely spread 
this paper we have attempted to identify original sources when- 

by  word of mouth or internal memorandum rather than by purnal 
publication, and historical accuracy is sometimes difficult to obtain. 
In addition, some ideas related to protection were originally conceived 
in other contexts. In such cases, we have attempted to credit the per- 
son who f i t  noticed their applicability to protection in computer 
systems, rather than the original inventor. 

tion, since it will be quickly  detected. On the  other  hand,  a 
design or  implementation  mistake in a mechanism that ex- 
plicitly  excludes access tends to  fai l  by allowing access, a 
failure which may  go unnoticed  in  normal use. This principle 
applies both  to  the  outward  appearance of the  protection 
mechanism  and to  its  underlying  implementation. 

c)  Complete  mediation: Every access to every object 
must be checked for  authority. This principle, when system- 
atically  applied, is the primary  underpinning of the  protection 
system.  It  forces  a system-wide view  of access control, which 
in  addition  to  normal  operation  includes  initialization, r e  
covery,  shutdown,  and  maintenance.  It  implies  that  a  fool- 
proof method of identifying  the  source of every request  must 
be devised. It also requires  that  proposals to  gain performance 
by  remembering the  result of an  authority  check be examined 
skeptically. If a change  in authority  occurs,  such remembered 
results  must be systematically  updated. 

d)  Open design: The design should  not be secret [27].  
The  mechanisms  should not  depend  on  the ignorance of  po- 
tential  attackers,  but  rather  on the possession of specific,  more 
easily protected,  keys  or  passwords. This decoupling of pro- 
tection mechanisms  from protection  keys  permits  the mecha- 
nisms to be examined by many reviewers without  concern  that 
the review may itself compromise  the safeguards.  In  addition, 
any  skeptical  user may be allowed to  convince himself that  the 
system  he is about  to use is adequate  for his p ~ r p o s e . ~  Fi- 
nally,  it  is simply not  realistic to  attempt  to maintain  secrecy 
for  any system which receives wide distribution. 

e) Separation of  privilege:  Where feasible, a  protection 
mechanism that  requires  two  keys to  unlock it is more  robust 
and  flexible  than  one  that allows access to  the  presenter of 
only  a single key.  The  relevance of this  observation to  com- 
puter  systems was pointed  out by R. Needham in 1973. The 
reason is that,  once  the mechanism is locked,  the  two  keys can 
be physically  separated  and  distinct  programs,  organizations, 
or  individuals  made  responsible  for  them. From  then  on,  no 
single accident,  deception,  or  breach of trust is sufficient to  
compromise the  protected  information. This principle is often 
used in  bank safe-deposit  boxes. It is also at work in  the d e  
fense  system that  fires  a nuclear  weapon  only if two  different 
people  both give the  correct  command.  In  a  computer sys- 
tem,  separated  keys  apply to any  situation in which two  or 
more  conditions  must be met  before access should  be per- 
mitted.  For  example,  systems providing userextendible pro- 
tected  data  types  usually  depend on separation of privilege for 
their  implementation. 

f )  Least privilege: Every program  and every user of  the 
system  should  operate using the least  set of privileges  neces- 
sary to complete  the  job.  Primarily,  this principle  limits the 
damage that can  result  from  an  accident  or  error. It also r e  
duces  the  pumber of potential  interactions  among privileged 
programs to  the minimum  for  correct  operation, so that unin- 
tentional,  unwanted,  or  improper uses  of  privilege are less 
likely to occur.  Thus, if a  question arises related to  misuse of 
a privilege, the  number of programs that must be audited is 
minimized.  Put  another way, if a mechanism can provide 
“fiiewalls,”  the  principle of least privilege provides a  rationale 

accepted, especially by those accustomed to  dealing with military se- 
9We should note that the principle of open design is not universally 

curity. The notion that the mechanism not depend on ignorance is 
generally accepted, but some would argue that its design should remain 
secret. The reason is that a secret design may have the additional ad- 
vantage of significantly raising the price of penetration, especially the 
risk of detection. 
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for where to install the firewalls. The  military  security  rule of 
“need-to-know” is an  example of this principle. 

g) Least common mechanism: Minimize the  amount of 
mechanism common to more than one user and  depended on 
by all users [ 281. Every shared mechanism (especially one in- 
volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 

ment of the technical basis of information  protection  in mod- 
ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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for where to install the firewalls. The  military  security  rule of 
“need-to-know” is an  example of this principle. 

g) Least common mechanism: Minimize the  amount of 
mechanism common to more than one user and  depended on 
by all users [ 281. Every shared mechanism (especially one in- 
volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 

ment of the technical basis of information  protection  in mod- 
ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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for where to install the firewalls. The  military  security  rule of 
“need-to-know” is an  example of this principle. 

g) Least common mechanism: Minimize the  amount of 
mechanism common to more than one user and  depended on 
by all users [ 281. Every shared mechanism (especially one in- 
volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 

ment of the technical basis of information  protection  in mod- 
ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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for where to install the firewalls. The  military  security  rule of 
“need-to-know” is an  example of this principle. 

g) Least common mechanism: Minimize the  amount of 
mechanism common to more than one user and  depended on 
by all users [ 281. Every shared mechanism (especially one in- 
volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 

ment of the technical basis of information  protection  in mod- 
ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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for where to install the firewalls. The  military  security  rule of 
“need-to-know” is an  example of this principle. 

g) Least common mechanism: Minimize the  amount of 
mechanism common to more than one user and  depended on 
by all users [ 281. Every shared mechanism (especially one in- 
volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 

ment of the technical basis of information  protection  in mod- 
ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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volving shared variables) represents  a potential  information 
path between users and  must be designed with  great care to be 
sure it does not  unintentionally compromise  security.  Fur- 
ther,  any mechanism serving all users must be certified to  the 
satisfaction of every user, a job presumably  harder than satis- 
fying only  one  or a  few users. For example, given the choice 
of implementing  a new function as a supervisor procedure 
shared by all users or as  a  library  procedure that can be han- 
dled as  though  it were the user’s own, choose the  latter course. 
Then, if one  or a  few users are not satisfied with the level of 
certification of the  function,  they can provide a substitute or 
not use it at all. Either way, they can avoid being harmed by 
a  mistake in it. 

h) Psychological acceptability: It is essential that  the 
human  interface be designed for ease of use, so that users 
routinely  and  automatically  apply  the  protection mechanisms 
correctly. Also, to  the  extent  that  the user’s mental image of 
his protection goals matches the mechanisms he  must use, 
mistakes will be minimized. If he  must  translate his image of 
his protection needs into a radically different  specification 
language, he will make errors. 

Analysts of traditional physical security systems have sug- 
gested two  further design principles which, unfortunately, 
apply  only  imperfectly to computer systems. 

a) Work factor: Compare the cost of circumventing the 
mechanism with the resources of a potential  attacker.  The 
cost of circumventing, commonly known  as the “work fac- 
tor,” in some cases can be easily calculated. For example, 
the  number of experiments needed to  try all possible four- 
letter  alphabetic passwords is 264 = 456 976. If the  potential 
attacker must enter each  experimental password at a  terminal, 
one might  consider  a  four-letter password to  be adequate. On 
the  other  hand, if the  attacker could use a large computer 
capable of trying a million passwords per second, as might be 
the case where industrial espionage or military security is being 
considered,  a four-letter password would be a  minor barrier 
for  a potential  intruder.  The  trouble with the work factor 
principle is that many computer  protection mechanisms are 
not susceptible to  direct  work factor calculation, since defeat- 
ing them by systematic attack may be logically impossible. 
Defeat can be accomplished only by indirect strategies, such 
as waiting for an  accidental  hardware  failure or searching for 
an error in implementation. Reliable estimates of the length 
of such  a wait or search are very difficult to make. 

b) Compromise  recording: It is sometimes suggested that 
mechanisms that reliably record that a  compromise of infor- 
mation has occurred  can be used in place of more  elaborate 
mechanisms that completely  prevent loss. For example, if a 
tactical  plan is known to have been compromised, it may be 
possible to construct a  different one, rendering the compro- 
mised version worthless. An unbreakable  padlock on a flimsy 
file cabinet is an  example of such  a mechanism. Although the 
information  stored inside may be easy to  obtain,  the cabinet 
will inevitably be damaged in  the process and  the  next legiti- 
mate user will detect  the loss. For  another example,  many 
computer systems  record the  date  and  time of the most re- 
cent use of each file. If this record is tamperproof  and re- 

ported to  the owner, it may help discover unauthorized use. 
In computer systems, this  approach is used rarely, since it is 
difficult to guarantee discovery once security is broken. 
Physical damage usually is not involved, and logical damage 
(and internally stored records of tampering) can be undone 
by a clever attacker.” 

As is apparent, these principles do  not represent  absolute 
rules-they serve best as warnings. If some part  of a design 
violates a  principle, the violation is a symptom of potential 
trouble,  and  the design should be carefully reviewed to  be sure 
that  the  trouble has  been accounted  for  or is unimportant. 

4)  Summary of Considerations Surrounding Protection: 
Briefly, then, we may outline our discussion to this point. 
The  application of computers to information handling prob- 
lems produces  a need for a variety of security mechanisms. 
We are focusing on one aspect, computer  protection mecha- 
nisms-the mechanisms that  control access to  information by 
executing programs. At least four levels of  functional goals 
for a protection system can be identified: all-or-nothing sys- 
tems,  controlled sharing, user-programmed sharing controls, 
and putting strings on information. But at all levels, the pro- 
visions for dynamic changes to authorization  for access are  a 
severe complication. 

Since no one knows  how to build a  system without flaws, 
the  alternative is to rely on eight design principles, which tend 
to reduce both  the  number and the seriousness of any flaws: 
Economy of mechanism, fail-safe defaults,  complete media- 
tion,  open design, separation of privilege, least privilege, least 
common mechanism, and psychological acceptability. 

Finally,  some protection designs can be evaluated by com- 
paring the resources of a potential  attacker with the work 
factor required to defeat the system,  and  compromise  record- 
ing may be a  useful  strategy. 

B. Technical  Underpinnings 
I )  The  Development Plan: At this  point we begin a develop- 
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ern computer systems. There are two ways to approach  the 
subject: from  the  top  down, emphasizing the  abstract con- 
cepts involved, or from  the  bottom  up, identifying insights by 
studying  example  systems. We shall follow the  bottom-up 
approach,  introducing a series of models of systems as they are 
(or could be)  built in real life. 

The  reader  should  understand that on this  point  the authors’ 
judgment differs from  that of some of their colleagues. The 
top-down  approach can be very satisfactory when a  subject is 
coherent  and self-contained, but  for a topic still  containing 
od hoc strategies and competing world views, the  bottom-up 
approach seems safer. 

Our  first  model is of a  multiuser system that completely iso- 
lates  its users from  one  another. We shall then see how the 
logically perfect walls of that system can be lowered in a con- 
trolled way to allow limited sharing of information between 
users. Section I1  of this  paper generalizes the mechanics of 
sharing using two  different models: the capability  system  and 
the access control list system. It  then  extends these two 
models to handle  the  dynamic situation in which authorizations 
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