
Offline Word Spotting in Handwritten Documents

Nicholas True
Department of Computer Science

University of California, San Diego
San Diego, CA 9500

ntrue@cs.ucsd.edu

Abstract

The digitization of written human knowledge into string
data has reached up to but not beyond the recognition of
typeset text. This means that vast libraries of handwritten,
cursive documents must be indexed and transcribed by a
human—a prohibitively laborious task. This paper explores
an existing technique developed in [1] and [12] for the of-
fline indexation of historical handwritten documents.

The algorithm clusters segmented word images using
Dynamic Time Warping (DTW) which compares sets of
time-dependent feature vectors from two images. By clus-
tering words in an unknown document, a human only has to
label the word clusters, significantly reducing the human’s
workload.

Currently the algorithm achieves a 40.8% classification
rate using only two features. Other research from the com-
munity suggests that a classification rate of between 65%
and 72% is achievable with additional features and further
refinement to the algorithm.

1. Introduction

Optical character recognition (OCR) has been applied
to real life problems in many industries for a number of
decades. The United States Post Office uses OCR to sort the
mail, banks use it to read checks, and digital libraries and
journals use it to digitize old books, magazines, and papers.
All of these example real-world OCR applications rely on
the fact that the target text is printed (as verse as cursive).
Furthermore, they usually are working with a limited lexi-
con which makes the recognition task much easier. All of
these OCR techniques fail on cursive human handwriting.

While many people continue to research methods for rec-
ognizing cursive handwriting, success continues to be elu-
sive. It is important to emphasis that this fact is not a mark
against all of the research to date but rather an indicator of
how difficult this problem really is.

Another avenue for tackling cursive handwriting recog-
nition is offline word spotting. Instead of trying to recog-
nize each word, the goal is to compare same-author word
images and cluster similar words. This type of algorithm
could be used to reduce the amount of text a human would
have to transcribe or it could be used for digital text search
of un-transcribed cursive documents. This word spotting
approach to handwriting recognition has been tackled ex-
tensively in [1] and [12] and this paper attempts to recreate
their work.

2. Approach

The general approach taken by [1] and [12] is to segment
individual words from a document, extract a set of features
from each word, and compare all the words to each other via
their feature sets using Dynamic Time Warping (DTW). A
word is then given the cluster label of the nearest word im-
age match according to the results of the DTW comparison.
This classification is performed by a k-Nearest Neighbor
classifier.

2.1. Preprocessing

Even under the best of conditions, human cursive hand-
writing is highly variable. Setting aside the many obvious
differences between the writing styles of different authors,
the variability of single-author documents from word to
word and letter to letter is significant. Differences in global
and local word slants, varying letter sizes and baselines, and
varying qualities of the condition of the text itself can make
it nearly impossible for any word-recognition algorithm to
read or compare words. Thus the first step the word spotting
algorithm is to clean up the input word images.

The beginning of the preprocessing pipeline binarizes
the image using an arbitrary threshold process. Next, de-
scenders and ascenders—parts of letters like the tail of ’p’
or the top part of ’d’—which get included in a word image
due to poor word image segmentation are removed. This
can be accomplished using a simple heuristic which esti-
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mates the words horizontal center of mass and removes all
elements which aren’t part of the connected component at-
tached to that center of mass element.

Once there is a clean binary word image, the algorithm
normalizes the word’s slant. Because of the importance of
this step, there has been a lot of research into both global
and local word slant normalization. Global slant normaliza-
tion, such as the work done by [3], un-slants a word based
on the general slant direction of a whole word. Local slant
normalization, such as the research done by [7], tries to slant
normalize a word letter by letter. For the sake of simplicity,
global slant normalization is used in this project.

The slant normalization is done by shearing a word by
someθ and then computing the vertical projection profile.
These last two steps are repeat for some range ofθ and theθ
value which gets the maximum vertical projection value is
the slant normalization angle. This method was originally
proposed by [3].

In many papers, the word image is skew normalized but
because of the high quality of the data set it was unnecessary
to perform this step.

Figure 1. Example of a segmented word image.

Figure 2. The preprocessed word image.

Finally, the word’s base line and letter top (the bottom
and top parts of letters like ’e’, ’o’ and ’x’) are calculated.
As suggested by [8] and [9], the word image’s pseudo con-
vex hull is calculated through a series of dilates and erodes.
This smooths out a lot of minor local minima and maxima
points. The word’s pseudo outline is found by convolving a
centered first difference kernel over the pseudo convex hull
image. Local min/max values are then acquired. By apply-
ing least squares to the data we can find the word’s base-
line. Using the word’s baseline and the median word top
value, a thresholded (by standard deviation) least squares
algorithm can be applied to the min/max points to compute
the word top. With the baseline and word top, each word
image is centered such that the word can be divided into
three regions—descenders, middle, and ascenders.

2.2. Features

The key to comparing cursive words is to use a compar-
ison algorithm which takes into account the variability of

the data. Dynamic time warping (DTW) is just such an al-
gorithm as it is specifically designed to compare sequences
of data which vary in time. Unfortunately, the 2D version
of DTW is NP-hard. Therefore, to use DTW we must de-
rive feature vectors from the word images. This leads us to
features like word projection, outline, and hole location.

For this project, the vertical projection of the upper, mid-
dle, and lower thirds of a word used as features vectors.
These feature are normalized by the height of the word and
not by the individual height of each word region because
of the high variability of the upper and lower word regions.
These features were first used in [1] and [2].

Similarly to the word region projection features, [1] and
[2] also used the normalized upper and lower outlines of the
word as features.

Figure 3. The red line represents the upper-word outline.

Figure 4. The red line represents the lower-word outline.

Lastly, a feature for the location and the placement of
holes such as the center of the letter ’o’ can be represented
as a vector. The column, column-value pair can represent
the location of a hole. Columns with a value of zero repre-
sent the fact that there’s no hole there.

One of the advantages of using DTW is that it “handles”
variability of a feature vector in time (or in this case in the
x-direction of the image). However, DTW is still sensitive
to variation in the y-dimension of the feature vector. Thus,
all feature vectors are normalized to have a range of values
such that0 ≤ f ≤ 1.

To combine multiple features for a single run through the
DTW algorithm, the cost of each feature is computed for
each element to element comparison and the then summed
up. Put more succinctly:

cost(i, j) =
N∑

k=1

dist(f (1)
k (i), f (2)

k (j)),

Although DTW is a powerful and simple algorithm, it re-
quires that a cost function be supplied for it to know how to
compare feature elements. For this problem, both Euclidean
distance and squared Euclidean distance were tested. As [1]



and [12] suggested, squared Euclidean seemed to perform
slightly better because it “punished” differences in the fea-
ture vectors much more than Euclidean distance. Further
testing on different distance metrics is necessary to get a
conclusive picture of what is effective for this type of prob-
lem.

2.3. Dynamic Time Warping

A naive approach to comparing two time-variant feature
vectors is to align one vector to the other, column by col-
umn, and computing the distance between the two. Unfor-
tunately this approach would probably get confused by the
compression and expansion effects that “time” has on the
features. Dynamic time warping takes care of this problem
by compute the optimal time-warped alignment of the two
feature vectors and the compute their distance. An analo-
gous example of this situation is if you were asked to com-
pare two voice recordings where one of the recordings had
been sped up and slowed down at different points in time.
If you just listened to the recordings, you might not realize
that they were made by the same voice. However, if you
could slow down the fast parts of the recording and speed
up the slow parts you could compare the two recordings.
This is essentially what Dynamic Time Warping does.

Figure 5. Matching two features.

Dynamic time warping is an instance of a dynamic pro-
gramming problem. To compute the dynamic time warp,
the first feature vectorf (1) ∈ R{M,1} is lined up against
the second feature vectorf (2) ∈ R{1,N} and theMxN dis-
tance matrixD(., .) is computed between every element in
f (1) andf (2). EachD(i, j) element is computed accord-
ing to the following formula wherecost(f (1)

i , f
(2)
j ) is the

distance between thef (1)(i) andf (2)(j):

D(i, j) = cost(f (1)
i , f

(2)
j ) + min

 D(i, j − 1)
D(i− 1, j)

D(i− 1, j − 1)

The final DTW-distance is the value atD(M,N) and
the feature element to element warping-correspondence is
found by tracing back fromD(M,N) to D(0, 0).

It is important to note that the DTW warping path must
satisfy the following conditions:

1. Boundary Conditions: The warping path must start
D(1, 1) and end atD(M,N).

Figure 6. The DTW feature-to-feature warping matrix.

2. Continuity: For some warping pathw =
[w1w2...wK ] wk = (i, j) then wk−1 = (i′, j′)
wherei − i′ ≤ 0 andj − j′ ≤ 0. Thus, the allowable
warping path is limited to adjacent cells.

3. Monotonicity: wk = (i, j) then wk−1 = (i′, j′)
wherei− i′ ≥ 0 andj − j′ ≥ 0. Thus,w is monoton-
ically spaced in time.

One problem with the basic DTW algorithm is that it can
choose a pathological warping; a pathological warping has
a path in matrixD which either travels into the upper right
or lower left corner ofD. While the computed cost of one
of these pathological warping paths may be the lowest and
thus (apparently) the best, these warpings usually don’t rep-
resent a feature mapping that makes any sense. It is com-
mon for researchers to limit the range of possible DTW-
warping paths in an attempt to prevent this problem from
occurring. For this project, the Sakoe-Chiba Band—a band
of allowable warping path locations betweenD(1, 1) and
D(M,N)—is employed to reduce instances of pathologi-
cal warpings.

Figure 7. The Sakoe-Chiba band of allowable warping paths.

Another important refinement of DTW is to normalize



the warping path length. This step helps to reduce (but not
completely prevent) the algorithm from preferring shorter
words over longer words.

There are a number of ways of normalizing the warping
path. One way is to divide the warping path by the full
path length. Another way to normalize the warping path is
to divide by the length of the query image feature. Non-
formal testing indicated that dividing by the query image
feature length achieves the best results.

2.4. Classification and Pruning

The simplest way of finding matches between word im-
ages is to use a k-Nearest Neighbor algorithm with the Dy-
namic Time Warping algorithm as the distance function.
The biggest drawback with this approach is that it is very
slow. As you probably noticed from thePreprocessingsec-
tion is that the preprocessing is very time consuming as
well. Thankfully, we can prune down the number of word
images that need to be preprocessed and compared via the
kNN algorithm by simply eliminating words which don’t
have a similar bounding box ratio to the word image that
is currently being classified. While this approach was suc-
cessfully used by [12], better results were achieved by using
the ratio of the word image length to the difference between
the word baseline and word top.

3. Data and Results

The training and testing data for this project was orig-
inally derived from a set of George Washington’s letters
owned by the Library of Congress. A segmented subset of
these letters was acquired from the Center for Intelligent
Information Retrieval and divided into training and testing
sets for this project.

During the calibration and training phase of the project,
different feature combinations were tested on a small im-
age set. Features such as upper/middle/lower word projec-
tion, upper/lower word outline, and letter holes were tested
separately and together. In the end, the combined upper
and lower word outline did the best. Thus for the final test-
ing, combined upper and lower word outline features were
tested on a test set of 201 word images. With a training
set of 1299 images the algorithm achieved a 40.8% correct
classification rate.

One interesting observation on the results is that smaller
values for the Sakoe-Chiba band width result in a high
correct-classification rate for shorter words and low correct-
classification rate for long words. The inverse was true for
large values of the Sakoe-Chiba band width. These are rea-
sonable results because small Sakoe-Chiba band width val-
ues allow only small warpings. Shorter words usually re-
quire less warping than larger words and thus the shorter
words will have better distance values. For large Sakoe-

Chiba band width values, large amounts of warping are al-
lowed give the DTW algorithm more chances to find a low
cost warping path for larger words that can beat those of
short words.

4. Conclusion

This paper attempts to derive an accurate, usable word
spotting algorithm which could be used to speed up the tran-
scription of historical handwritten documents or allow for
text searches in un-transcribed documents. The work here
implements much of the research from [1] and [12] and tries
to find areas in the research which can be improved even
further.

As you can see from the results, a lot more research
needs to be done for this type of word spotting algorithm to
be used in real life applications. Furthermore, little research
into bridging word spotting and word recognition appears
to exist and this seems like another promising avenue to ex-
plore.
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