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Abstract

Principal component analysis (PCA) learns the second-order dependencies be-
tween image pixels, and performs information maximization when the input is
Gaussian. Although PCA has been used for image analysis, images are not in-
herently Gaussian. Independent component analysis (ICA) learns higher order
dependencies among image pixels and performs information maximization for
many distributions. An ICA model (Bartlett et al. 2002) has already been suc-
cessfully applied to face processing and has been shown to be superior to PCA for
facial recognition using both a spatially local image basis and a spatially global
image basis (Bartlett 2007). The other race effect refers to the well-known phe-
nomenon that people are better at recognizing faces from members of their own
race than members of other races. This effect has been demonstrated for a PCA
model (Haque and Cottrell 2005) trained on Caucasian and Asian faces from the
FERET database. We extended the ICA model to account for the other race effect.
We found that the ICA1 model demonstrated the other race effect and this effect
was stronger for the ICA1 (local) model than the PCA model. The results were
not as compelling for the ICA2 (global)model.

1 Introduction

The other race effect (alternatively known as the cross race effect, other race advantage, or own race
bias) refers to the well-known phenomenon that people are less accurate at recognizing faces from
members of their own race than members of other races. Studies have shown that this phenomenon
depends on exposure and learning. The effect fails to appear in young (six year old) children
(Chance et al. 1982), it increases with age in adults (Chance et al. 1982), and it is stronger in
homogenous societies than in heterogeneous societies.

Many explanations have been proposed to account for the phenomenon, but currently the
most compelling explanation comes from the Race dependent feature selection (RDFS) hypothesis
(Levin 2000). This hypothesis proposes that feature selection for same race faces is optimized
for individual identification while feature selection for other race faces is optimized for race
identification, that is, race identification is encoded at the expense of individual identification. Race
dependent feature selection has helped explain the seemingly paradoxical fact that other race faces
contain more information than same race faces and yet recognition for other race individuals is less
accurate than recognition for same race individuals, by showing that this information encodes race
rather than individual characteristics.

Recently, a PCA model (Haque and Cottrell 2005) was proposed to explain the cross race
effect under the RDFS framework. While this model demonstrates the other race effect, PCA
is not an ideal method of analysis for natural images because it can only account for second
order dependencies and natural images have many higher order dependencies. As such we have
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reconstructed the experiment with an ICA model (Bartlett 2007) as a generalization of PCA for
higher order relationships. This paper will discuss the results of applying an ICA framework to
model the other race effect.

2 ICA Model

Principal component analysis (PCA) learns the second-order dependencies between image pixels,
and performs information maximization when the input is Gaussian. Independent component
analysis (ICA) learns higher order dependencies among image pixels, and performs information
maximization for many distributions. ICA can thus be thought of as a generalization of PCA
that captures higher order relationships for a wide variety of source distribution models. Because
natural images including including human faces are better modeled as linear combinations of
super-Gaussian (high kurtosis) rather than Gaussian distributions, ICA is considered to be a better
probabilistic model than PCA. Furthermore, human perception uses the phase spectrum (higher
order statistics) not the amplitude spectrum (second order statistics) for recognition. Thus ICA is
also a better model for perception.

The ICA model (Bartlett 2007) we have selected is based on an algorithm (Bell and Se-
jnowski 1995) that optimizes information transfer in neural networks using the sigmoidal function.
Although many other algorithms have been developed for ICA, this algorithm is in keeping with
our biological inspiration and has already been successfully applied to facial recognition.

The number of independent components (ICs) found by the ICA algorithm depends on the
dimensionality of the input. Because our input consists of n images (with sets as large as n = 130),
ICA will attempt to separate n ICs. Because a large number of ICs quickly becomes intractable,
we do not perform ICA on the n original images but rather on a subset m of those images,
constructed from the linear combinations of the first m PC eigenvectors of the images. This method
improves the performance of the model without sacrificing the higher order relationships. (These
relationships exist in the PCA data although they are not separated by the PCA algorithm.)

Figure 1: Two architectures for performing ICA on images. (a) Architecture I (b) Architecture II.
In Architecture I the pixels are the points and the images are the axes of the ICA space. Thus it
finds weight vectors in the directions of statistical dependencies among the pixels. In Architecture
II the images are points and the pixels are the axes of the ICA space. Thus it finds weight vectors in
the directions of statistical dependencies among the images. Reproduced from Bartlett et al 2002.
[Permission Pending]

2.1 Architecture I

In Architecture I the images are random variables and the pixels are outcomes. Each row vec-
tor of the data matrix X contains an image. Each column vector of the data matrix X contains pixels.

Architecture I finds statistically independent basis images. It performs source separation on
the face images to produce independent component images in the rows of the output matrix U .

The independent basis image representation consists of a set of coefficients b for the linear
combination of the independent basis images u that compose each face image x. Each face image x
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can be generated as x = b1 ∗u1 + b2 ∗u2 + ...+ bn ∗un. While Architecture I finds a set of (mostly)
independent basis images, the coefficients that code for each face are not necessarily independent.
Architecture I produces spatially local face representations (face features) and is sparse within
space, that is, across pixels within an image. See Figure 2.

In Architecture I the pixels are the points and the images are the axes of the ICA space.
Thus it finds weight vectors in the directions of statistical dependencies among the pixels. See
Figure 1.

The Architecture I model functions as follows:

Let X denote the data matrix containing the set of images in its rows.
Let Pm denote the matrix containing the first m PC axes in its columns.
Let Rm = XPm denote the PC representations of the zero-mean images in X

ICA is performed on PT
m to produce a matrix of m independent basis images in the rows of

U , that is, ICA finds a transform matrix WI = WWz , where Wz is the whitening matrix for the
sphering step (speed enhancement), such that U = WIP

T
m. The coefficients are given in the rows

of B = RmW−1
I

The minimum squared error PCA approximation of X is,
X̂ = RmPT

m

The minimum squared error ICA approximation of X is,
X̂ = RmW−1

I U

2.2 Architecture II

In Architecture II the pixels are random variables and the images are outcomes. Each row vector
of the data matrix X contains the pixels. Each column vector of the data matrix X contains an image.

Architecture II finds a factorial code representation. It performs source separation on the
pixels to produce a factorial code in the columns of the output matrix U .

The factorial code representation consists of a set of independent coefficients u for the linear
combination of basis images a that compose each face image x. Each face image x can be generated
as x = u1 ∗ a1 + u2 ∗ a2 + ... + an ∗ un. While Architecture II finds a set of (mostly) independent
coefficients that code for each face, the basis images are not necessarily independent. Architecture
II produces spatially global face representations (face configurations) and is sparse across images.
See Figure 2.

In Architecture II the images are points and the pixels are the axes of the ICA space. Thus
it finds weight vectors in the directions of statistical dependencies among the images. See Figure 1.

The Architecture II model functions as follows:

Let X denote the data matrix containing the set of faces images in its columns.
Let Pm denote the matrix containing the first m PC axes in its columns.
Let Rm = XPm denote the PC representations of the zero-mean images in X based on Pm

ICA is performed on PT
m to produce a matrix of m independent coefficients in the columns

of U , that is, ICA finds a transform matrix WI = WWz , where Wz is the whitening matrix for
the sphering step, such that U = WIP

T
m. The basis images are contained in the columns of A=̂W−1

I .

The minimum squared error PCA approximation of X is,
X̂ = RmPT

m
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The minimum squared error ICA approximation of X is,
X̂ = RmW−1

I U

Figure 2: The image synthesis model. (a) Architecture I: The independent basis image representation
consists of a set of coefficients a for the linear combination of the independent basis images S that
compose each face image x. Each face image x can be generated as x = a1∗S1+a2∗S2+...+an∗Sn.
(b) The factorial code representation consists of a set of independent coefficients s for the linear
combination of basis images A that compose each face image x. Each face image x can be generated
as x = s1 ∗ A1 + s2 ∗ A2 + ... + sn ∗ An Reproduced from Bartlett 2007. [Permission Pending]

3 Experiments

3.1 Dataset

Both the PCA and ICA models used images from the FERET database. The FERET database
includes 14,051 eight bit grayscale images of human faces with viewpoints ranging from left profile
through frontal to right profile. It was developed under the Department of Defense Counterdrug
Technology Development Program between 1993 and 1997

We used a subset of images equivalent in composition to the same expression, different day
condition from Bartlett et al 2002 and Bartlett 2007 except that we only included Asian and White
individuals while they included individuals of all races. This meant that our subset included only
133 unique individuals while their subset included 425 unique individuals since we limited our
subset to the two most prevalent races, Asian and White, and the FERET database contains only 30
Asian and 103 White individuals that meet the criterion for this condition. The same expression,
different day condition uses one neutral expression frontal image of each individual taken on
the first date for the training set and another neutral expression frontal image of each individual
taken on the second date for the testing set. The two dates could differ by a maximum interval of
two years. This condition was thus intended to demonstrate the effects of aging in an individual.
We selected the same expression, different day condition over the different expression, same day
condition because it has more consistent configurational features and thus provides a more neutral
base from which to test for the other race effect. We also rotated, aligned, and scaled the images
to a uniform size of 60 x 60 using the positions of the eyes and mouth (provided with the FERET
database) so that the facial features lined up across the image set and normalized for brightness.
Some examples are shown in Figure 3.
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Figure 3: Some examples of aligned face images from our dataset.

3.2 Method

Architecture I: We performed PCA on n images from the training set, then we performed ICA
on all n PC components across the pixels. This method was faster than performing ICA directly
on the n images, but still retained most of the variance. The ICA algorithm was trained for
1600 iterations starting with a learning rate of 0.0005 and annealed down to a rate of 0.0001.
The performance for the PC representation was evaluated for the coefficient vectors R with the
nearest neighbor algorithm using the cosine (normalized dot product) similarity measure. The
performance of the IC representation was similarly evaluated for the coefficient vectors F . We used
the nearest neighbor algorithm rather than some more sophisticated classification method to keep
the focus on the PCA and ICA models rather than the classification method. We used the cosine
rather than the Euclidean measure because the contrast normalization for the cosine measure is
more neurologically consistent. (The cosine measure is equivalent to the Euclidean distance when
the vectors are first length normalized.) Furthermore, while PCA performs equally well for both
measures, ICA performs better for the cosine measure (Bartlett et al 2002).

Architecture II: We performed PCA on n images from the training set, then we performed
ICA on all n PC components across the n images. The ICA algorithm was trained for 1600
iterations starting with a learning rate of 0.0005 and annealed down to a rate of 0.0001. Again we
evaluated the performance of the PCA and ICA models with the nearest neighbor algorithm using
the cosine similarity measure.

3.3 The Size of the Training Set

We tested the PCA and ICA models as a function of the size of the training set to establish a baseline
for the performance of these models on our dataset. We used training set sizes from 30 to 130
sampled at intervals of 10. The ICA2 model had the best performance. The ICA1 model had the
second best performance. The PCA model had the worst performance. The PCA and ICA1 models
showed the clearest improvement trend as the set size increased. The ICA2 model was more dubious.
All three models showed a guessing bias for small set sizes. None of the models showed the same
accuracy as Bartlett et al 2002 or Bartlett 2007. The difference can be attributed to the small set size.
Both PCA and ICA require many training examples and our experiments used a paltry 130 images
compared to their 425 images. See Figure 4.
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3.4 The Other Race Effect for the Symmetric Case

We tested the PCA and ICA models as a function of the ratio between the majority and minority
races. Because the number of Asian individuals in the FERET database was so limited, we were
forced to run the symmetric case with a set size of 30. In this case, we started with a training
set containing 30 Asians and 0 Whites, then proceeded to remove one Asian and add one White
individual on each iteration, until we ended with a training set containing 0 Asians and 30 Whites.
Thus Asians represented a majority for the first half and Whites represented the majority for the last
half. Asians and Whites were equally represented in the middle.

The PCA model demonstrated the other race effect; its performance was more accurate for
majority individuals than for minority individuals. The percent correct for Asian individuals was
higher than the percent correct for White individuals when Asians were the majority race. The
percent correct for White individuals was higher than the percent correct for Asian individuals
when Whites were the majority race. The model showed equal accuracy near the point of equal
representation. See Figure 5.

The ICA1 model did not demonstrate a compelling other race effect for this set size. In fact,
it showed the reverse effect with better recognition for minority individuals than for majority indi-
viduals when the number of minority individuals was small. Furthermore, it showed a consistently
better performance for White individuals than for Asian individuals. The reverse effect might be
attributable to guessing bias. When the number of individuals in the minority race is small, racial
information provides cues for identity recognition. We will call this the token race effect. The better
performance for White individuals might be attributable to the definition of race in the FERET
database. The individuals listed as Asian are composed of a very wide range of ethnicities including
Indian, Pacific Islander, Korean, Japanese, and Chinese. Both problems are likely exacerbated by
the small set size and indeed as we will see in the next experiment, the other race effect becomes
apparent and the token race effect is reduced when we increase the set size. See Figure 6.

The ICA1 model performed better than the PCA model. The PCA model showed the other
race effect. The ICA1 model did not show the other race effect for this set size. The PCA model
showed the token race effect for Asians but not for Whites. The ICA1 model showed the token race
effect for both Asians and Whites. See Figure 7.

The ICA2 model did not have enough images to run this experiment. The ICA algorithm
could not consistently separate meaningful ICs across only 30 images. Thus we have elected to
omit the results.

3.5 The Other Race Effect for a White Majority

We also tested the PCA and ICA models as a function of the ratio between the majority and minority
races for a larger set size. Again because the number of Asian individuals in the FERET database
was so limited, we could only do this when the majority was White. We can conjecture but we
cannot presume that these results would hold for an Asian majority. In this case, we started with a
training set containing 30 Asians and 70 Whites, then proceeded to remove one Asian and add one
White individual on each iteration, until we ended with a training set containing 0 Asians and 100
Whites. Thus Whites represented the majority for all iterations.

The PCA model demonstrated the other race effect with better performance for the majority
race than the minority race except when the number of minority individuals was very small. For that
case it showed better performance for the minority race as part of the token race effect. See Figure 8.

The ICA1 model demonstrated the other race effect with better performance for the major-
ity race than the minority race except when the number of minority individuals was very small.
Then it showed better performance for the minority race as part of the token race effect. See Figure 9.

The ICA2 model demonstrated the other race effect with better performance for the majority
race than the minority race except when the number of minority individuals was very small. For that
case it showed better performance for the minority race as part of the token race effect. However
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the other race effect was far less compelling than the ICA1 model. See Figure 11.

The ICA1 model performed better than the PCA model. The ICA1 model showed a greater
other race effect than the PCA model. The ICA1 model showed less of a token race effect than the
PCA model. See Figure 10.

The ICA2 model performed better than the PCA model. Both the PCA and ICA2 models
showed a weak other race effect. Both the PCA and ICA2 models showed the token race effect. See
Figure 12.

4 Discussion

The results of this paper are rather inconclusive. The FERET database does not provide enough
images of unique individuals for a proper test of the other race effect for either PCA or ICA. For
a set size of 30, PCA shows the other race effect, ICA1 does not show the effect, and ICA2 does
not function. For a set size of 100, PCA shows the other race effect, ICA1 shows a strong other
race effect, and ICA2 shows a weak other race effect. However since this set size only used a White
majority, we cannot conclude that these results hold for an Asian majority. For a genuine test of
the PCA and ICA models we will thus need to select another database with more images of unique
individuals of different races.
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Figure 4: The percent correct as a function of the set size for the training set. The set size increases
from 30 to 130 from left to right. The black line represents the guessing rate, or 1 / set size. The red
line represents the percent correct for PCA. The blue line represents the percent correct for ICA1.
The green line represents the percent correct for ICA2.

Figure 5: The percent correct for PCA as a function of the ratio between the majority and minority
race. The total size of the training set is n = 30. The number of Asians in the training set decreases
from 30 to 0 from left to right. The number of Whites in the training set increases from 0 to 30 from
left to right. Thus Asians represent the majority on the left half of the graph and Whites represent
the majority on the right half of the graph. The black line represents the guessing rate. The red line
represents the percent correct for Asian individuals. The blue line represents the percent correct for
White individuals. The magenta line represents the percent correct for all individuals.

8



Figure 6: The percent correct for ICA1 as a function of the ratio between the majority and minority
race. The total size of the training set is n = 30. The number of Asians in the training set decreases
from 30 to 0 from left to right. The number of Whites in the training set increases from 0 to 30 from
left to right. Thus Asians represent the majority on the left half of the graph and Whites represent
the majority on the right half of the graph. The black line represents the guessing rate. The red line
represents the percent correct for Asian individuals. The blue line represents the percent correct for
White individuals. The magenta line represents the percent correct for all individuals.

Figure 7: The percent correct for PCA vs ICA1 as a function of the ratio between the majority and
minority race. The total size of the training set is n = 30. The number of Asians in the training
set decreases from 30 to 0 from left to right. The number of Whites in the training set increases
from 0 to 30 from left to right. Thus Asians represent the majority on the left half of the graph and
Whites represent the majority on the right half of the graph. The black line represents the guessing
rate. The solid red line represents the percent correct for PCA for Asian individuals. The solid blue
line represents the percent correct for PCA for White individuals. The dotted red line represents the
percent correct for ICA1 for Asian individuals. The dotted blue line represents the percent correct
for ICA1 for White individuals.
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Figure 8: The percent correct for PCA as a function of the ratio between the majority and minority
race. The total size of the training set is n = 100. The number of Asians in the training set decreases
from 30 to 0 from left to right. The number of Whites in the training set increases from 70 to 100
from left to right. Thus Whites are always the majority race. The black line represents the guessing
rate. The red line represents the percent correct for Asian individuals. The blue line represents
the percent correct for White individuals. The magenta line represents the percent correct for all
individuals.

Figure 9: The percent correct for ICA1 as a function of the ratio between the majority and minority
race. The total size of the training set is n = 100. The number of Asians in the training set decreases
from 30 to 0 from left to right. The number of Whites in the training set increases from 70 to 100
from left to right. Thus Whites are always the majority race. The black line represents the guessing
rate. The red line represents the percent correct for Asian individuals. The blue line represents
the percent correct for White individuals. The magenta line represents the percent correct for all
individuals.
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Figure 10: The percent correct for PCA vs ICA1 as a function of the ratio between the majority and
minority race. The total size of the training set is n = 100. The number of Asians in the training set
decreases from 30 to 0 from left to right. The number of Whites in the training set increases from
70 to 100 from left to right. Thus Whites are always the majority race. The black line represents
the guessing rate. The solid red line represents the percent correct for PCA for Asian individuals.
The solid blue line represents the percent correct for PCA for White individuals. The dotted red line
represents the percent correct for ICA1 for Asian individuals. The dotted blue line represents the
percent correct for ICA1 for White individuals.

Figure 11: The percent correct for ICA2 as a function of the ratio between the majority and minority
race. The total size of the training set is n = 100. The number of Asians in the training set decreases
from 30 to 0 from left to right. The number of Whites in the training set increases from 70 to 100
from left to right. Thus Whites are always the majority race. The black line represents the guessing
rate. The red line represents the percent correct for Asian individuals. The blue line represents
the percent correct for White individuals. The magenta line represents the percent correct for all
individuals.
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Figure 12: The percent correct for PCA vs ICA2 as a function of the ratio between the majority and
minority race. The total size of the training set is n = 100. The number of Asians in the training set
decreases from 30 to 0 from left to right. The number of Whites in the training set increases from
70 to 100 from left to right. Thus Whites are always the majority race. The black line represents
the guessing rate. The solid red line represents the percent correct for PCA for Asian individuals.
The solid blue line represents the percent correct for PCA for White individuals. The dotted red line
represents the percent correct for ICA2 for Asian individuals. The dotted blue line represents the
percent correct for ICA2 for White individuals.
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