
Figure 1: This is the Airsoft surrogate AK-47 used in this paper.
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Abstract

The goal of this project is to determine if the introduction of color-based features
to an existing software recognition framework written in C++ allows it to train
more effective classifiers for object recognition using Adaboost [5]. The target
object to detect and recognize is a surrogate Airsoft replica of an AK-47 rifle
which is shown in Figure 1. In addition to existing greyscaleHaar-like features
proposed by Viola and Jones, opponent color-channel features are added, intro-
duced by Merler et. al [14, 10]. A new type of feature is also proposed and tested
which uses the Chi-Squared distance between histograms of opponent-color chan-
nels. Using a hand-labeled training set of surrogate AK-47 images against a wide
variety of cluttered backgrounds, a strong classifier trained using opponent-color-
channel features was found to slightly outperform greyscale features and to more
significantly outperform the proposed histogram features in terms of recognition
rate.

1 Introduction

Using the aforementioned boosting framework, previous tests have been run using standard Haar-
like features, as introduced by Viola and Jones [14]. The boosting algorithm used was Adaboost and
Bayesian weak classifiers were trained, as Louka Dlagnekov does for his license plate detection algo-
rithm and Kogut et.al. uses to detect soda cans [5, 4, 6]. As aninitial test of the unmodified boosting
framework, a single-scale strong classifier was trained using the magazine of the surrogate AK-47.
When this magazine classifier was tested on video footage, many false positive classifications would
occur when the background was cluttered. For example, one ofthe false positive classifications was
a silver-grey water pipe, which is intuitively quite different from a surrogate AK-47. False positive
classifications would also occur when large specular highlights were present in the image. In hopes
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of reducing the number of false positive classifications, two different types of color-based features
were added to the C++ boosting framework and tested on imagesof the receiver of the surrogate
AK-47. Specifically, the two additional types of features used are Haar-like features that operate in
opponent-color channels and variants of this opponent-color channel feature that match histograms
across opponent-color channels [14, 10].

Haar-like features are used to retrieve a response from the image they are applied to by using dif-
ferent statistical methods to compare pixel values that fall into different rectangular regions of the
feature. These inter-region comparisons are generally combined into a single number which is then
either thresholded or placed into a histogram to construct aclassifier. Generally, several different
statistics are used: mean, variance, or sum. These statistics are computed in different regions of
the Haar-like feature and subtracted from each other to yield a response. This often allows edges
and other interesting distributions of pixel values to be captured and combined with other Haar-like
features in hopes of determining the presence of an object ina particular image region. Typically,
only greyscale pixel values are examined by Haar-like features. Merler et. al. extended the ability
of Haar-like features to recognize objects by enabling different rectangular portions of the features
to gather statistics from different opponent-color-channels of the image [10]. While Merler et. al.
’s approach aims to produce more powerful features by using different color channels, one of the
goals of this paper was to produce more powerful features by using more powerful statistical anal-
ysis techniques, namely by using the chi-Squared distance measurement across regions in the Haar
feature that correspond to different opponent color channels.

2 Background

For color histogram matching, the most relevant paper foundwas Ruzon and Tomasi’s rotation-
invariant color edge detector [9]. Ruzon and Tomasi’s paperuses Earth Mover’s Distance to compare
pixel color distributions across two halves of circular windows [12]. In contrast, this paper computes
color histograms in different portions of Haar-like features and matches the different portions to
each other using the chi-Squared distance. For example, if aHaar-like feature has two regions, then
a color histogram is computed for each region and the chi-Squared distance is computed between
them. This distance is treated as a filter response and used inthe boosting framework, such as the
response of Haar-like features are used by Louka Dlagnekov to detect license plates and by Viola
and Jones to detect faces [4, 14].

The same Haar-like features that operate in opponent-colorchannels used by Merler et. al. are
also tested in this boosting framework [10]. These featuressubtract the sum of pixel areas between
opponent color channels between different areas of the Haar-like features in a manner similar to, yet
far more efficient than Jain and Healy’s opponent-channel Gabor features [7]. These features are
generated and put into the boosting framework in the same manner as the greyscale features [4].

The original Adaboost paper by Freund et. al. portrayed Boosting as combining many weaker ”rules-
of-thumb” to come up with a strong prediction rule [5]. This is analogous to gathering evidence
for a court case where usually the final verdict is stronger ifa large amount of evidence has been
gathered. This paper focuses on using color information as stronger evidence in order to more
accurately indicate the presence of a AK-47 /in an image thanusing greyscale Haar-like features
would do alone [14]. By using opponent color channels, it washoped that these features would be
more robust to changes in lighting and image noise by still maintaining relative color across seperate
portions of each feature.

3 Experiment

3.1 Feature Generation

The three different feature types used are as follows:

3.1.1 Greyscale Features

Haar-like features are generated of the type used by the OpenCV software framework and initially
developed by Viola and Jones [2, 14]. Rather than generatinga complete set of features, every six-
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teen pixels is skipped when determining the offset of individual regions within the feature to allow
for more efficient training. Three different measurements are applied to greyscale pixel intensities,
which are: difference of pixel intensity sums, difference of variance of pixel intensities, and differ-
ence of mean pixel intensities. Although Open CV features include tilted features, no tilted features
are used for this paper [2, 8]. To efficiently compute these three statistical properties for regions of
the Haar-like features, integral images are computed for the greyscale image, which were proposed
by Viola and Jones and were used by Dlagnekov and Kogut et. al.[14, 4, 6].

3.1.2 Opponent-Color Features

Haar-like features are generated of the same type as the greyscale features but operating in opponent
color channels as are used by Merler et. al. [10]. The same statistics gathered by the aforementioned
greyscale features are used except rather than subtractinggroups of pixel intensities in the greyscale
channel, groups of pixel intensities are subtracted acrossopponent-color channels. Once statistics
are gathered, one of the following pairs of opponent color channels are subtracted: red minus green,
red minus blue, or blue minus yellow where yellow is simply the sum of the red and green channels.
To speed up classification and training times, integral images are computed for each color channel,
including yellow [14].

3.1.3 Opponent-Color Chi-Squared Features

Haar-like features are generated of the same type as the opponent color channel features. How-
ever, instead of computing the difference of mean, sum, and variance, the chi-Squared distance is
computed between histograms constructed from opponent color channels in different regions of the
Haar-like feature. To speed up classification and training times, integral histograms are constructed
for each color channel, including yellow [11].

3.2 Training Set / Testing Set

The camera used to create the training set is a Canon PowerShot SD600 6.0 megapixel camera [1].
The images were scaled down to a size of 282 by 211 pixels priorto training and testing. An Airsoft
AK-47 replica is used as the surrogate object, as shown in Figure 1. Two-Hundred and Eighty-Nine
images were taken of the surrogate AK-47 under a variety of lighting conditions both indoors and
outdoors against a variety of cluttered backgrounds. Half of the images were randomly chosen for
the training set while the other half were used for the testing set. The receiver of the surrogate AK-47
was hand-labeled at a single scale using the Viper-GT Image Annotation program with a bounding
box of size 279 by 37 pixels [3]. All training images were taken with the surrogate AK-47 at the
bottom of the image with only the receiver shown. This allowed the images to be annotated very
quickly and to maintain the same scale across the images.

3.3 Weak Classifiers

Freund et. al. have shown in their paper that training a strong classifier with Adaboost results in
the error rate of the given training data eventually converging to zero percent as long as each weak
classifier has an error rate of less than chance (i.e. less than fifty percent) [5]. Bayesian classifiers
were constructed as in Dlagnekov’s thesis and in Kogut et. al. since they often yield error rates of
much less than fifty percent [4, 6]. The Bayesian classifiers consist of constructing histograms of
eighty bins for all feature types. The maximum histogram value is clamped at twenty for greyscale
and opponent-color features and it is clamped at ten for opponent-color Chi-Squared features. The
minimum histogram value is clamped at zero for all feature types. These histogram attributes were
chosen experimentally based on whether the weak classifiersconstructed from different histogram
configurations of the training data performed well. Out of all generated features, one-thousand were
randomly chosen and trained as weak Bayesian classifiers in order to train more efficiently rather
than using a complete set.

3.4 Strong Classifiers

To test the relative advantages of the different feature types, three different strong classifiers were
trained via the Adaboost algorithm [5]. Rather than mixing features from the three different cate-
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Figure 2: This is the positive training set used to train all three strong classifiers in this paper prior to
randomly offsetting the labeled training examples to generate additional positive training examples.

gories described above, each strong classifier was trained using weak classifiers corresponding ex-
clusively to one of the three categories of feature in order to compare the relative performance of each
feature. The three different features tested are: greyscale, opponent-color channel, or opponent-color
channel chi-squared. The Adaboost algorithm was executed for each strong classifier as follows [5]:

3.4.1 Loading Training Data / Initializing Weights

The labeled training data was loaded and ten-thousand images from the background were randomly
extracted as negative training examples (i.e. not representing the object to detect and recognize). The
labeled regions are considered ”positive” training examples since they represent the object to detect
and recognize. The positive training examples can be seen inFigure 2. The positive regions were
randomly offset by up to two-percent of their width and height to generate one-thousand additional
positive training examples. Each training example was initially assigned a weight such that the sum
of all positive and negative example regions add to one.

3.4.2 Pre-Training Training Data and Weak Classifiers

To facilitate more efficient training, the filter responses of each weak classifier to each training image
were cached and the integral images or integral histograms were computed depending on the feature
type being used [14, 11].

3.4.3 Training

Training follows the standard discrete Adaboost algorithm[5]. The training examples are classified
by each weak classifier and the result is multiplied by the training example weight. After each
round of training, each weighted classification is used to reconstruct the weak classifier histograms.
The training example weights are updated as well such that the more difficult training examples are
assigned higher weights, allowing Adaboost to modify the weak classifiers such that they concentrate
on more difficult training examples [5].
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The strong classifiers containing greyscale and opponent-color channel features were trained for
three rounds since this is when the training error convergedto zero. The strong classifier using
histogram features was trained for twenty rounds. the best performing weak classifier was chosen
after each round.

4 Results

Each strong classifier was run with twenty-seven thresholdsranging from zero to twenty-six on
the labeled testing data. If the center of the classificationwindow is within thirty-three percent
of the Euclidean distance to the center of the testing example label, then it is considered to be a
positive classification. If it is classified as such, then it is added to the total number of positive
examples so the true positive rate does not exceed one-hundred percent. Statistics were gathered for
each strong classifier threshold and used to generate ROC curves, which can be seen in Figure 8.
The opponent-color features yielded the best results followed by the greyscale features, as shown
in Figure 9. The chi-squared histogram Haar-like features exhibited the lowest classification rate
though all classification rates were very high. The weak classifiers chosen for each strong classifier
are shown in Figures 5,6 and 7. The false positive classifications are shown in Figures 10,11 and 12.

As shown in Figure 5, the greyscale strong classifier chose features which correspond to the rear
portion of the receiver. The opponent-color strong classifier chose very similar features though the
feature used in the third weak classifier uses the gap in the handguard and the barrel, as shown in
Figure 6. The histogram strong classifier chose features that cover all portions of the receiver though
only the first four stages are shown in Figure 7.

5 Conclusion / Future Work

After training and testing the three classifiers, it was found that the classifier with opponent-color
Haar-like features exhibited the best results on the testing data. The results were so close to those
of the greyscale classifier that further testing would be required to confidently determine the relative
effectiveness of the opponent-color Haar-like features. One disadvantage of using opponent-color
features is the extra cost of computing the integral image ofeach of the three color channels as
opposed to computing a single integral image for greyscale classifiers. Though the Haar-like features
with chi-squared histogram matching yielded the lowest classification rate for the testing set, the
classification rate was still quite high. One significant drawback of using chi-squared histogram
Haar-like features over greyscale or opponent-channel Haar-like features is they take the longest
amount of time to run, due to multiple Integral Histograms being generated and the process of
computing chi-squared measurements. Based on the ill effects of lighting and background changes
on classification rates experienced by Kogut et. al., it was expected that the chosen training and
testing sets would encounter similar difficulty [6]. The results in this paper are surprising, however,
in that despite dramatic changes in lighting and background, classification rates remained extremely
high [6]. This may be a result of using a surrogate AK-47 whichis mostly diffuse and has enough
distinctive features to distinguish it from the background, in contrast to the small, highly specular
soda cans used by Kogut et. al [6]. The camera used by Kogut et.al. also used a framegrabber that
captured noisy images at a low resolution of 640 x 480 pixels [6]. In contrast, the camera used in
this paper captured clean frames at a resolution of 2816 x 2112 which were then scaled down to a
resolution of 282 x 211 pixels which may have resulted in muchof the noise in the images being
removed. Further experiments could be performed to see how well these classifiers perform with
noisy images, motion blur from video footage, and differentimage scales of the surrogate AK-47.

Although the runtime of the classifiers was not tested in thispaper, performance could possibly be
increased by constructing Cascades, as proposed by Viola and Jones, and by optimizing the code
used in this paper [14]. For this experiment, only a single-scale and single-orientation was tested for
the surrogate AK-47. In order to detect and recognize a surrogate AK-47 under a variety of different
scales and orientations, perhaps the classifier window could be reduced in size such that the different
textures and colors of the surrogate AK-47 could be recognized, which would theoretically change
very little under different scales and orientations. This approach would be similar to Texton Boost
but rather than classifying every pixel in the image, small groups of pixels would be classified with
the Haar-like features tested in this paper [13].
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From this paper, probably the most important finding as it pertains to detecting and recognizing AK-
47s is that large variations in lighting and background can be overcome through supervised training
and simple features. Hopefully, further improvements to this method will result in invariance to
scale, noise, and orientation and result in a solid classifier with a high detection and recognition rate.
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Figure 3: This shows the training error for the greyscale andopponent-color Haar-like features. The
training error for the histogram features is not shown in this graph since its error rate is much higher
than greyscale or opponent-color features.

Figure 4: This shows the training error for opponent-color Haar-like histogram features. The train-
ing error for greyscale and opponent-color Haar-like features is shown in this graph for illustrative
purposes.
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Figure 5: This shows all the weak classifiers chosen when onlygreyscale features were used. All
three features use the difference of the mean values of the regions of the Haar-like features. The
blue bar of the histogram corresponds to the first bin of the positive-classification histogram. The
red bar corresponds to the last bin of the negative-classification histogram. Only these two bins were
shown in order to fit the histograms on this page. The Haar-like features are shown overlayed on the
average positive training image before randomly offsetting the positive training regions. The black
regions of the Haar-like features are subtracted from the white regions. With the chosen features, a
perfect seperation between positive and negative trainingexamples is achieved.
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Figure 6: This shows all the weak classifiers chosen when onlyopponent-color Haar-like features
were used. Like the greyscale classifiers, the histogram bars correspond to the first and last bins of
the histogram and have the same color codes for positive and negative training examples. All three
features use the difference of mean values like the greyscale features. The different colored regions
of the Haar-like features correspond to different opponent-color channels (e.g. yellow for the yellow
channel etc). Regions are subtracted as described earlier in this paper (red minus green, blue minus
yellow, etc). Like the greyscale features, a perfect seperation between positive and negative training
examples is achieved.
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Figure 7: This shows the top four weak classifiers chosen whenonly opponent-color Haar-like his-
togram features were used. The first nine histogram bins are shown for both positive and negative
histograms. The histograms have the same color-coding as the greyscale classifiers. Unlike the
greyscale and opponent-channel Haar-like features, the positive and negative training example re-
sponses overlap, making these classifiers less effective atlearning the training data and classifying
new image regions correctly. The Haar-like regions are color-coded in the same manner as the
opponent-color Haar-like features that don’t use histogram matching.

10



Figure 8: These are the ROC curves generated by running each strong classifier on the testing data
using threshold values from zero to twenty-six.

Figure 9: This table shows the best results achieved by strong classifiers using each type of feature.
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Figure 10: These images show the only incorrect classifications made by the strong classifier on the
testing data using greyscale Haar-like features. The false-positive classifications are represented by
the red rectangles. The true-positive classifications are represented by green rectangles.

Figure 11: This image shows the only incorrect classification made by the strong classifier on the
testing data using opponent-color Haar-like features. Thefalse-positive classifications are repre-
sented by the red rectangles. The true-positive classifications are represented by green rectangles.
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Figure 12: This image shows all the incorrect classifications made by the strong classifier on the
testing data using opponent-color Haar-like histogram features. The false-positive classifications
are represented by the red rectangles. The true-positive classifications are represented by green
rectangles.
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