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Abstract

NIMBLE is a cognitively plausible object recognition system that uses a saccadic
visual memory to store and retrieve image fragments. These fragments are ac-
quired by scanning an image in a human-like way using a bottom up saliency
model to find informative regions, applying a kernel density function to the frag-
ment to determine its familiarity, and then combining the fragments using naïve
Bayes. Although it has performed well on the data sets it has been evaluated on,
there are numerous extensions that can be made to NIMBLE to improve its bio-
logical plausibility and performance. In this work, we incorporate a more realistic
retinal representation into NIMBLE. The enhanced architecture, NIMBLER, is
evaluated on the COIL-20, COIL-100, and AR image databases.

1 Introduction

As soon as you open your eyes when you wake up, you begin to unconsciously move them about
in order to analyze your current environment, find objects of interest, and determine what they are.
The ability to make these semi-conscious ballistic eye movements, known as saccades, in order to
focus your fovea upon a target is an intrinsic feature of the primate visual system. However, the
active pursuit of visual information is a rarely modeled aspect of primate vision in object recog-
nition algorithms. The vast majority of these systems have ignored the movement of the eyes and
their inhomogeneous spatial resolution. Many of the best object recognition systems utilize a sliding
window approach in which sparse informative features are extracted from the image and are clas-
sified. Although sliding a feature extracting window across an entire image is somewhat similar to
fixating on different regions in order to parse an image, many uninformative features may be ex-
tracted. In contrast to this approach, the active vision school believes that an observer’s purposeful
manipulation of its sensory apparatus to improve its perceptual understanding of its environment is
an essential component of vision[1]. Many problems that are very difficult to solve for a passive
viewer become much more tractable for an active one[2].

In this work, we propose to enhance NIMBLE [3], an architecture that provides a framework for a
cognitively plausible vision system, with an improved retinal representation. While it is not a truly
active vision system since it operates on static images and thus cannot acquire multiple views from
different perspectives, our architecture could in the future be naturally extended to do so since it
explicitly models saccadic eye movements.

2 NIMBLE

The Natural Input Memory (NIM) model proposed by [4, 5] accounts for the movement of the eyes
in parsing an image and provides a method of integrating fixations to recognize faces, instead of
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storing the face/object in its entirety. During training, NIM samples regions of an image, which are
processed using principal component analysis (PCA) and then stored for later use. In order to per-
form classification, NIM extracts regions, applies PCA to them, and then determines the familiarity
of the region by computing the proportion of neighbors within a certain Euclidean distance. The
mean familiarity value of all the fragments is computed, which is used to determine if the image is
familiar. Originally NIM was only designed for determining familiarity and could not handle multi-
ple classes; however, NIM has recently been extended to handle multi-class recognition by both [6]
and [3].

NIMBLE [3] (NIM with Bayesian Likelihood Estimation) builds upon NIM’s achievements in a
number of ways. NIMBLE utilizes a Gabor based bottom up saliency algorithm with inhibition of
return to determine the positions of fixations. A battery of 32 Gabor filters is applied to the image,
with eight orientations and four scales. These filters are used to compute a saliency map given by

Salience(i, j) =
1
8

8∑
n=1

(G (i, j, θ)− µG (i, j))2 ,

where G(i, j, θ) is the magnitude of the Gabor filter response (combining the real and imaginary
parts) with orientation θ centered at pixel (i,j) and µ(i, j) is the mean response across all orienta-
tions. Only the eight oriented Gabor responses at the highest frequency are used for saliency. The
Salience function provides a map of where to fixate, which is turned into a probability distribution
using the softmax function. Each fixation involves extracting a N × N pixel patch from all of the
Gabor responses at the fixation location (the artificial fovea). The responses of all 32 channels are
concatenated forming a N × N × 8 × 4 dimension input vector. PCA is applied to this vector to
reduce its dimensionality to only 80 elements, which retains about 90% of the variance. During
training, these vectors are stored in a database with the class label for future classification. This is
somewhat similar to the sliding window approach to feature extraction in traditional object recogni-
tion research, except instead of sliding the window across the entire image only regions that contain
salient information are examined. This approach restricts the information acquired to only the re-
gions that are informative, since areas that contain uninformative information which may confuse
our classifier are not examined.

Classification in NIMBLE is performed by applying a kernel function to each PCA-reduced frag-
ment extracted from an image in order to determine its probability density within the database. The
one nearest-neighbor kernel used in NIMBLE to estimate the likelihood of the current fragment f
takes the following form: P (fi|c) ∝ 1

|Mc|V ,where V is the Euclidean distance to the nearest neigh-
bor in class c to f i and |M c| is the number of memories from class c. Each fragment is combined
using the naïve Bayes likelihood function:

P (F |c) = ΠN
i=1P (fi|c) .

Classification is performed by using Bayes rule to assign the class c that maximizes the largest
posterior probability via argmaxc

P (F |c)P (c)
P (F ) .

NIMBLE has been applied to the COIL-20 [7] object data set and FERET [8] face data set. Using
a 1-nearest neighbor kernel, it was able to achieve 89.2 ± 0.6 percent accuracy on FERET and
92.7 ± 0.7 percent accuracy on the COIL-20 data sets when using a one nearest neighbor kernel.
While its performance is good on these data sets, it has not yet been evaluated on more difficult data
sets because of the extensive tuning of the kernel parameters required during training.

NIMBLE has several attractive architectural features. For example, some of the most challenging
and widely used data sets such as the Caltech-101[9] have variable sized images. While some
algorithms have handled this variability by padding all images to be the same size and/or by resizing
them to some fixed size, NIMBLE can elegantly scan all images that are larger than the size of its
retina without any inelegant manipulations of the image.

3 NIMBLER

We propose to enhance NIMBLE with a model of the retina that emulates the high spatial acuity
in the fovea of the primate eye and low spatial acuity in the periphery. Because of the inclusion of
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the retina model, we will dub this architecture NIMBLER for Natural Input Memory with Bayesian
Likelihood Estimation and a Retina. It is identical to NIMBLE using a 1-nearest neighbor kernel to
estimate fixation familiarity, except the “foveal patch” has been replaced with a retina that models
the spatially variant resoloution of the primate retina.

Figure 1: High level overview of the proposed architecture. The input image is from the Caltech-101
data set.

3.1 Retina With Biologically Realistic Acuity

NIMBLE’s calculation of the salient regions in an image is performed when an image is first pre-
sented. It simultaneously extracts features from the entire image and uses these features to extract
a saliency map that governs all future fixations on the image. This is the predominant method of
combining object recognition and visual attention[10, 11, 12, 13, 3]. Attention and object recog-
nition are two distinct operations with clearly defined boundaries. We wish to eventually blur the
boundary between the calculation of where to look and understanding what is being observed by
using a fixed-size simulated retina in which the next fixation is governed by the information in the
current and previous fixations. By using an incremental saliency algorithm instead of precomputing
the locations of all fixations we could combine visual attention and object recognition in a more
natural way. Adding a realistic retina to NIMBLE is one of the the first steps in this direction.

The log-polar transform roughly approximates the spatially variant acuity of the primate eye[1]
and it permits dimensionality reduction via lower peripheral acuity. It is a mapping from points
in Cartesian space to points in log-polar space and it has been widely used in computer vision
research, although generally over an entire image instead of just a fraction of it. In [14] and [15]
a log-polar transform was used to generate a histogram of bins used in computing shape contexts
for shape matching. In [16]the log-polar transform was used to simulate saccades and in feature
recognition. This was done by performing a log-polar transform of a camera’s input and finding
corner features (interest points). The corner points were fixated by using a gradient-descent based
inverse kinematics algorithm. [17] used a slightly modified log-polar mapping to perform face
tracking and recognition using a combination of color histograms and eigenfaces. The geometry
of our retina is similar to that of a log-polar transform, but we use circular receptive fields with a
uniform fovea instead of the log-polar sampling scheme.

Our retinal sampling algorithm is a simple model that combines the ganglion cell lattice of the eye
and the simple cells in striate cortex [18]. This approach is similar to that used by [19]. We use
a uniform fovea with a single receptive field in the center with concentric tightly packed receptive
fields surrounding it as can be seen in figure 2. The receptive fields sample the Gabor filters by only
“filling” the receptive fields in the fovea with data from the high frequency filters. Outside of the
fovea, each layer receives data from the Gabor filters using the next lower frequency. This forces the
peripheral receptive fields to only contain information from the lowest frequency Gabor filters. The
output of each receptive field is a vector that contains one value for each orientation at that receptive
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Figure 2: On the left is a retinal representation with three foveal layers in which no receptive field
overlap is used. In the middle is a retina with parameters that are similar to those of the primate eye,
which was evaluated only on the COIL-20 data set. On the right is the retina representation used in
NIMBLER to generate our best reported results. The relative size of the Gaussian for each receptive
field is represented by the size of the circles. The larger receptive fields sample over a larger area
resulting in lower acuity than the smaller ones.

field’s scale. These values are obtained by fitting a Gaussian to the center of each receptive field r
and sampling the Gabor filter response for each orientation:

R (r, θ) =
∑
i

∑
j

1
2π (rσ)2

exp

(
− (rx − i)2 + (ry − j)2

2 (rσ)2

)
G (i, j, θ, rf ) ,

where (rx, ry) is the center of the receptive field, rσ dictates the receptive field’s size, G is the
magnitude of the Gabor response at location (i, j) at orientation θ and rf is the frequency of the
Gabor used in the receptive field’s layer. Note that the size of the Gaussian used for the sampling
is related to the size used for the Gabor only relatively, meaning both are larger in the periphery
compared to the fovea, but they do not necessarily share the same variance.

We evaluated two artificial retinas. The first was created by setting parameters to generate an eye
with a fovea with small receptive fields, similar to the primate eye. This corresponded to an eye with
receptive fields with 60 percent overlap, a fovea of six layers, a receptive field growth rate of 1.4 per
layer after exiting the fovea, and with fovea cells having a receptive field with a span of rσ = 0.5,
resulting in a fovea that consumed one percent of the retina’s area. Our second retina was optimized
to achieve good performance on a subset of the COIL-20 [7] dataset by coarsely scanning over its
parameters and selecting the settings that resulted in the highest performance. The best retina found
has receptive fields with 56 percent overlap, a fovea of three layers, a receptive field growth rate
of 1.8 per layer after exiting the fovea, and with fovea cells having a receptive field with a span of
rσ = 5.2 corresponding to 33.8 percent of the retina. The realistic retina was only evaluated on the
COIL-20 data set.

One of the benefits of this mapping over the original NIMBLE is a much smaller memory overhead
when gathering fixations. NIMBLE required a N × N × O × S element feature vector for each
fixation, where N is the size of the retina in pixels and O and S are the number of orientations and
scales used for the Gabor filters. Given a 55 × 55 pixel retina, 8 orientations, and 4 scales each
feature vector would be 96,800 elements. Since 10 fixations are used per object during training,
when using a large database it can be difficult to ensure a sufficient amount of memory is available

Figure 3: Left: The Gaussian receptive field for the fovea cell at the very center of the eye under
semi-realistic settings. Right: The Gaussian receptive field for the fovea cell at the very center of
the eye under the tuned settings.
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Figure 4: The 20 objects in the COIL-20 database.

to capture all the fixations and then to apply PCA. When using the tuned retina NIMBLER’s feature
vector contains a comparatively small 240 elements.

4 Empirical Results

4.1 COIL-20

We evaluated NIMBLER on the COIL-20 data set [7]. This data set contains images of 20 different
objects with 72 images per object. The clutter-less images are black and white and were captured
using a turn table rotated 5 degrees per picture (360 degrees total). This database is generally used
by training on four images per class and evaluating performance on the remaining images. We used
the images at 0, 90, 180, and 270 degrees for training on each of the 20 classes. Testing was done on
the remaining images. NIMBLER achieved 83.46 percent accuracy on the COIL-20 using the retina
with realistic settings and 89.49 percent accuracy when using the tuned retina. This is only slightly
less than NIMBLE, which achieved 90.00 percent accuracy. In all three cases 10 fixation locations
were used for both training and testing. To ensure the comparisons of the different incarnations are
fair, identical fixations were used for all three systems. Our simple architecture’s accuracy is not
significantly behind state-of-the art computer vision approaches. For example, [15] achieved 97.6
percent accuracy on the COIL-20 also using 4 training images per class.

Figure 5: The COIL-20 confusion matrix for NIMBLER using the tuned retina. Many of the errors
can be attributed to the objects having very similar features such as the three toy cars and the two
drug boxes. However, some of the errors are more mysterious such as the confusion arising between
the 19th object (a car) and the 15th object (a container).
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Figure 6: This figure shows NIMBLER’s COIL-100 Confusion Matrix using the tuned retina. Many
of the confusions are due to the objects appearing very similar when color is ignored.

4.2 COIL-100

The COIL-100 data set [20] is very similar to the COIL-20 data set. It contains 100 classes with 72
color images per class. Color is a very powerful feature in this data set, and some of the classes are
appear practically identical when converted to gray-scale to the human observer. Most of the COIL-
20 objects are represented in the COIL-100 data set. Using an identical training and testing set up
as in COIL-20, NIMBLER achieved 76.26 percent accuracy with only 10 views during training and
testing using the tuned retina. When the views were both increased to 15, NIMBLER’s performance
improved to 78.87 percent. This level of performance is similar to that reported by other authors
when ignoring the color information in the images. In [21] 74.6 percent accuracy was achieved
using four views per COIL-100 object with a support vector machine operating on the black and
white intensity values, 70.1 percent accuracy using a nearest neighbor classifier, and 77.0 percent
accuracy when using SLAM, which uses a nearest neighbor classifier with an interpolated 3D model
of the object. Using shape contexts and a nearest neighbor classifier, [22] were able to achieve ~95
percent accuracy with COIL-100.

4.3 The AR Face Database

Figure 7: The first thirteen views of an individual from the AR face database. The first view was
used for training and the remaining were used for testing. This image was taken from [6].

The AR face database (AR) [23] contains over 4,000 color images of 126 different people. Images
were acquired for each individual under varying lighting, expression, and dress. However, often the
images that contain occlusion because the individual is wearing a scarf or sunglasses are excluded
when this database is used. In [6], AR was used to demonstrate the capabilities of NIM-CLASS, a
NIM variant that supported multi-class recognition. NIM-CLASS was evaluated by training it using
one unoccluded view with a neutral expression for the first ten males in the AR data set and testing
it using the remaining 12 images acquired on the same day as the training image. Performance
ranged from 16 percent accuracy when ten fixations were used to 89 percent accuracy when 100
fixations were used for both training and testing. We trained NIMBLER with the tuned retina using
an identical set up. With only one fixation NIMBLER achieved 40 percent accuracy, which is well
above chance. With 80-100 fixations, performance increased to 79.17 percent. Our approach shows
the same robustness to occlusion as NIM-CLASS, but NIMBLER’s performance flattens out before
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Figure 8: This graph shows NIMBLER’s performance on the AR face database as a function of the
number of fixations used during training and testing.

achieving NIM-CLASS’s performance. Further investigation is needed to determine the root of this
discrepancy.

5 Conclusions & Future Work

There are several obvious improvements that can be made to NIMBLER in the future. We at-
tempted to incorporate locality sensitive hashing into our system in order to decrease the time re-
quired to perform kernel density estimation. The only MATLAB toolbox we could find (located at
http://www.cs.brown.edu/~gregory/code/lsh/) unfortunately increased the nearest neighbor look up
time by about a factor of four and appeared to only work with the L1 norm. We hope to incorporate
a recent LSH algorithm such as [24]. NIMBLER also uses a simple bottom-up saliency algorithm to
determine where to look. A more advanced architecture would incorporate knowledge from natural
image statistics as well as determine the next best place to look given the current object classifi-
cation hypotheses in order to disambiguate them. To do this, we would likely need to incorporate
the direction and distance of the saccades into classification, which would also probably necessitate
moving to a more complex Bayesian classifier such as a dynamic Bayesian network.

We have presented an approach to saccade based vision with a reasonably realistic retinal represen-
tation. Our approach is simple, but it is an initial step towards a general framework for the tight
integration of visual attention and object recognition. In our experiments we demonstrated that
adding a retinal representation greatly reduces the dimensionality of the fixations without signifi-
cantly impacting classification accuracy.
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