
Lecture 17

Irregular problems (II)
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Announcements

• Come see my talk at the “Last Lecture Series”
– Wed 11/22 at 12Noon

– Gallery A, Price Center

– Free Pizza and Drinks

• Office hours on Weds 11/22 delayed
   to 2pm to 3pm

• Tuesday’s Lecture
– Be prepared to discuss the papers in class

– Slides will be available first  thing Tuesday morning
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CSE 260 Symposium

• Scheduling changes

• Meet over 2 days
– Thursday 11/30, 1:30 to 3:20PM

– Friday      12/1,   ~1:30 to 3:30 PM

• Format
– 15 minute presentation
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Partitioning

• How do we divide up the computation and
assign to processors?

• The process is called decomposition or
partitioning

• Related issue: processor mapping
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Unstructured meshes

• “Unstructured” meshes are another type of non-
uniformly spaced mesh

• Useful when the boundary or surface of the object
is complicated

Randy Bank, UCSD
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A typical irregular mesh sweep loop

float x[n_node], y[n_node]

int   E0[n_edge], E1[n_edge]

for i = 1 :  n_edge         // Loop over all edges
       int n0 = E0[i]
       int n1 = E1[i]
       y[n0] += f(x[n0], x[n1]);
       y[n1] += g(x[n0], x[n1]);
end for

i=1

n0

n1
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Run time support for unstructured meshes

• Data dependences across processor boundaries
• Irregular communication patterns
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Implementation issues

• Because the mesh does not have a regular
structure, we must keep processor mapping
information for each point in the mesh

• Compare with a uniform mesh, in which the
mapping information is much coarser grained:
mapping is handled at the level of a subdomain
comprising many points
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Requirements

• We don’t know the assignment of nodes to
processors until run time

• Assume that the mesh doesn’t change once
initialized

• We need to include ghost cells, and want to
keep the same loop structure

• We execute loops using local indices
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Processor Mapping
• Invoke a partitioner to

map global indices to
(processor, local index)
pairs
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Global translation

• Each global
index is mapped
to a processor
and a local
index

• A global
translation
table expresses
this mapping

Global Local
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Global translation

• Because we require mapping information for
each individual mesh node,  we cannot fit it
in the memory of a single processor

• We must distribute it

• But, where is the mapping information
located for a given global index?
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Global translation adds a level of indirection

• Let’s partition the table into blocks

• For global index g, we look at the translation table
on processor g div P at local index g - P (g div P)

• The translation table entry tells us which processor
owns the value

• Adds a level of indirection

• Because mapping is fine grained and irregular,
lookups are costly if we perform them one at a time
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Inspector Executor Model

• First articulated by Saltz et al. in the PARTI system

• PARTI divides communication into two separate
phases
▶ Inspector: generate communication schedule

▶ Convert global indices to local indices

▶ Aggregate translations to avoid high overhead

▶ Executor: execute communication schedule
• Gather data into local arrays

• Compute

• Scatter back
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Schedule generation

• Communication schedules are costly to
generate

• We can take advantage of physical locality
inherent to the problem
– Rather than map individual points, we map

aggregate collections of points that share a
communicating processors

• Reuse the schedule to amortize the cost of
generating it
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Building a translation table

• Constructs a global
translation table
      g→(p,l)
 p: processor number

 l: local address

• Each processor
specifies the mapping
of a portion of the
global index domain

0,0 0,1 1,0 0,2

1,1 1,2 1,3

P0

P1
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Adding ghost cells

• P0 (P1) increases
#nodes by 3 (2) to
accommodate ghost
cells

• We generate a
communication
schedule: how to
update ghost cells
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Building a communication schedule

• Each processor needs to collect the global to
local mappings for all global indices
corresponding to ghost cells

• With shared memory, we could simply load
the appropriate entries individually

• But with message passing, we need to send and
receive a message to map each global index
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Aggregate mapping

• Mapping each node individually is expensive

• But with large graphs, each processor will map many
different global indices requested a given processor

• Sort each node’s global index requests by
g mod P, the owner of the mapping table entry for g

• Collect each sorted segment with the same owner into
a single message, and send a bulk request

• Receive the (p,l) pair for each value of g requested
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Generating the communication schedule

• Sort the (p,l) pairs on p

• Generate a list of local addresses (the l), one
for each communicating processor

• The collection of these lists is called the
communication schedule

• Processors exchange the communication
schedules

• Each processor now has a send list
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Partitioning the mesh

• Consider techniques that don’t use nodal coordinates
– Depends on edges

– No assumptions about where “nearest neighbors” are

• A well known technique is called spectral bisection

• Kernighan/Lin (1970) is another important algorithm
– Take a initial partition and iteratively improve it

– Greedy strategy: splits graph into 2 parts and swaps nodes
between sets until cost can no longer be reduced

– O(|N|3)  running time
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Definition of Graph Partitioning
• Given a graph G = (N, E, WN, WE)

– N = nodes (or vertices),   E = edges
– WN = node weights,    WE = edge weights

• Choose a partition N = N1 ∪ N2 ∪ … ∪ NP that balances the
work load while minimizing communication
– The sum of the node weights in each Nj is about equal
– The sum of the edge weights of the cut edges is minimized

• Special case of N = N1 ∪ N2:   Graph Bisection

Courtesy Jim Demmel
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Cost of Graph Partitioning

• Optimal partitioning
is NP-complete

•       possible

partitionings:
  √(2n/π)×2n

possible bisections

• Need good heuristics
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Recursive Graph Bisection

• To partition N into 2k parts, bisect graph
recursively k times
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Edge Separators
• Edge Separator: Es ⊆ E separates G if

removing Es from E leaves two ~equal-sized,
disconnected components of N: N1 and N2
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Spectral Bisection

• Based on theory of Fiedler (1970s),
popularized by Pothen, Simon, Liou (1990)

• Motivation  by analogy to a vibrating string

• Uses a continuous approximation to a
discrete optimization problem

• Implementation via the Lanczos Algorithm,
finds an eigenvector of a matrix associated
with the graph
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Basic Definitions

• The incidence matrix In(G) of a graph
G(N,E) is an |N| × |E| matrix, with one row
for each vertex and one column for each edge

• If edge e=(i,j) then column e of In(G) is zero
except for the ith  and jth entries

• These are +1 and -1, respectively.
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The Laplacian matrix
• The Laplacian matrix L(G) of a graph G(N,E) ..

 Is an |N| × |N| symmetric matrix

 Has one row and column for each vertex

 L(G)  = In(G) × (In(G))T

 L(G) (i,i) = degree of vertex i (# incident edges)

 L(G) (i,j) = -1 if i ≠ j and there is an edge (i,j)

 L(G) (i,j) = 0 otherwise



11/17/06 Scott B. Baden / CSE 260 / Fall 2006 32

Sidebar on Eigenvalues
• Given an n × n matrix A

• The eigenvalues of A are the n values
           λi , i=1..n
 that satisfy the equation
         Avi = λvi

• The vectors vi are called the eigenvectors

• Consider the matrix

• It has two eigenvalues: λ1 = 2, λ2 = 3

• The corresponding eigenvectors: [1 0 ] T and [1 −1]T
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Spectral Bisection Algorithm
• Partition N into two disjoint subsets

    N = N– ∪ N+

• Compute 2nd eigenvector v2 corresponding
   to λ2(L(G)): 

L(G) v2 = λ2 • v2

• For each node n  ∈ G
if v2(n) < 0, put node n in partition N–

else put node n in partition N+

• Fiedler’s theorem [’75]
▶ If G be connected, then so is N–

▶ If no v2[n] = 0, then N+ is also connected
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Continuous to discrete Approximation
• The formulation we’ve described is for a

discrete problem

• But we compute eigenvalues using a
continuous formulation

• The remarkable result is that we can use the
continuous formulation to solve the discrete
problem
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Going from the discrete to the continuous problem

• Discrete: Find x with entries +1 or -1 so that
Σk x(k) = 0, i.e. |N+| = |N-|

# edges connecting N+ to N-  = .25 xT•L(G)•x is minimized

Put node j in N+ (or N-) if x(j) ≥ 0 (or < 0)

• Continuous: Find x with real entries such that
Σk x(k) = 0 and Σk (x(k))2 = |N|

.25 xT•L(G)•x is minimized
Put node j in N+ (or N-) if x(j) ≥ 0 (or < 0)
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Theorems

• Theorem  [R. Horn and C. Johnson ’88]
   x satisfying the continuous problem is the
eigenvector v2  for λ2

• Theorem
The minimum number of edges connecting
N+ and N- in any partitioning with |N+|=|N-|
is at least .25×|N| × λ2
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Partitioning in practice
• Many different algorithms
• ParMetis is a popular mesh partitioner

–  Multilevel Kernighan-Lin with maximal matching to
contract the graph

–  Fast k-way graph partitioning

• Zoltan
– See Bruce Hendrikson’s article

“Load Balancing Fictions, Falsehoods and Falacies”
//www.cs.sandia.gov/Zoltan/Zoltan_pubs.html

• Jostle: http://www.gre.ac.uk/~jjg01/
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Multilevel k-way partitioning

• Coarsen the mesh
• Partition

– Enhanced O(N)
Kernighan Lin

• Uncoarsen
– Requires fixups
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Coarsening

• Relies on a matching
• Random algorithm

– Visit  nodes in random order
– If a node i has not been matched

find an unvisited j where e=(i,j)
– Mark i and j


