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Abstract

Most current object detection systems rely on machine
learning techniques to learn a detector. It is now generally
accepted that a machine learning technique applied to a detection task will yield better results than one constructed by
hand. Two of the most popular techniques are Adaboost and
Support Vector Machines. While the details of these algorithms differ, both involve training on large sets of positive
and negative examples to find an accurate separator for the
data. Then, the resulting detector is scanned over all reasonable positions and scales of a frame to find all instances of
an object. Object detection schemes following this methodology have been successfully applied to faces, microscopic
particles and pedestrians [12] [6] [1] [13].

This work presents a parts-based person detection framework. The individual body segments- legs, torsos, and heads
- are detected by Adaboost classifiers, which have proven
useful other classification tasks [12] [6] [1] [13]. The body
segment candidates are combined into kinematically plausible configurations and each is assigned a score. The body
configurations are calculated using an efficient dynamic
programming implementation for pictorial structures [3].
The tracker is run on several video sequences that exhibit
camera motion and significant differences in lighting and
environment. This method can be made to run in realtime
and can be easily extended to incorporate more complex
models of human kinematics.

1. Introduction

Of these application domains, pedestrians are especially
challenging. This may be attributed to the wide variation in
appearance due to differences in clothing, body configurations, and viewing angles of pedestrians in general scenes.
Recently, many researchers have begun to combine simple
part detectors with kinematic models to develop more robust detectors for complex objects like people. Additionally, parts based detectors have the potential to provide information about the kinematics of people. In the work by
Felzenszwalb and Huttenlocher [3], a very simple segment
template was combined with a dynamic programming approach to finding optimal kinematic configurations for person detection. However, this method searched over the entire configuration space for each image since the part detector was very poor. Work by Ramanan et al. used the pictorial structures method to combine segments, but clustered
candidate segments over time and added a pruning step so
that an accurate appearance-model filter could be used for
subsequent segment detections [9] [10]. The results of this
work were impressive, but the initial step of learning an appearance model for each segment operates as a batch process and cannot be directly used for real-time detection. Alternative approaches have used stronger detectors based on
SVMs [8] or Adaboost [7] to limit the configuration space
that is searched over, but weaker kinematic models.

Recently, considerable attention has been given to the problem of tracking people in the computer vision community.
Person tracking has several important application areas including human-computer interaction, surveillance, video
analysis, and motion capture. To meet the requirements of
these applications, ideally a human tracker should:
1. Handle occlusions, illumination changes and camera
motion
2. Self-initialize
3. Work in unmodified environments
4. Run in real-time.
5. Provide 3-D articulated joint estimates
6. Provide a smooth, long-term motion track
This work focuses on requirements 1-4. It closely follows many recent approaches that pose tracking as a detection problem. The appeal of posing the tracking problem in
this way is that it works in spite of camera motion and illumination changes in uncalibrated environments and by its
nature self-initializes.
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2. Overview of the Approach
Intuitively, incorporating some kinematic configuration information into a detection framework should improve results. In this work, pictorial structures that represent a simple model of a person are used for this purpose, as was done
in previous works [9] [10] [3]. However, rather than using
a simple rectangle segment template, constant colored rectangle, or learned appearance models specific to individuals
for part detection, I train a discriminative classifier for each
body segment to detect candidate segments in images.
An overview of the algorithm is shown in figure 1. A
large number of training examples, both positive and negative, are used to train binary classifiers for each body segment using the Adaboost algorithm. After training, the classifiers are scanned over new input images. The detections
from the input image for each segment are passed to an algorithm that determines the best configurations consisting
of one of each segment. The configuration cost is computed
efficiently as a function of the segment cost from the classifier and the kinematic cost of combining pairs of segments
as specified by some deformable model. Pictorial structure
configurations are considered valid if their cost is below a
predetermined threshold. I examine the ability of an Adaboost detector to find body segments as well as the utility
of enforcing kinematic constraints on pedestrian detections.
The following sections describe the details of each component of the detection framework. Many of the ideas used
in this work have been presented previously. I cite the original authors of each algorithm, but reproduce many equations and algorithms for completeness.
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Figure 2: Examples of each type of feature used to discriminate body segments. These are generalizations of Haarwavelets and can be computed efficiently using an integral
image representation
features can be computed in constant time. Each location
in the integral image (x, y) contains the sum of all pixels
above and to the left in the original image. The integral image can be computed in one pass over the original image
using the recurrences in equation(1):

s (x, y) = s (x, y − 1) + I (x, y)
Iint = Iint (x − 1, y) + s (x, y)

(1a)
(1b)

where I (x, y) is the pixel value in the original image and
s (x, −1) = 0, Iint (−1, y) = 0.
Given the integral image, the sum of pixels in any rectangle, defined by the upper-left and lower-right corners,
(x1 , y1 ) and (x2 , y2 ) respectively, can be computed with
four array references as follows:

3. Features and the Integral Image
The features used in each segment detector are the Haar-like
wavelets used in many object detection frameworks that rely
on Adaboost [12] [6]. This type of feature is used because
it has been shown to perform well for other object detection
tasks and can be computed very efficiently using an integral
image representation. Haar-like features are simplified versions of Haar wavelets. For this project five types of these
features were used; a two rectangle feature oriented both
vertically and horizontally that is an approximation of the
gradient operator, a three rectangle feature in both orientations that approximates a vertically or horizontally oriented
bar, and a four rectangle feature that approximates diagonal bars of various orientations. A sample of each of these
features is shown in figure 2. For each segment, the complete set of features for the corresponding window size is
generated. This number is on the order of 10s to 100s of
thousands for a modest window size. A random subset of
the features is then used for the training process.
Using the integral image representation, which was reintroduced by Viola and Jones [12], the response of rectangle

Sumrect = Iint (x1 , y1 ) − Iint (x1 , y2 )−
Iint (x2 , y1 ) + Iint (x2 , y2 ) (2)
Using this scheme, the two rectangle, three rectangle and
four rectangle features can be computed in 6, 8 and 9 array
references. The response of a filter is the signed sum of all
the rectangles it contains.

4. Thresholding the Weak Learners
A weak learner for a binary classification problem is some
function which performs slightly better than chance on the
dataset consisting of positive and negative examples. Each
weak learner uses as input a filter response on a window,
and outputs whether that window is a positive or negative
instance. In this work, I assume that a filter response forms
normal distributions, with arbitrary mean and variance, over
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Figure 1: Framework overview: Examples from each class are used to train individual segment classifiers. The classifiers are
run over new video frames and the resulting detections are built into plausible configurations that obey the given kinematic
model.
the positive and negative examples. Furthermore, each positive or negative instance has some weight associated with it
signifying its overall importance to the classifier. The examples are weighted since Adaboost uses a re-weighting
scheme to focus on examples that are consistently misclassified during the training process.
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To find the separating boundaries for each filter, I used
quadratic discriminate analysis for each weak learner as was
used by Mallick et al. [6] and described in Duda, Hart and
Stork [2]. I describe the steps necessary to compute the
decision function for some filter f below. Let the weights
of each positive and negative example in the training set be
given as in equation(3).
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A Haar-like feature f , as described in section 3, has some
real-valued response Rf (i), Rf (j) for each of the positive
and negative training examples. The weighted mean and
variance of a feature response over both sets are given as:

f
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The weak classifier associated with some filter f is then:
(
f
f
1 Ppos
(x) ≥ Pneg
(x)
(7)
f (x) =
f
f
0 Ppos (x) < Pneg (x)

• Let (x1 , `1 ) . . . (xn , `n ) be the examples used to train
the classifier, where:
(
`i = 1 if xi is a positive example
`i = 0 if xi is a negative example

5. Training Process
The Adaboost algorithm is used to train a strong classifier,
consisting of many weak learners as described in section 4,
for each of the segments in the model, heads, torsos and
legs. The Adaboost algorithm was first proposed by Freund
and Schapire [5]. For a nice overview of many properties
of the Adaboost algorithm see [4]. The implementation in
this work more closely follows that of Viola and Jones, who
used a slightly modified version of the Adaboost algorithm
to detect faces and later pedestrians [12] [13].
In each stage of training, Adaboost finds the weaklearner that has the lowest weighted error for the training
examples. The examples are individually re-weighted after each learning step according to their misclassification
rate so that successive rounds of training focus on the hard
examples that have been misclassified by many previous
weak-learners. In addition, each weak-learner is assigned
some weight, α, that corresponds to its overall error-rate on
all training examples. Weak-learners with high values of
α are expected to perform better on the classification task
than those with low values. The task of the Adaboost algorithm is to find the optimal set of weak-learners over all
possible filters F, f ⊂ F , and corresponding weights, α,
for the training examples. The Adaboost training process is
described in figure 3.
After training, the strong classifier F(x), defined by a set
of weak-learners, f ⊂ F , and corresponding weights, α,
can be used to classify new examples. If the training set
provides a good approximation of the overall distribution of
positive and negative examples, the strong classifier should
have good generalization properties.

• The weights for each training example are initialized
as follows:
1 1
w1,i = ,
p m
where p is the number of positive examples and m is
the number of negative examples, for yi = 0, 1.
• For t = 1, ..., T:
1. Normalize the weights so that they form a probability distribution:
wt,i ← P

wt,i

j=1..n

wt,j

2. For each feature, j, train a weak classifier, fj on
all the training examples. Calculate the error of
the weak feature according to:
X
j =
wi |fj (xi ) − `i |
i=1...n

3. Choose the classifier, ft with the lowest weighted
error on the training set.
4. Update the weights according to their misclassification rate:
wt+1,i = wt,i βtei

where βt = 1−
and ei = 1 if example i is classified correctly and 0 otherwise.

6. Dynamic Programming for Pictorial
Structures

• The final string classifier is the weighted combination
of all weak classifiers:
(
P
P
1
t=1..T αt ft (x) ≥ τ
t=1..T αt
F (x) =
0
Otherwise

A fundamental problem to detecting objects, especially
those that have articulated joints resulting in many valid
configurations, is accounting for occlusions, variations in
lighting, and all valid views or configurations in a single
detector. For complex objects, such as people, it may be
impossible to do with a single holistic detector. As a result,
parts-based detectors have gained popularity in recent years
as a natural way to incorporate many simple detectors into
a more complex deformable model representation. Given
several simple part detectors, researchers have taken several approaches to combining them into a single representation including learning support vector machine classifiers

where αt = log β1k , and 0 ≤ τ ≤ 1 controls the threshold for the classifier. Higher values of τ lead to more
missed detections, but fewer false positives. Methods
for choosing a reasonable τ will be discussed in section
7.
Figure 3: The Adaboost algorithm
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1.0

1. For each segment that is a leaf of the model tree, compute its minimum cost as a function of its location, vj
and all parent locations, vi , and its detection score from
the object detector, m(vj ):

1.0

Bj (vi ) = min(D(vi , vj ) + m(vj )
vj

1.25

1.45

1.37

lj∗ (vi ) = argminvj (D(vi , vj ) + m(vj )
2. Using the best computed cost of the leaf nodes, calculate the cost of all intermediate nodes as a function of
their location, vj , and all candidate parent locations, vi ,
their match cost, m(vj ), and the sum of their children’s
costs:
X
Bc (vj )
Bj (vi ) = min(D(vi , vj ) + m(vj ) +

1.25

vj

vc ∈Cj

lj∗ (vi ) = argminvj (D(vi , vj )+m(vj )+

Figure 4: The pictorial structure model of a person used in
this work is shown above. The boxes represent the legs,
torso, and head. The kinematic constraints are computed as
a function of the connecting joints of each segment

X

Bc (vj )

vc ∈Cj

3. Upon reaching the root vertex vr , if the best location of
all the root’s children are known, the best root location
is given by:
X
lr∗ (vi ) = argminvr m(vr ) +
Bc (vr )
vc ∈Cr

over the configuration space [8] [11] or using a probabilistic
combination algorithm like RANSAC [7].

Figure 5: The dynamic programming solution for combining segments using pictorial structures.

The approach taken in this work is to use the construct
of pictorial structures introduced by Felzenszwalb and Huttenlocher [3]. Pictorial structures provide a principled way
to combine simple parts into a deformable model and assign some kinematic cost to the resulting configuration.
Felzenszwalb and Huttenlocher presented an efficient dynamic programming solution to this problem for configurations that take the form of a tree, which this work builds
from.
A pictorial structure is defined by a set of parts, and
the corresponding kinematic constraints between connected
parts in the model. A simple three segment pictorial structure used in this work to represent a person is shown in figure 4.

D(vi , vj ) = e(|xij −xji |)

(8a)

(|yij −yji |)

+e

(8b)

si
+ ws (log log s∗ij )
sj

(8c)

+ wΘ (Θi − Θj − Θij )

(8d)

Using this distance function and the match costs for each
candidate segment the globally optimal configuration can be
found in O(mn2 ) time, where m is the number of segments
in the model and n is the number of candidates for each
segment, using the bottom-up algorithm given in figure 5.
After computing the costs for all the root segments, he
optimal location of the entire configuration, L∗, can be constructed by tracing from the least cost root to each leaf in the
model. While tracing through the DP tree, the locations of
each optimal segment for the root are saved.
The original dynamic programming solution used a very
simple template-matching function to assign part likelihoods, and searched the entire configuration space for the
optimal cost configuration. In contrast, I use the Adaboost

In a pictorial structure, each part is defined by a control
point in configuration space (x,y,theta,scale) plus a match
cost. The distance between parent-child pairs in the model
can be calculated by transforming each control point into
the coordinate system of the other and then calculating some
distance transform between the two points. The distance
function used in this implementation, given child segment
vi and parent segment vj , is shown in equation (8).
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Figure 6: Above are positive examples of heads, torsos, and
legs used in training the classifier.
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part detectors to initially filter the configuration space and
search over only valid detections, with the hope that this
will significantly limit the search-space and provide a richer
representation of each individual part.

To test the effectiveness of the proposed method, the algorithms previously described were implemented in Matlab.
The detector was run over several thousand frames of video.
The following sections discuss the details of the implementation and the resulting detector.

0

10

20

30

boosted classifier for each of the body segments was individually trained using positive and negative clips from the
videos as described in section 7.1. The features that were
used consisted of a subset of Haar-like features, as described
in section 3, randomly chosen from all possible features for
a given window size. The number of features was reduced
to speed up the training process and made little difference
in the resulting classifier. The head classifier was trained
with 569 positive examples and 5,426 negative examples
and searched over 12,000 features. The torso classifier was
trained with 514 positive examples and 6,678 negative examples and searched over 18,000 features. The leg classifier
was trained with 1,257 positive examples and 5,938 negative examples and searched over 18,000 features.
The weak learners used in the classifiers, as described in
section 4, performed worse than was expected. Typically,
researchers report an error rate around 15-20 percent for
the first few weak learners in boosted classifiers. The first
weak learner for the boosted leg classifier had an error rate
of 46.7 percent and the error rates for the other segments
were similar or even slightly worse. The reason for this
poor performance can be seen in figure 7. The responses of
the feature on the positive and negative training examples
almost completely overlap. The weak learner is leveraging
all information provided by the feature, but this is very little. The requirement for a weak learner is that it perform
better than chance, which these do; however, since the error
rate is so close to chance, convergence for the boosted classifier is very slow and generally not as good as many other
systems. Typically 500-600 training rounds were required.
After training, the boosted classifier is defined as a set
of weak learners and corresponding weights, as described
in section 5. As was shown earlier, the classifier gives a

Datasets

The video data used for training and testing came from three
sources:
• Video clips from the EC Funded CAVIAR project/IST
2001 37540, a publicly available database of pedestrians in malls.
• Data used in the CVPR workshop on SEVILLE [1].
• Segments clipped from the motion picture Run Lola
Run.
The footage from these sources exhibits significant differences in lighting and exposure, as well as camera motion.
In addition, the pedestrians present in the three sources exhibit significant differences in appearance and pose. Positive training examples for heads, torsos and legs were manually clipped from a subset of the videos. Every attempt
was made to sample from all poses present in the videos
so that the resulting detectors would be as general as possible. Figure 6 shows some positive examples for each of
the segments. Negative examples were randomly collected
from frames that didn’t contain pedestrians. The remaining
video clips were used as test sets for the person detector.

7.2

−10

Figure 7: The fitted normal distributions over the best feature response on the positive(red) and negative(blue) examples is shown above. There is very little separation in the
distributions. This suggests that the feature are not well
suited for the data.

7. Implementation and Experiments

7.1

−20

Training and Using the Classifiers

The weak classifier thresholding and Adaboost training algorithms were implemented in Matlab for this project. A
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Figure 8: The ROC curve for the trained head classifier generated over the training data.
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Figure 10: The ROC curve for the trained torso classifier
generated over the training data.

ROC Curve for leg classifier over a range of thresholds:600 learners
1

Matlab. The body segment detections from the thresholded
boosted classifiers were given as input. Each segment detection is defined by its upper-left corner (x, y), its width and
height, and an associated match cost. The match cost used
was the inverse distance of the boosted response from the
threshold. The intuition is that candidate segments closer
to the threshold are less ’segment like’, so they have higher
cost. Orientation information was not used because the simple pictorial structure model only contained upright rectangles.
For each frame, all possible configurations and their associated costs were computed. Some sample results on
frames from one test sequence are shown in figure 11. The
frames on the left have all candidate segments output by the
boosted classifiers displayed, detected heads are red rectangles, torsos are green and legs are cyan. The frames on the
right show the top three pictorial structure configurations.
The results show that the boosted classifiers produce very
noisy results. The pictorial structure step proves to be a
powerful method for finding reasonable configurations, but
still suffers from many missed detections, misplaced detections and false detections.
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Figure 9: The ROC curve for the trained leg classifier generated over the training data.
score to each example window that is the sum of the weights
for all positive weak-learner responses. This score must
be thresholded into detection/no detection categories. The
ideal threshold for a boosted classifier is given as τ = 12 in
the literature. In practice, this threshold is adjusted so that a
reasonable number of positives are detected without incurring too many false positives. One good way to select the
threshold is by varying it throughout all reasonable values
and plotting the resulting ROC curve. An ROC curve is the
rate of true positives plotted against the rate of false positives. This was the approach taken in this project. The ROC
curves for each body segment classifier are shown in figure
8, figure 9, and figure 10. The performance of the boosted
classifiers is reasonable for the legs and torsos, but is close
to chance for heads.

7.3

8. Discussion
This is a work in progress and although the current results
are not compelling, I have hope that this method will work
well after some modifications. Throughout the implementation and testing phases a number of issues arose that warrant further experimentation. The proposed modifications
fall into three categories, improved features and boosted
classifiers, improved kinematic models, and more contextual information. In order to test the effectiveness of each
proposed modification a ground truth labeling and comparison scheme should be developed.
One of the major weaknesses of the detection system

Detecting Person Configurations

The dynamic programming algorithm for evaluating pictorial structures described in section 6 was implemented in
7

Detection accuracy could also benefit from more contextual information. The simple three-segment model used in
this work can be seen as very limited local contextual information. However, many objects in the environment, like
poles, edges of buildings, or trees, may fool such a simple model. A more fleshed out kinematic model would offer richer local contextual information. In addition, global
contextual information in the form of determining ground
planes and approximate object size in relation to could be
used to filter false positives.
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