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Abstract

This project implements an elliptical head tracker based on
ideas proposed by Birchfield in Matlab. The techniques
introduced in Birchfield’s papers make little assumptions
about the human head, and should be able to run in real-
time. Implementation has shown that real-time application
should not be done in Matlab since any code involving for
loops would drastically slow the program down. Implemen-
tation issues and details are discussed as well as ideas for
incorporating gaze estimation.

1. Introduction
Because of many potentially important applications such
as video conferencing, distance, learning, automatic video
analysis and surveillance, head tracking is one of the
most active field in computer vision. A good head tracker
should make as little assumption about the human head as
possible. Having a small number of assumptions allows
the head tracker to generalize to different situations; having
a simple model representation of the tracked object also
helps simplifying the computation. Birchfield’s elliptical
head tracker [1] is chosen to be implemented because
it only assume that the human head can be modelled
using an ellipse and nothing else. The simple and general
assumption makes the elliptical head tracker a fairly robust
one.

Programs written in C/C++ need to be compiled differ-
ently for different platforms. In recent years, there is a
movement for platform independent languages to increase
the portability of programs. Programmers are encouraged
to use languages like Java that supports platform indepen-
dence as well as object-oriented programming style and
high-level programming environments are preferred. How-
ever, C/C++ are still popular programming languages be-
cause empirical studies have been done to show that plat-
form dependent languages run faster than platform indepen-
dent languages. For this reason, a lot of real-time tracking
systems are coded in C/C++. The experience of an attempt

to create a portable real-time head tracking system in Mat-
lab, a high-level programming environment, is discussed.

2. Background

The elliptical head tracker models the human head by
a vertical ellipse with a fixed aspect ratio of 1.2 (major
axis:minor axis). The ellipse is centered at(x, y), with
σ being the length of the minor axis. The notation
s = (x, y, σ) represents the head’s state. A pre-defined
model is used to find the location of the head in the image.
A location that best matches the values of the model is
expected to be the head location. Two modules are used in
comparison with the model: gradient and color. The basis
behind the elliptical head tracker is that ”every closed set
in the plane can be decomposed into two disjoint sets: the
boundary and the interior.” [1] The expected head location
maximizes the scores computed based on the intensity
gradient and color histograms.

The search spaceS is the set of locations within some
range of predicted location such that

S = {s : |x− xp| ≤ xr, |y − yp| ≤ yr, |σ − σp| ≤ σr}.

In Birchfield’s implementation, the implementation,xr =
yr = 8 pixels; in Matlab’s implementation, the range is kept
the same, but searches are done every 2 pixels.σr remains 1
pixel. For a given framet, the position(xp, yp) is predicted
from the constant velocity assumption [2], utilizing head
positions found in the previous two frames. The width of
the head is assumed to be roughly constant from frame to
frame. Therefore, the predicted state of the head in framet
is given by:

xp
t = 2x∗t−1 − x∗t−2

yp
t = 2y∗t−1 − y∗t−2

σp
t = σ∗t−1.
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2.1. Gradient Module
Given a states, the gradient scoreφg(s) is computed from
the dot product of the intensity gradientgs around the
perimeter of the ellipse and the unit vector normal to the
ellipsenσ along the perimeter. Mathematically, the gradi-
ent score at pixeli is:

φg(s) =
1

Nσ

Nσ∑
i=1

|nσ(i) · gs(i)|.

This measure evokes the greatest response for contours
whose gradient direction matches the elliptical normal
along the ellipse perimeter; therefore, the predicted can-
didate position has the largest gradient score in the search
spaceS. In order to incorporate the gradient score to the
color score, the former is converted as follows:

φg(s) =
φg(s)−minsi∈sφg(si)

maxsi∈sφg(si)−minsi∈sφg(si)
.

2.2. Color Module
Before tracking, a model image of a three-quarters view
of the head being tracked is input into the system. A
color histogram in a color space with axesB − G, G − B
andB + G + R is constructed from the pixels inside the
ellipse in the model image. The first two axes of the color
space contains chrominance information and are sampled
into eight bins while the last axis contains luminance
information and is sampled into four bins. The range of the
histogram is saved for later computation.

The color score is computed from the histogram inter-
section between the model histogramM and an arbitrary
image histogramI as follows:

φc(s) =
∑N

i=1 min(Is(i),M(i))∑N
i=1 Is(i)

.

The color histogram represents how closely the image re-
sembles the color distribution of the model as a percentage
of the total number of pixels inside the ellipse.

To give equal weight to the gradient score and the color
score, the latter is also converted into a percentage of the
form:

φc(s) =
φc(s)−minsi∈sφc(si)

maxsi∈sφc(si)−minsi∈sφc(si)
.

3. Implementation Issues
The initial goal was to create a real-time tracking system;
however, the speed at which Matlab programs execute is too

slow for such purposes. Even with optimized implemen-
tations, each frame would require at least fifteen seconds
to process on a PIII 600. [4] In this system, each frame
requires about one minute to process despite efforts to de-
crease running time.

3.1. Modified Gradient Score
Initially, the gradient score is calculated as reported above,
but the performance is poor. Referencing project done by
Patrick Lu of Stanford [4], a slightly different gradient score
is used. The new gradient scores computes the dot product
between the ellipse normal and the gradient of the pixels
along the ellipse on the intensity map of the image and sum
up the values. The sum is then ”normalized” by division
with the sum of gradient value along the y-axis. The tracker
is able to lock onto the contour of the head much better us-
ing this new gradient score than the one described in the
Birchfield paper.

Using gradient score described in Birchfield’s paper.

Using modified gradient score.

Figure 1: The first row shows tracking using the gradient
sum described in Birchfield’s paper. The tracker is unable
to pick out the head shape and goes below the jawline.
The second row shows the result with the modified gradi-
ent score. The tracker stays with the head. (In the images,
Ross’s head is too long compared to the aspect ratio of the
model, so the ellipse only includes top of the head.)

Figure 1 shows how the tracker performs for the same video
sequence at frame 15, frame 30 and frame 45 using the dif-
ferent gradient score calculations.

3.2. Smoothing
Another method used to help increase the accuracy of the
gradient module is to smooth the intensity image using a
Gaussian filter withσ = 0.5. The goal is to enhance the
edge gradient of the intensity image so it stand out from
the rest of the image. The results support this decision
since without smoothing, the tracker is less stable and tends
to wobble around the head. One thing to note is that the
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smoothing can only be done on the intensity image. A mis-
take was made during the implementation by convolving
the color images (the R, G and B components of the image)
with the Gaussian. The convolution ”blurred” the color im-
ages, making the color module less effective.

3.3. System Flow
The tracking system works as follows: First, an image of
three-quarters head view is presented, and the color his-
togram computed. The range of histogram values is saved
for later computation. Since the system cannot run in real-
time, a sequence of video is read into the system and sepa-
rated by frames. The first frame is shown to the user, who
must then use the mouse to point and click on the approxi-
mate center of the head to be tracked. Then an input prompt
would ask the user for the width of the head in pixels. After
these two values are gotten, the first two frames can be pro-
cessed to find the head positions in the two frames. These
two positions are used as the initial values for velocity pre-
diction. From the third frame to the last one, possible lo-
cation of the head is computed from velocity prediction,
which is then used as a center for the 17x17 search win-
dow. For each location in the search window, the width of
the ellipse is also explored. For each combination of loca-
tion and scale, the gradient and color scores are computed
and recorded. When the search window has been fully ex-
plored, the (first) location and scale that yielded the highest
combined score is determined to be the new head location
and size. This location is then used to predict the head po-
sition in the next frame. Figure 2 shows the flow structure
of the system.

4. Experimental Results
The performance of the tracker will be demonstrated by
having the tracker process various video sequences with
varying conditions. The first video sequence is taken from
Birchfield’s paper. The sequence contains a girl sitting on
a chair, moving around with rotation and occlusion (500
frames). Birchfield’s implementation also includes tilting
the ellipse, but that is not implemented in this project since
it increases the size of the search space. Some snapshot
from the tracked sequence is shown in Figure 3. As seen
in Figure 3, the tracker does not handle scaling very well.
This may be related to the thickness of the tracking ellipse.
When the perimeter is too thick, the tracker is less flexible
to fast size changes; when the perimeter is too thin, the
tracker becomes less stable and wobbles around.

Another video sequence used to test the tracker is a
short clip (100 frames) from the popular sitcomFriends.
This clip is very simple, containing only translational
movement. The clip serves to show that the tracker does

Figure 2: Flow structure of the tracking system

not just apply to videos produced in labs, made specifically
for tracking; it is applicable to common videos. The results
are shown in Figure 4. Since velocity prediction assumes
constant velocity, when Ross’s acceleration rate changes
(i.e., when he starts or stops walking), the tracker is thrown
off for a short while. Fortunately, the tracker is able to use
information from the contour and image color to find the
head again.

How well the tracker behaves through illumination
changes is also a topic of much interest. Two short
sequences (199 frames each) of a person slowly moving
the head, one with movement in vertical direction and
the other with rotation in horizontal direction, in varying
lighting conditions were input into the tracking system. As
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Moving left, right, forward and backward.

Head rotation.

Head tilt.

Tracking through occlusion.

Figure 3: Tracking video sequence used in Birchfield’s pa-
per. Movements include translational movement, head size
changes, head tilt and occlusion.

shown in Figure 5, the tracker is able to stay on the head.
This is because illumination changes does not affect the
contour of the head; therefore the gradient component is
able to guide the tracker accurately. The shadow casted on
the wall behind the person may cause a little confusion to
the tracker, but since the shadow is small compared to the
head, the tracker was not really thrown off.

A black-and-white video is presented to the tracker. The
video contains facial appearance changes, facial expression
changes, rotation and movement speed changes. With a
black-and-white video, the tracker relies heavily on the
gradient module, and the result is fairly robust. The tracker
is still inflexible to head width changes, and tends to lock
onto the top of the head whenever the model ellipse is too
small. This is due to the fact that the gradient at the junction
of the hair and the white background is the strongest (nor-
mally categorized as an edge). As observed in Figure 6, the
tracker can be easily thrown off by acceleration changes.
Near the end of the sequence, the tracker completely lost
the head and was unable to recover. This suggests that
when there is camera movement causing motion blur, the
tracker will also lose the head.

Figure 4: Tracking a clip fromFriends.

Head rotating left and right.

Head moving up and down.

Figure 5: Tracking through illumination changes.

In the video sequence that Birchfield used in his paper,
even though there is occlusion of the head, the occluding
object is another head that has similar shape and color, so
the tracker did not lose track of the head. A different se-
quence is used in which the occluding object is a blue cup
and then a wall. The tracker is still able to stay on the head
though for a short while the tracker is confused by the cup,
as seen in Figure 7. Partial occlusion does not pose a prob-
lem for the tracker, though velocity changes do.

5. Experiment Conclusion
The initial goal of the system is to combine head tracking
with gaze estimation, but difficulties in implementing
the elliptical head tracker has thwarted the plan. Matlab
implementation of the elliptical head tracker is too slow
for real-time applications. Current implementation cannot
be optimized more without drastic representation changes,
and will remain an off-line tracker.

Experiments with various video sequences showed that
the tracker is fairly robust. It can track translational head
movements, rotation, tilt, illumination changes and partial
occlusion. There are also problems associated with the sys-
tem, such as inflexibility with rapid head size changes and
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Figure 6: Tracking a black-and-white video.

Partial occlusion by a blue cup.

Partial occlusion by a wall.

Figure 7: Partial occlusion.

slight instability. Also, the model ellipse does not tilt, so for
head tilts, the tracker will only enlarge the model ellipse or
track part of the head. The 1.2 aspect ratio is fairly strict
and can potentially cause problems when tracking. Ross
from Friendsvideo sequence is a good example. Velocity
prediction is useful when head movement is slightly bigger
than the search window size; however, if the acceleration of
the head motion should change, the tracker would be thrown
off and needs time to get back on track. In some sequences,
the tracker loses the head because of sudden movement in
either the head or the camera (e.g. in black-and-white video
and video containing partial occlusion by a wall). If veloc-
ity prediction is used, then the tracker is thrown off much
farther from the head faster, and was unable to recover.

6. Possibility of Gaze Tracking
Due to time constraint, gaze tracking was not incorporated
into the system. Gaze tracking requires that the positions
of the eyes, mouth and nose be known. For one single im-
age, these positions may be hand-picked, but if the gaze
were to be tracked, a system that automatically finds these
facial features must be developed. The results from the el-
liptical head tracker helps reduce the search area of the fa-
cial features. Also, the distance from detected features in

the image and the nearest ellipse perimeter may help de-
termine whether the detected point of interest is a mouth
corner, nose tip, eye corner, or some other features.

6.1. Approach
This section introduces the basic ideas for adding gaze
estimation and tracking. The ideas presented here are due
to Gee and Cipolla [3].

Instead of finding the position of the iris inside the eye
socket, the gaze is estimated from the facial normal, which
can be computed from a single, monocular view of a face.
Similar to the elliptical head tracker, the approach intro-
duced here also makes little assumption about the human
face. One important assumption is that of weak perspec-
tive – depth changes on the face are small compared to
the distance between the face and the camera. Another re-
quirement on the image is that the corners of the eye and
mouth be visible. The facial model is shown in Figure 8.
Depending on how much of the eye and mouth is shown in

Figure 8: The facial model.

the image (i.e., whether only one eye can be seen or both far
corners of the eyes are visible), different techniques can be
used. The goal of both techniques is to retrieveτ , the an-
gle between the image facial normal and the x-axis, and the
slantσ, which is the angle between the optical axis and the
facial normal in 3D space. The facial normaln̂ is defined
by these two angles:

n̂ = [sin σ cos τ, sinσ sin τ,− cos σ]

Assuming no eyeball rotation, the gaze direction can be
approximated by rotating the facial normal by about10◦

around the eye-line.

6.2. 3D Method
The 3D method extracts depth information from the posi-
tion of the nose tip in the model image. It measures two
ratios,Rm ≡ Lm/Lf andRn ≡ Ln/Lf , whereLm, Lf
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andLn are as shown in Figure 8. Given a face in general
position, the symmetry axis can be constructed since weak
perspective preserves length ratios along parallel lines and
midpoints. It can be consctructed by first drawing a line
between the two far corners of the eyes and a line between
the two far corners of the mouth, then connecting the
midpoints of those two lines. Using the ratioRm obtained
from the model image, the nose base can be obtained along
the symmetry axis. The projection of the facial normal can
be gotten by joining the nose base with the nose tip; and
from that,τ can be easily calculated.

The slantσ is defined bycos−1 |d̂z| whered̂z is the z-
component of the unit normal to the image plane. To re-
trieved̂z, two measurement values are needed:m1 andm2.
m1 is the squared ratio of the nose to facial lengths in the
image and can be gotten by measuring imaged nose length
and the imaged facial length.m2 is equivalent tocos2 θ
whereθ is the angle between the symmetry axis and the fa-
cial normal. It can be obtained from measuring ”notθ .”
The equation

R2
n(1−m2)d̂z

4
+ (m1 −R2

n + 2m2R
2
n)d̂z

2
−m2R

2
n = 0

allows recovery ofd̂z, which can be used to estimate the
slantσ.

6.3. Planar Method
The planar mothod makes use of the model ratioRe ≡
Le/Lf whereLe andLf are as shown in Figure 8. in addi-
tion, the planar method utilizes the image vectorsa andb,
defined by the eye-line and symmetry axis, respectively.a
extends from the right eye corner to the left eye corner and
b extends from the intersection ofa and the symmetry axis
(obtained as described in the 3D method) to the line join-
ing mouth points. The transformation that mapsa andb to
world coordinates is:

U =
[

0 1
2Re

−1 0

] [
a b

]−1

The slantσ and the tiltτ can then be determined from the
transformation matrix as follows [5]:

Let

V = U>U =
[

α β
β γ

]
,

variablesλ andτ can be calculated from the components
of V . Sinceλ = sec σ, afterσ can be obtained afterλ has
been determined.

λ is calculated using the following equations:

(trace(V ))2

(det(V ))
=

(α + γ)2

αγ − β2
=

(1 + λ2)2

λ2
= 4µ

and
λ = ±√µ±

√
µ− 1

Due to the four-fold ambiguity in the solution,λ
has four possible solutions: λ′, 1

λ′ ,−λ′,− 1
λ′ where

λ′ =
√

µ +
√

µ− 1.

tan(2τ) =
2β

α− γ

is used to determineτ ; however, there are four possible so-
lutions for τ , one in each quadrant. Solutions in the third
and fourth quadrant are due to a clockwise rotation as op-
posed to counter-clockwise, and can be disregarded. This
leavesτ with a two-fold ambiguity, which is solved by es-
timating the position of the nose tip or some other facial
feature.

7. Concluding Remarks
The elliptical head tracker developed in Maltab has fairly
robust performance. It is able to track the head in various
movements and rotations, illumination changes and partial
occlusion. The handling of scale or head size changes
is not as robust, but the tracker is still able to stay with
the head despite its inflexibility to head width changes.
The running time of the system, however, is a major
disappointment. The slow speed at which Matlab runs
and the not-completely-optimized code makes real-time
application of the tracker infeasible.

Detail discussion of how to estimate gaze is given. Gaze
estimation and tracking requires a facial-feature tracker that
may be developed as an extension to the elliptical head
tracker. The elliptical head tracker would need to increase
the search space size by exploring how much the tracked
head ”tilted” (rotation around the z-axis). Depending on
how much facial feature is seen, different techniques can be
used to determine the slant angleσ and tilt angleτ that are
used in facial normal estimation. The gaze direction can
then be easily found from the facial normal.
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