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Abstract

We introduce a new perspective on spectral dimensionality reduction which views these meth-
ods as Gaussian random fields (GRFs). Our unifying perspective is based on the maximum
entropy principle which is in turn inspired by maximum variance unfolding. The resulting
probabilistic models are based on GRFs. The resulting model is a nonlinear generalization
of principal component analysis. We show that parameter fitting in the locally linear embed-
ding is approximate maximum likelihood in these models. We develop new algorithms that
directly maximize the likelihood and show that these new algorithms are competitive with the
leading spectral approaches on a robot navigation visualization and a human motion capture
data set. Finally the maximum likelihood perspective allows us to introduce a new approach
to dimensionality reduction based on L1 regularization of the GRF via the graphical lasso.

1 Introduction

Spectral approaches to dimensionality reduction involve taking a data set containing n points and forming a ma-
trix of size n×n from which eigenvectors are extracted to give a representation of the data in a low dimensional
space. Several spectral methods have become popular in the machine learning community including isomap [11],
locally linear embeddings (LLE) [9], Laplacian eigenmaps (LE) [1] and maximum variance unfolding (MVU) [12].
These approaches (and kernel PCA [10]) are closely related to classical multidimensional scaling (CMDS) [8].

In classical multidimensional scaling an n×n distance matrix is converted to a similarity matrix and visualized
through its principal eigenvectors. Viewed from the perspective of CMDS the main difference between the
spectral approaches developed in the machine learning community is in the distance matrices they (perhaps
implicitly) proscribe.

We introduce a method that is based on maximum likelihood. We derive our model through using standard
assumptions from the field of dimensionality reduction and the maximum entropy principle [6]. We relate the
model to other popular spectral approaches for dimensionality reduction. We show how the model can be
regularized with sparse priors to find MAP solutions that restrict the inter-datapoint dependencies. Finally we
demonstrate the model (with comparisons) on real world data sets.

Classical Multidimensional Scaling Given an n×nmatrix of similarities, K, or dissimilarities, D, between a
set of data points, multidimensional scaling considers the problem of how to represent these data in a low dimen-
sional space. Classical multidimensional scaling defines a latent set of dissimilarities between each latent point,
δi,j = ‖xi,: − xj,:‖22, to give a matrix ∆. Defining the objective function E(X) =

∑n
i=1

∑i−1
j=1 ‖di,j − δi,j‖1

the a linear embedding of the latent points can be optimized by the following procedure [8]: (1) Convert the
matrix of dissimilarities to a matrix of similarities by taking B = − 1

2HDH where H = I− n−111> is a cen-
tering matrix. (2) Extract the first q principal eigenvectors of B. (3) Setting X to these principal eigenvectors
(appropriately scaled) gives a global minimum for the CMDS error function.

2 Maximum Entropy Unfolding

Classical multidimensional scaling provides only a linear transformation of space in which the squared dis-
tances are expressed. The novelty of modern spectral approaches is distance computation in spaces which are
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nonlinearly related to the data. This gives a nonlinear algorithm. This can be seen clearest for kernel PCA. In
kernel PCA the squared distances are embedded in a Hilbert space and related to the original data through a
kernel function, di,j = k(yi,:,yi,:)−2k(yi,:,yj,:)+k(yj,:,yj,:), which is recognized as the squared distance in
“feature space” [3]. In CMDS this is known as the standard transformation between a similarity and distance [8].
Kernel PCA (KPCA) recovers an xi,: for each data point and a mapping from the data space to the X space.
Under the CMDS procedure the eigenvalue problem is performed on the centered kernel matrix, B = HKH,
where K = [k(yi,:,yj,:)]i,j . This matches the KPCA algorithm [3,10]. This observation that KPCA expands
the feature space motivated the maximum variance unfolding algorithm (MVU) [12] which maximizes the total
latent variance of a data set under constraints local distance constraints. We introduce an alternative maximum
entropy formalism of this problem. Since entropy is related to variance, we might expect a similar result in the
quality of the resulting algorithm, but we will also obtain a probabilistic model with all the associated advan-
tages. Our interpretation will also enable us to relate other well known spectral techniques to our algorithm as
they each turn out to approximate maximum entropy unfolding in some way.

In the maximum entropy formalism [6], we maximise the entropy of a distribution subject to constraints on the
moments of that distribution. We constrain the expected square distance between neighboring points to be that
observed in the data. Under a spherical Gaussian base distribution with covariance γ−1I. The maximum entropy
distribution is given by

p(Y) =

p∏
j=1

|L + γI|
1
2

(2π)
n
2

exp

(
−1

2
y>:,j(L + γI)y:,j

)
,

where L contains the Lagrange multipliers in the off diagonal positions and has its diagonal set such that L1 = 0
and Y = [y1,:, . . . ,yn,:]

> ∈ <n×p is a design matrix containing our data. The resulting Gaussian random field
(GRF) is independent across features but expresses correlation between data points. As with all maximum
entropy methods, maximum likelihood for this model is equivalent to finding the correct setting of the Lagrange
multipliers.

Maximum Likelihood and Blessing of Dimensionality Note that this model isn’t consistent as we increase
the number of data points, n, for fixed data dimensionality, p, but it is consistent as we increase data dimension-
ality, p, for a fixed number of data points n. The number of parameters will increase as we increase the number
of data (each datum requires K parameters to connect with K neighbors). However, as we increase features
there is no corresponding increase in parameters. In other words as the number of features increases there is a
clear blessing of dimensionality.

The maximum likelihood solution could be recovered by gradient based optimization, which requires a matrix
inverse to recover the covariance of the GRF. The data can be visualized as for MVU and kernel PCA, by
looking at the eigenvectors of the centered covariance matrix HKH. We call this algorithm maximum entropy
unfolding (MEU). Note that the determinant of the covariance can be expressed as the sum of the log of the
eigenvalues of K, log |K| =

∑n
i=1 log λi. In contrast MVU looks to maximize the trace of the covariance

matrix tr (K) =
∑n

i=1 λi, subject to distance constraints.

When optimizing in MVU and MEU we need to ensure that the covariance matrix is positive definite. In MVU
this is ensured through a semidefinite program. In MEU the objective is not linear in K so we need to use other
approaches.

Finally, we note that for MEU and MVU, as we increase the neighborhood size to K = n − 1, we recover
principal component analysis.

Relation to Laplacian Eigenmaps In Laplacian eigenmaps [1] a graph Laplacian is specified across the data
points. This Laplacian has exactly the same form as our matrix L.. The parameters of the Laplacian are set
either as constant or according to the distance between two points. The smallest eigenvectors of this Laplacian
are then used for visualizing the data. This is equivalent to using the principal eigenvectors of the centered
matrix K = (L + γI)−1.

Relation to Locally Linear Embedding If the MEU Laplacian is constrained to factorize as L = (I−W)(I−
W)> where the sum of each column of W is one, then if the pseudolikelihood of the MEU model is maximized
the LLE algorithm [9] is recovered.
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Figure 1: (a) LE, (b) LLE, (c) isomap, (d) MVU, (e) MEU and (f) the DRILL. Models capture either the cyclic structure or
the structure associated with the start of the run or both parts.

Relation to Isomap In isomap [11] a sparse graph of distances is created between all points considered to be
neighbors. This graph is then filled in for all non-neighboring points by finding the shortest distance between
any two neighboring points in the graph (along the edges specified by the neighbors). The resulting matrix is
then element-wise squared and treated via CMDS. Both MVU and MEU can be thought of as starting with a
sparse graph of (squared) distances. The other distances are then filled in by either maximizing the trace of the
associated covariance or maximizing the entropy. Interneighbor distances are preserved for isomap, MVU and
MEU. Isomap can lead to negative eigenvalues as the shortest path algorithm does note guarantee a positive
definite similarity matrix.

Iterative Regression Approach to Optimization The relationship between dimensionality reduction and
GRFs leads us to consider a novel dimensionality reduction algorithm where the structure of the GRF is learned
through L1 regularization of the Laplacian. Fast algorithms exist for fitting such models [5] and they retain the
positive definite covariance matrix. We call such an algorithm Dimensionality Reduction through Iterative Log
Likelihood maximization (DRILL). Such regularization may also be necessary when the number of features, p
is small relative to the data set size, n.

3 Experiments

The main objective of the paper is to provide a unifying perspective. Though here we provide brief experiments
to show the efficacy of the approach. We’ve considered several real world data sets: the results we include below
are on one dataset and are representative. We applied each of the spectral methods we have reviewed along with
MEU using positive constraints on the Lagrange multipliers (denoted MEU) and the DRILL described in Section
2. We follow the suggestion of Harmeling [4] and use the GPLVM likelihood [7] to evaluate the quality of the
embeddings. The higher the likelihood the better the embedding.

Motion Capture Data Consisting of a 3-dimensional point cloud of the location of 34 points from a subject
performing a run. This leads to a 102 dimensional data set containing 55 frames of motion capture. The subject
begins the motion from stationary and takes approximately three strides of run. We hope to see this structure
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Figure 2: Model score for the different spectral approaches. (a) the motion capture data visualizations, (b) another data set:
robot navigation. (c) Model scores for different regularization parameters using the DRILL algorithm. (d) Visualization of
DRILL structure learning algorithm using regularization with the best model score.

in the visualization: a starting position followed by a series of loops. The data was made available by Ohio
State University. The data is characterized by a cyclic pattern during the strides of run. However, the angle of
inclination during the run changes so there are slight differences for each cycle. The data is very low noise, as
the motion capture rig is designed to extract the point locations of the subject to a high precision.

The two dominant eigenvectors are visualized in Figure 1 and the quality of the visualizations under the GPLVM
likelihood is given in Figure 2(a) as well as similar results for a different data set in 2(b). There is a clear
difference in quality between the methods that constrain local distances (MVU, isomap, MEU and DRILL)
which are much better under the score than those that don’t (LE and LLE).

Learning the Neighborhood We also explored the ability of the DRILL algorithm to learn the neighborhood.
Figure 2(c) shows model scores for different levels of L1 regularization on a densely connected MEU model
where the neighborhood structure was learnt through the L1 prior. The best visualization (as computed by GP-
LVM score) is shown in Figure 2(d) and is very similar to the visualization obtained in Figure 1(f) showing that
the structural learning can be used for visualization.

4 Discussion and Conclusions

We have introduced a new perspective on dimensionality reduction algorithms based around maximum entropy.
It provides a unifying probabilistic perspective that we expect will be a fertile ground for future research.

A longer version of this paper is available through arxiv.
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