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Abstract
The problem of nonlinear dimensionality reduction is most often formulated as
an instance of semidefinite programming (SDP). However, the effectiveness of
the SDP-based algorithms is limited by the computational complexity of the SDP
solvers. Due to this limitation, some large-scale variations of the SDP-based meth-
ods have been proposed, which are relatively fast and scalable; however, they
reduce the size of the SDP by some heuristic approximation, which results in sub-
optimal solutions. In this paper, we propose a novel method, which significantly
reduces the size and the number of constraints of the SDP problem. We show the
search space of the SDP problem can be restricted to a small face of the semidef-
inite cone. Crucially, the proposed formulation is not an approximation and very
large SDP problems can be solved exactly and efficiently by this technique. In
addition, unlike most methods, this algorithm provides a parametric mapping that
allows out-of-sample test points to be sensibly mapped into the embedded space.

1 The proposed method

We propose a method for learning a parametric mapping between the high-dimensional space and the
embedded space, which can be used to map out-of-sample points. We model this parametric map-
ping as a linear transformation. Adapting an idea from Maximum Variance Unfolding (MVU) [1],
we require the transformation to preserve the distances between neighboring points, while pulling
non-neighbor points as far apart as possible to unfold the manifold of the data, which consequently
reduces its dimensionality. Such a transformation may not even exist in general; however, when the
dimensionality of the data exceeds its quantity, it is always possible to find it. In order to guarantee
the existence of the desired transformation, we first map the points into a high-dimensional feature
space by some function φ(·), and then explicitly search for it in that space.

Consider a training dataset in a matrix form X = [x1, . . . ,xn]. We wish to learn a linear transfor-
mationW . Without loss of generality, we assume that the columns ofW can always be re-expressed
as a linear combination of the data points in the feature space [2], W = φ(X)Ω, thus

y = W>φ(x) = Ω>φ(X)>φ(x) = Ω>K(X,x) (1)
where K(·, ·) is a kernel function. Crucially, y only depends on the inner products of the feature
vectors, and the function φ(·) is not explicitly needed. Moreover, instead of W we need to learn
Ω. Let K = K(X,X) denote an n × n kernel, and Y = [y1, . . . ,yn] be a matrix of points in the
embedded space. Then it is clear that Y = Ω>K.

Let S to be a set of pairs of neighbor points in the original space for which their pairwise distances
should be preserved (i.e. ‖yi−yj‖2 = τij , where τij is set by user which simply can be ‖xi−xj‖2),
and O is a set of pairs of non-neighbor points, which we would like to pull as far apart as possible.
For each pair of points we have:

‖yi − yj‖2 =‖Ω> (K(X,xi)−K(X,xj)) ‖2 = (ki − kj)
>ΩΩ>(ki − kj)

=(ki − kj)
>A(ki − kj) = ((ki − kj)⊗ (ki − kj))

>
vec(A),

(2)
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where vec(A) stacks the columns of A in a columns vector, ki = K(X,xi) is the ith column of
the kernel matrix, and A = ΩΩ> is an unknown n × n positive semidefinite matrix. It is clear that
each pair in S make a constraint of ζζζ>ijvec(A) = τij , where ζζζij = (ki − kj)⊗ (ki − kj). Let the
ζζζij’s form the columns of a matrix C and, respectively, let the τij’s form the elements of a vector τττ ,
where (i, j) ∈ S. Then the constraints are A � 0 and C>vec(A) = τττ .

Next we define the following objective function which, when optimized, attempts to maximize the
sum of the squared distances between the non-neighbor points specified in the set O:∑

(i,j)∈O

‖yi − yj‖2 =
∑

(i,j)∈O

ζζζ>ijvec(A) = b>vec(A), (3)

where b =
∑

(i,j)∈O ζζζij . Then, the problem of finding the desired transformation can be cast as an
instance of semidefinite programming as follows

max
A�0

b>vec(A) subject to C>vec(A) = τττ . (4)

2 Reducing the Computational Complexity

Due to the computational complexity of the SDP solvers, only limited size problems can be solved
by the proposed method. To overcome this difficulty, we propose a novel SDP formulation for the
optimization problem (4). The key intuitions behind this formulation is that, the linear structure of
the manifold lies beyond small pairwise neighborhoods around each data point. In other words, a
large chunk of the manifold could be close to a linear subspace. If such a patch of data exists, it is
more efficient to preserve it as a whole and treat it as a rigid part. Then unfolding can be seen as
taking linear patches of the manifold, and rearranging them in the low dimensional embedding space.
In this rearrangement, the transplantation of each patch involves only a rotation plus a translation.
This novel formulation dramatically reduces the complexity of the SDP problem in (4).

2.1 Gram Matrix Decomposition

Suppose that the input data points are clustered into q patches. Without loss of generality we can
assume X can be represented as X = [X1, . . . , Xq] and consequently, the matrix of the embedded
points can be represented as Y = [Y1, . . . , Yq], where Y` is an unknown n × n` matrix whose
columns represent the embedding of the `th patch. Let D` be the Euclidean Distance Matrix (EDM)
of X`, the points in the patch `.

Assume that each patch is nearly on a linear patch, therefore, we can treat it as a rigid part and would
like to preserve all of the pairwise distances between its points. Thus we need to find Y`’s such that
the EDM of Y` is equal to D`. As is well-known, the Gram matrix of a set of centered points whose
EDM is D`, is given by G` = − 1

2Hn`
D`Hn`

, where Hn`
= In`

− 1
n`
1n`

1>n`
.

It is clear that G` is a semidefinite matrix and therefore, can be decomposed into G` = P>` P`. If the
rank(G`) = d`, then P` ∈ Rd`×n` is a matrix of centered points, whose EDM is D`. We require
Y` to share the same EDM D` with P`. Note that the pairwise Euclidean distances in each patch are
invariant to rotations, and translations of its data points. In other words, there is always an isometry
between Y` and P`.

Y` = R`P` + v`1
>
n`

= [R` v`]
[
P>` 1n`

]>
= S>` P̆`, (5)

where R` ∈ Rn×d` is a rotation (or reflection) matrix, and v` ∈ Rn is a translation vector. Since
R` is a rotation matrix, RT` R` = Id` . Moreover, P̆` ∈ R(d`+1)×n` is a known extension of P`,
and S` ∈ R(d`+1)×n is unknown. Now we can rewrite Y = S>U>, where S = [S1, . . . , Sq] is an
unknown γ × n matrix (γ = q +

∑
d`) and U ∈ Rn×γ is a known block-diagonal matrix, whose

diagonal blocks are P̆`’s. Finally, the Gram matrix of the embedding points can be decomposed as:

G = Y >Y = USS>U> = UZU>. (6)

Here Z = SS> is an unknown γ × γ positive semidefinite matrix. In practice, γ � n because d`’s
are usually very small, which indicates a dramatic reduction in the problem size. It is easy to show
that the blocks on the diagonal of Z are
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S`S
>
` =

[
R>` R` R>` v`
v>` R` v>` v`

]
=

[
Id` R>` v`

v>` R` ‖v`‖2
]
. (7)

Restricting the diagonal blocks of the unknown matrix Z in the form specified by equation (7) is
sufficient to guarantee that R`’s are rotation matrices. Therefore, this is sufficient to make sure that
the pairwise distances in each patch are preserved in the final embedding.

Making the substitution G = UZU> is called semidefinite facial reduction [3], and by this the
search space in an SDP problem can be restricted to a small face of the semidefinite cone. This can
be applied to our SDP problem (4). Now, we can rewrite (6) to obtain the decomposition of A

G = Y >Y = KΩΩ>K = KAK = UZU> ⇒ A = (K†U)Z(K†U)> = V ZV > (8)
where V ∈ Rn×γ is known, and K† is the pseudo-inverse of K. Now the optimization problem can
be solved based on the new smaller unknown variableZ, and therefore the computational complexity
is dramatically reduced.

2.2 Objective Function and Constraints after Reduction

We would like to reformulate (4) by substitution A = V ZV >. Clearly, the new objective function
can be reexpressed as

b>vec(A) = b>vec(V ZV >) = b>(V ⊗ V )~Z = b>nvec(Z), (9)

where b>n = b>(V ⊗ V ). To form the new set of constraints, we first need to make sure that the
aforementioned blocks on the diagonal of Z are identity as shown in (7). More formally we can
represent the `-th diagonal block of Z by Z` = Z({h`, . . . , h` + d` − 1}, {h`, . . . , h` + d` − 1}),
where h` =

∑`−1
i=1 di+ `, and then Z` should be identity. Secondly we need to preserve the distance

between neighboring patches. That is, we need to preserve the distance between two neighboring
points if they belong to different patches. We can from a new constraint matrix C whose columns
are ζζζij : (i, j) ∈ S, such that i and j are not in the same patch. Note that this is equivalent to taking
the old matrix C and removing columns (i, j), if they are in the same patch. Clearly this reduces the
size of C (the number of constraints) significantly. This set of constraints can be represented as

C>vec(A) = C>(V ⊗ V )vec(Z) = C>n vec(Z) = τττ . (10)
Finally, the reduced optimization problem can be formed as:

max
Z�0

b>nvec(Z) subject to C>n vec(Z) = τττ and ∀` ∈ {1, . . . , q} : Z` = Id` . (11)

The size of the reduced matrix Z is γ × γ, giving rise to a significant reduction in the problem size.

2.3 The Effect of Full Rank Kernels

It can be seen that the term ζζζ>ij(V ⊗V ) in both bn and Cn makes them independent from the choice
of kernel, as long as the kernel matrix is full rank and thus invertible:

ζζζ>ij(V ⊗ V ) = ((ki − kj)⊗ (ki − kj))
>

(K†U ⊗K†U) = (ui − uj)
> ⊗ (ui − uj)

>, (12)

where ui is the ith row of U . Crucially equation (12) implies that the matrix Z obtained from
the optimization problem (11) is independent from the choice of kernel. However, this is not the
case for the transformation Ω. In (8) we showed how to decompose the matrix A as V ZV > where
V = K†U . The transformation Ω can be expressed in the following form, and then we can find the
embedding of the training points by:

Ω = V Z
1
2 = K†UZ

1
2 ⇒ Y = Ω>K = (Z

1
2 )>U>K†K. (13)

If K is full rank, Y = (Z
1
2 )>U>, and since Z is independent of the kernel, Y is also independent

of the kernel. In other words, as long as the kernel K is full rank, the result of the embedding for the
training set is the same. Note that different kernels result in different transformations Ω = K†UZ

1
2 .

That is, there exists a family of transformations expressed by (13) that defines a mapping between the
high-dimensional space and the embedded space. All members of this family yield exactly the same
result when applied to the training set. This is not, however, true when it comes to out-of-sample
points; the out-of-sample mapping will be affected by the choice of kernel.

y = Ω>φ(X)>φ(xt) = (Z
1
2 )>U>K†K(X,xt). (14)
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3 Experiments

We conduct some experiments to evaluate the performance of the proposed method. We imple-
mented the proposed method in MATLAB, and used SeDuMi [4] as its SDP solver. In all of the
experiments, we used affinity propagation clustering (APC) [5] to find the linear patches of the
given training dataset. The RBF kernel with function σ = 1 is used in these experiments. In ad-
dition, we have compared the efficiency of our results with another manifold learning algorithm,
FastMVU [6], which is capable of embedding very large datasets.

First, we consider a large dataset, containing 30,000 training and 20,000 test points randomly sam-
pled from a Swiss roll manifold. We used APC to cluster the data, which found 119 clusters. The
size of Z, is nearly one percent of that of A. The proposed method and FastMVU embedded the
same training dataset in 119 and 174 seconds, respectively. The unfolded manifolds are depicted in
Figure 1, illustrating the superiority of the proposed method.

In the second experiment, we have used 1965 28 × 20 pixel images of Brendan Frey’s face taken
from a short video. These images show his face in different moods: happy, angry, frowning, and so
on. We split the images into 965 training and 1,000 test points. APC found 36 tesserae and the SDP
was solved in 4 seconds. We also applied FastMVU to the training dataset which took 59 seconds.
the embeddings are depicted in Figure 3. It can be observed that in the mapping of the training
images, images with similar facial expressions are bundled together; the same is true for the test
images, but FastMVU fails to provide a similar structure.

Finally, we have considered a large map of cities in Europe, Asia, and Africa from a real dataset 1,
which includes the latitude and longitude of 2.7 million cities. We randomly selected 45,000 cities,
and mapped their spherical coordinates to the three dimensional Cartesian coordinates. We put
15,000 of these coordinates in the training dataset and the remaining 30,000 in the test dataset. APC
found 84 patches and the SDP was solved in 32 seconds. FastMVU was also applied to the same
dataset which took 128 seconds. The results are depicted in Figure 2. It can be seen that the proposed
method produces a better result on both of the training and test sets, and is loyal to the original map.
However, the two-dimensional map generated by FastMVU is visibly distorted.

4 Conclusions

We have proposed a novel algorithm for nonlinear dimensionality reduction that is able to overcome
some shortfalls shared by many other methods. In particular, it is efficient and scalable to large
datasets, and it is able to map out-of-samples. The algorithm reduces the input dataset to a set of
patches, and uses a semidefinite facial reduction technique to unfold the global structure into the
lower-dimensional embedded space while preserving the local geometry of the patches. Experi-
mental results demonstrate that this technique is computationally efficient and produces a useful,
interpretable embedding for both the training and out-of-sample test points.
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Figure 1: (a) 30,000 points sampled from the manifold with the corresponding patches; (b) embed-
ding of the training set by tessellation of the linear subspaces; (c) embedding of the 20,000 new out
of sample points by the proposed method; (d) embedding by FastMVU.

Figure 2: (a) 15,000 cities sampled from Africa, Asia, and Europe with the corresponding patches;
(b) embedding of the training set by the proposed method; (c) embedding by FastMVU; (d) embed-
ding of the 30,000 new out of sample cities by the proposed method.
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