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Abstract 

Linguistic and philosophical theories of semantics have usually ignored the problem of explaining how 
the meanings of predicates are initially acquired. In this paper we propose that connectionist models 
may give a computational account of this process via extracting regularities from perceptual inputs and 
associating them with one another. We present results from two simple preliminary experiments, one in 
which a connectionist network associates labels with visual images with no external teacher, and a 
second in which a network associates simple sentences with with simple sequences of visual images, or 
"movies". While these simulations are simply suggestive, they point the way to a more complete model. 

Introduction 

Woods (1975) has stated: 
"While the types of semantic theories that have been formulated by logicians and philosophers do a rea
sonable job of specifying the semantics of complex constructions involving quantification and combina
tion of predicates with operators of conjunction and negation, they fall down on the specification of the 
semantics of the basic "atomic" propositions consisting of a predicate and a specification of its 
arguments--for example, the specification of the meanings of elementary statements such as 'snow is 
white' or 'Socrates is mortal' ." 

We agree with Woods' assessment, and would go further and say that the important issue is not 
just what the semantics of atomic predicates are, but how they are grounded in the world. For example 
what is the meaning of Name(OBJ-437, "Fred")? Model theoretic semantics generally uses the notion 
of an interpretation to specify a mapping of relations and their terms to entities in the world, but how 
this mapping could be computed is never made clear. We assert that the mapping of predicates to the 
world is the fundamental issue in semantics: We must know the meanings of the individual elements of 
the theory before we can form a theory of the whole. We propose that the mapping is one that is 
acquired through interaction of a learner with the world, during which the learner forms associations 
between linguistic entities and concrete objects. That is, meaning is grounded in perception. Note that 
this puts the character of the learner as a central element in the theory. Semantics is often formulated 
without any reference to the fact that what we usually term semantics - a relation between signs or 
symbols and what they denote or mean - is something that arises in biological organisms, though 
perhaps most obviously in humans. We believe that a proper theory of semantics must take into account 
the entity that acquires these relationships. This will not be a new proposal to cognitive psychologists 
(Miller & Johnson-Laird, 1976), but what we intend to add to the discussion is a computational model of 
the process. 

This brings us to a second issue is whether the elements of our theory should be the standard 
predicates that can be characterized as dividing the world into two sets of entities, those for which the 
predicate holds, and those for which it does not. Such single-place predicates are fundamentally 
categorization predicates. As has been noted by psychologists (Rosch, 1975) human category structure 
does not have the all-or-none character that is typical of logical predicates. Rather, categories (and 
hence human predicates) have internal structure, with central members or prototypes, outliers, and a 
distance measure between members of the category and the prototype. 
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Standard attempts to explore the internal structure of predicates in terms of features (Katz and 
Fodor, 1963) always have to stipulate what the features are for any language. This can lead to the 
"representational blindness" problem (Winograd & Flores, 1986). We will assume that the leamer is 
embedded in an environment, and is continually trying to extract regularities from that environment. 
Thus the features will be automatically extracted, and will be appropriate for the environment the 
leamer finds herself in. Categories will be clusters in this feature space. 

A third issue is the acquisition of verbal predicates. How is the notion of running acquired? This 
fundamentally involves including a temporal aspect to any model, since verbs typically denote actions 
that take time in the world, and must be witnessed over time by the leamer. 

A fundamental issue we will ignore in this account is that of attention. A simple view of attention 
is that it- is a kind of filter that allows important elements of the environment to be operated upon. In our 
simple models presented here, we will assume that only the objects of interest are pres'!nted to the 
leamer, and avoid the problem of how those objects would be selected from the environment. This is 
similar to the whole object assumption of Markman (1990). 

A connectionist approach to predicate-semantics 

The basic idea of our model is that the leamer is processing input from several modalities, 
extracting regularities from each modality, and forming associations between elements in different 
modalities that co-occur often in time. One can assume that later in development, by building an 
internal model of the world (as in Rumelhart, Smolen sky, McClelland & Hinton, 1986), the leamer can 
make the associations without environmental stimulation. We will assume that one of the modalities is 
auditory, and that attentional processes have already segmented the speech signal into tokens. This is a 
strong assumption, but self-supervised connectionist models have already been developed that can 
segment streams of letters into words, and further categorize them on the basis of syntactic and semantic 
distinctions based on positive only examples (Elman, 1990). 

The other modality will be visual, and we will use an extremely simple model of the visual input: 
We will simply have gray scale (sometimes binary) input from a retinal array. A more realistic network 
would do preprocessing on these images in the manner that the visual system does it, but for now, it 
matters little what the actual inputs to our networks are - whether their inputs are preprocessed or not, 
the network architectures we use will not change substantially. However, the actual internal 
representations formed, the speed of learning, etc. probably would change with a different input 
encoding. These are details that are not of import to the current simple demonstrations. 

Surprisingly, a useful network for extracting features is one that simply does an identity mapping 
from its input to output. Cottrell, Munro & Zipser (1987) used such a network to compress the 
information in a gray scale image. The network is shown in Figure 1, left. The network is presented 
with many examples of patches of an image, and is trained to reproduce the samples on the output layer. 

output facene5S gender names 

hldcens 

Input Inpul$ (hIdden, from auto-associalOr) 

Figure 1. On the left, the image compression network. On the right, a recognition network that uses as 
input the activations of the hidden units from the compression network. 
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Because the network is constrained to pass this information through a narrow channel of hidden units, 
the hidden units must extract regularities from the images. Thus the network can be thought of as an 
automatic feature extraction device: No external training is provided. So, even though back propagation 
is a supervised learning technique, this system can be considered unsupervised, or as some prefer, self
supervised. 

Cottrell & Fleming (1990) tested this hypothesis (Figure 1, right) and showed that the compression 
network is sufficient to produce features from whole face images for purposes of recognition. The 
compression network extracted features from face and non-face images, which were fed into a single 
layer classifier. This system showed that the features so derived were sufficient for discriminating 
among the eleven people in their training set. The first experiment we will describe below can be seen 
as a version of this experiment where the teaching signals are internally derived. 

Cottrell (1987) suggested that a feature extraction system could be used recursively, with two such 
networks operating on different modalities, the hidden unit representations from each modality then 
being compressed together again to achieve the association between words and visual elements. 
Chauvin (1988) used such a system and showed that it accounted for some developmental data on the 
acquisition of word meanings. In our first experiment, we will describe yet another variant on this 
theme. 

In the second experiment, we use the linguistic input as a teacher for a network that learns to 
describe the action it is seeing on a very simple retina. This can be viewed as the child being presented 
with sentences describing occurrences, and learning to predict what those sentences will be. 

Experiment 1: Learning the mapping between names and faces 

In this experiment, we show that a network can be presented with inputs representing names and 
faces of a series of 10 subjects, and can internally generate representations that can be used to associate 
the two inputs. This corresponds, in our view, to the learning of a grounded predicate such as 
Name(OBJ-33, "Fred"), but it has the added advantage of being able to generalize to new instances of 
Fred, and forms a prototype of what Fred "looks like". 

Architecture 
The associative network consists of four sub-networks as detailed in Figure 2. Each sub-network is 

name hiddenl 
FN output! 
NF Input 

Figure 2. The associative network. On the left, the face compression net (F-net). It has 4096 inputs and 
40 hidden units. On the right, the name compression net (N-net). It has 130 inputs and 10 hidden units. 
In between, the hidden units of the subnetworks that learn the mappings between the hidden units of the 
compression networks. The use 5 hidden units each. 
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trained using the back-propagation algorithm. The face network (or F-network), on the left of Figure 2, 
learns a compact encoding of the faces. The name network (N-network), on the right of Figure 2, is also 
a compression network, and can conceptually be treated as learning the names in parallel with the F-net 
learning the faces. The face-to-name network (or FN-network) consists of the hidden units from the 
face network:, an internal set of hidden units, and the hidden units from the name network. It is trained 
to map hidden unit activations of the face network to hidden unit activations of the name network. The 
name-to-face network (or NF-network) works in a similar fashion. The NF and the FN networks are the 
associative memories of this model. 

DataSet 
The training and testing faces were 64 x 64 8-bit pixel images. Eight faces of ten individuals were 

used. Half of the faces (a total of 40) for each individual were used for training, and the other half for 
testing. A name consisting of five letters was assigned to each individual. Twenty-six processing units 
(one for each letter of the alphabet) were employed for each letter of the name. A localist encoding was 
used which consisted of turning on the unit corresponding to the letter in that position, and turning off 
all of the other units. There were a total of 10 names corresponding to the 10 individuals whose faces 
appeared in the images. 

Training 
The training process was as follows: First the name and face compression networks were trained 

separately. The face compression network was trained with a learning rate of 0.01 for 1000 epochs 
which resulted in an average root mean square pixel intensity error less than 13 gray scale levels (the 
original images are 255 gray level images). The name network was trained in a similar fashion. 

After the face and name networks were trained their weights were frozen. Then the FN and NF 
networks were trained. Two methods of training the FN and NF networks were developed. These will 
be referred to as the unidirectional and the bidirectional methods. 

In the unidirectional training metllod the FN and the NF networks arc< trained separately from one 
another. For each face in the training set, the hidden unit activations of the F-network are obtained, 
along with the hidden unit activations of the associated name in the N-network. Training the FN 
network in the unidirectional method then proceeds by iteratively presenting face-name pairs to be 
associated. That is, the hidden unit activations for a face are presented at the input to the FN network 
while setting the target vector equal to the hidden unit activations for the name associated with that face. 
The error te!IDs are calculated and the weights are updated according to the back-propagation rule. In a 
similar manner the NF-network: is trained on the name-face pairs in the training set. As this is a one to 
many mapping (one name to four faces for that name) the network learns to produce the average of the 
faces in the training set for the named individual. The FN-network achieved a total sum squared error of 
0.27 after being trained for 500 epochs with a learning rate of 0.2. The NF-network stabilized at a total 
sum squared error of around 65 (an average error of 0.04) after 9000 iterations with a learning rate of 
0.05. 

In the bidirectional training method, once activation has been propagated from one side of the 
network to the other, it can be cycled by returning it to the original side, and back again. Training can 
be applied on both sides as the cycling proceeds, using the hidden unit vector for the name, and the 
hidden unit vector for the instance of the face. This can be continued for any number of cycles. 

It should be noted that the learning rate is decreased according to how many cycles of training have 
been performed on the current face-name pair. This is in response to the facrthat as the networks cycle 
back and forth, before the pairs have been adequately learned, the error in the outputs gets progressively 
worse. These outputs are the inputs for the next cycle. Thus, the network would be learning improper 
input-target associations if the weights were changed with the same rate at later stages as they are in 
earlier stages when the inputs are closer to the target values. A network was trained until the total sum 
squared error at each stage of the cycle dropped to at least the level of the network with only 
unidirectional training. An in depth study of the optimal epochs and learning rates was not performed. 
In these experiments a learning rate of 0.01 was used for both the NF and the FN networks. One 
thousand epochs were found to be sufficient when training with 1,2, or 5 cycles per face-name pair. 
Five times as many epochs were needed for 10 and 20 training cycles. 
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Testing 
The trained network is tested by presenting a face to the F-network. This produces hidden unit 

activations which are used as inputs to the FN-network. Propagating activation through the FN-network 
results in hidden unit activation in the N-network. At this point we may either propagate the name 
hidden unit activation to obtain the name associated with that face, or cycle the activation through the 
NF-network and then back through the FN-network for any number of iterations, after which we 
produce the name. In a similar fashion we may present a name to the N-network and propagate 
activation to produce the face associated with that name. 

Performance 
First we tested the trained network by presenting faces to the F-net, propagating activation to the 

name net (0 cycles), and then let it circulate back to the face net and return (1 or more cycles). At any 
point in time, we can read out the activation at the output level of the networks. This output is 
compared with the names with which the network was trained. The name that is closest in Euclidean 
distance to that produced by the network is considered to be the name chosen by the network. If this is 
the name associated with the face, then it is considered a correct choice by the network. 

Table 1 shows the results of this test for unidirectionally and bidirectionally trained associative 
networks. For the unidirectional version, when the actiyation is propagated directly to the output of the 
name network without any cycles through the middle associative networks, the network chooses the 
correct name 100% of the time. As the activation is cycled through the network, however, the accuracy 
degrades until it eventually stabilizes at 60% after 50 cycles. This means that not all of the pairs of 
faces and names form attractors when treated dynamically. This behavior is mimicked on the test faces. 

" cycles In testing 
0 2 5 50 

.. 
() 

-< 0 40 33 28 24 () 

'" I 40 40 33 29 Ul 

:; 2 40 40 33 28 
.-. 5 40 40 .;>5 29 ., 
'" 10 40 40 40 40 
::J 

::J 20 40 40 40 40 
<0 

(a) Training faces 

" cycles In testing 
0 2 5 50 

.. 
() 

-< 0 37 30 25 22 () 

;;; I 37 35 30 27 Ul 

:; 2 37 36 31 26 
.-. 5 37 36 32 26 ., 
'" 10 38 36 35 35 
~: 20 37 36 36 36 ::J 

<0 

(b) Testmg faces 

Table 1. The table entries are the number of correctly chosen names (out of 40). The name is the result 
of presenting a face and cycling back through the F-net the specified number of times before reading the 
output. A. Training faces. B. Test faces. 
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Networks with bidirectional training perform substantially better after several cycles than the 
network trained unidirectionally. A bidirectionally trained network in which 10 cycles of training was 
performed on each face maintained perfect recall of the appropriate name for each face even after 50 
cycles. Hence each pair is near a stable attractor. On unseen faces of individuals in the training set the 
bidirectionally trained networks again exceeded the performance of the unidirectionally trained network. 

The second test of the associative network presents names to the N-network, activating the F-net 
hidden units through the NF-network. As in the previous test this activation is circulated back and forth 
for any number of cycles after which the resulting face is read out from the output layer of the F
network. This output is compared with a set of faces. The set is either the training faces, or other faces 
of the same individuals on which the network was not trained. The closest face in Euclidean distance to 
that produced by the network is considered to be the face chosen by the network. If this is one of the 
faces associated with the input name then it is considered a correct choice by the network. 

Table 2 shows the results of this test for unidirectional and bidirectional training of the associative 
networks. As in the first test, the network trained unidirectionally achieves 100% correctness on the 
training faces after 0 cycles through the associative networks. This degrades to 60% after 50 cycles. 
The network also achieves 100% correctness on the untrained familiar faces after 0 cycles which then 
again degrades to 60 % after 50 cycles. As in the first test, the accuracy of the network when the 
activation is cycled through the associative networks improves when it is trained bidirectionally. 

For both the training and test faces a bidirectionally trained network with at least 10 cycles through 
the associative nets on each training pass produced an appropriate face for every name, even after 50 
cycles through the associative networks. 

" cycles In testing 
0 2 5 50 

II 
n 
'< 0 10 9 8 6 n 
;0 1 10 
til 

10 8 7 

:; 2 10 9 8 7 
~ ..., 5 10 9 9 7 
~. 10 10 10 10 10 
" :; 20 10 10 10 10 

'" 

Cal Training faces 

" cycles In testing 
0 2 5 50 

II 
n 
'< 0 10 9 7 6 () 

'" 1 10 10 8 7 
(j) 

2 10 9 8 7 
:::l 
~ 5 10 9 9 7 ..., 
Q) 10 10 10 10 10 
3: 20 10 10 10 10 
:::l 

'" 

Cbl Testing faces 

Table 2. The table entries are the number of correctly chosen faces (out of 10). The face is the result of 
presenting a name and cycling back through the N-net the specified number of times before reading the 
output. A. Training faces. B. Test faces. 
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The reason the bidirectionally trained network performed so much better than the unidirectional 
version is that given a name, the network produces the average of the training faces for the individual 
with that name. The bidirectionally trained network performs better than the unidirectional version 
because it has been trained not only with face/name pairs, but with average-face/name pairs as well. 
Since the unidirectional network was never trained with the average face it can produce the wrong name 
through the FN network when the average face is produced by a name. The bidirectional network does 
perform the appropriate association in this situation and continues to produce the average face and the 
correct name. 

Figure 3 shows an example of the unidirectional network producing the incorrect face/name after 
several cycles through the associative network. Initially an appropriate face was produced by the 
network as was the correct name JANEL. Each cycle through the network resulted in a face that looked 
less like JANEL and more like JAMES. Eventually the network produced the average face for JAMES 
and also produced JAMES' name in the name network. All subsequent cycles (up to the 50 tried) 
continued to produce JAMES. The bidirectional network produced the average face for JANEL, and the 
name JANEL, on every cycle through the associative network. This behavior was typical for all of the 
face/name pairs presented that lost track. This is very interesting because it is indicative of how chains 
of association can occur. Our set of examples was small enough that the network can be train.:!d to hold 
onto the faces, but in a realistically sized network, and with noise in the system, we can expect networks 
like this to "free-associate". 

Conclusions 

A bidirectional associative memory connectionist network has been described. This network was 
successfully trained to associate faces of individuals to their respective names, and names to a 
representative face for that individual. Four different networks were trained separately, using the back-

Figure 3. Losing track of a face. This is the readout from the face compression network as the hidden 
units cycle starting with the name JANEL. It eventually shifts to JAMES. 
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propagation algorithm. They then were combined to produce the associative network. A method of 
bidirectional training was described which improves the stability of the networks recall over that of a 
unidirectionally trained network. The network successfully perfonns correct associations with new 
unseen images of familiar faces. This network can be considered to have learned the extension of the 
Name predicate as it applies to the training set. 

Experiment 2: The Movie Description Network 
In the second experiment, we describe a network which is capable of learning to describe, in very 

simplified natural language, sequences of images presented to it. While this is a very preliminary 
investigation, it is indicative of how our future research on this topic will proceed. The network is 
forced to create internal representations for the image sequences which enable it to generate the 
descriptions without a priori knowledge of the visual or verbal environments and without an external 
teacher providing a fixed representation of the relation between images and words. That is, while the 
words and images are presented to the network in a fonn designed by us, the internal representation of 
the image sequences appropriate for generating the descriptions, that is, the internal semantics of the 
sentences, are learned. 

In order to handle sequential input, it is useful to have a network that can develop representations 
of temporal inputs. Two approaches which require the network to fonn its own internal representations 
of its temporal environment are Elman's (1990) Simple Recurrent Networks (SRN's) and St John's 
(1990) Story Gestalt Network. In Elman's model, a network is trained to predict the next element of a 
sequence given only the previous element and a state vector. The infonnation in the state vector is a 
function of all previous elements in the sequence, and is learned by the network. In the second work, a 
sequence is presented to the network and it is trained to generate a set of outputs which are the important 
features in the sequence. The present work is an attempt to expand on these models, and to explore an 
architecture for combining both unsupervised (prediction) training and supervised (feature extraction) 
training for greater benefit in a single model. 

Background 

The Elman Simple Recurrent Network (SRN) has the architecture shown in Figure 4. At each time 
step, the current set of activations on the units of the Hidden layer are copied verbatim to the Context 
units, and then these values along with a pattern presented to the Input layer are fed forward to generate 
the next set of Hidden activations. These activations are then fed forward to the Output layer. 

The Elman SRN is capable of generating outputs which depend on the current input as well as 
arbitrary previous inputs, assuming infonnation from the previous inputs has been stored in the Context 
units. This SRN therefore has a limited memory (limited by the size of the Context vector), and makes 

(Unsupervised Training Signal) 

Predict 

Figure 4. Elman's simple recurrent network 
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it a useful architecture for solving certain sequential generation or recogmtlon tasks assuming the 
language in question is finite state (in effect, the Context vector stores the current state of an FSA, and 
the weights in the network implement the transition function). 

Typically, the Elman SRN is trained using an unsupervised algorithm: the network attempts to 
predict (display on the Output units) the next input vector. In order to succeed at this task, the network 
must learn a useful representation in the Hidden units which includes information to determine the next 
output pattern. It therefore must create a representation encoding the temporal structure of its input 
relevant to making predictions. 

St. John's network's task is to learn to understand sequences of preprocessed sentences by 
constructing an internal representation of the presented story fragments and then answering questions 
about them. It avoids the representational blindness problem by developing its own representation of 
sentence meaning based on its experience. The essential feature of his network that permits this is that 
there are extra layers (see Figure 5) to extract the story information from the output of the story 
understanding network. This is the basic insight that allows the network to develop its own internal 
representation, and represents a general approach to training networks to form their own representations. 
That is, rather than assuming the network has a particular output representation, one adds layers that 
extract information from the output of the network, and provide a kind of instrument panel that tells the 
experimenter what the network 'knows'. By using these 'instruments' to train the network, the network 
must learn to represent the necessary information, but it is not constrained as to how it represents it. 

The Movie Description Network (MDN) model described below is somewhat of an extension to St. 
John's, in that the description generated by the MDN model occurs over time, word by word, whereas 
the answers his network produces have no temporal component. 

The ultimate goal of this work is to demonstrate an architecture which is capable of learning 
representations of an environment which are grounded within that world. In other words, the network 
should learn encodings which enable it to succeed in its task without being told what information in the 
world is useful and how to represent it. 

Architecture 

The general structure of the Movie Description Network examined in this work was motivated by 
Elman's SRN's. The Movie Description Network (see Figure 6) joins two SRNs to merge the two 
separate tasks of sequence recognition (movie perception) and sequence generation (natural language 
descriptions). The movie perception SRN (called henceforth the imageSRN receives input from the 
environment, one image per time step, and attempts to predict the next image, trained by the 
unsupervised prediction method discussed above. The natural language description SRN (henceforth 
the wordSRN receives input from the image SRN and generates a sequence of words which 
appropriately describes the movie being viewed. Training of the word SRN is supervised, with an 
external teacher providing the correct sequence of words to describe each movie. 

B 

Figure 5. St. John's story Gestalt network. A. The "understanding" portion of the model B. The 
"question-answering" portion 
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(Supervised Training Signal) 
Output 

(Unsupervised Training Signal) 
r-----=~-:----__; 

Predict 

Figure 6. The Movie Description Network 

Without the word SRN, the Movie Description Network reduces to the Elman prediction network 
and attempts to learn the regularities in the environment which are useful determinants for making 
accurate predictions. This information, however, does not necessarily uniquely describe the movie 
being presented; it instead only encodes that information useful in the prediction task. On the other 
hand, without the image SRN, the Movie Description Network reduces to a sequence generation 
network trained to produce an externally specified sequence of vectors when provided a single 
sequence-selecting vector as input. Obviously, the input vector to the word SRN must uniquely specify 
the desired output sequence, since the network is incapable of making a nondeterministic choice 
between sequences. 

The key then is the interface between the two sub-networks, because the representation used as 
input to the word SRN must contain information to differentiate between each of the movies in the ways 
relevant to generating a correct description. The set of units in this interface are therefore called the 
Gestalt units: they must encode the information from a movie which can uniquely specify the sentence 
which describes it. The Gestalt units receive input from the Hidden-I vector in the Image SRN. It is the 
encoding over these sets of units (Gestalt and Hidden-I) which we are most interested in for this project 
since these representations of a sequence of images are only determined by the feedback from the 
environment during description and prediction training, and are not biased by an external experimenter's 
concept of the salient features in the world. 

Simulations 
All experiments were performed with the single architectural model described above, although 

parameters such as the number of units in a particular layer and learning rates were varied. The same 
basic environment was used throughout and is described below. A more precise description of the 
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trammg algorithm used is also presented below. Finally, the results of numerous simulations are 
summarized. All network simulations for the MDN were performed using the SunNet neural network 
simulation software (Miyata, 1986). 

Environment Description 
The Input images and Output words are simply small vectors of bits, so it is difficult to claim that 

the environment really contains meaningful visual image sequences and a rich vocabulary for 
descriptions. However, it is useful to consider the inputs as simple perceptions and the _outputs -as a 
simple language in order to provide structure to the sequence composition. We are interested in the 
network learning to represent these temporal structures. 

The visual environment consists of a 2 x 4 (height x width) image array I, where Ih,w=MIN iff no 
object is present in the environment at that retina position, and Ih,w=MAX otherwise. (For all 
experiments, MIN was -1.0 and MAX was 1.0). There is only one object, a ball, which fills one image 
pixel if it is present in the scene (it need not be). A typical movie in this world is a sequence of images 
where the ball bounces, rolls, or flies, from the left of the image array to the right, or vice versa. 
Example pattern files are supplied in the appendix. The actual visual environment supplied to the 
network is a concatenation of movies with one or more object-less images separating them, providing a 
continuous stream of consistent (within this world) image sequences. Recent experiments have also 
included a 2x4 feature array as part of the visual input, so that an object at each location can be further 
described by the presence or absence of a single binary feature; in our experiments, this is called "color" 
and is either red or blue. 

The language environment is quite simple. Each word from a fixed lexicon useful in describing 
movies is assigned a code. Furthermore, each movie is assigned a (not necessarily unique) sequence of 
words from this lexicon which describe it. The network is trained to produce the codes representing this 
sentence. The codes chosen in the current experiments are purposely sparse-coded to avoid any bias 
introduced in the learning by similarly encoded words. There are 3 verbs, roils, flies, and bounces, one 
noun, ball, and two adverbs, right and left. The sentences consist of sequences of these such as "ball 
bounces right". 

Training Description 

As discussed above, there are two types of learning occurring simultaneously in the Movie 
Description Network, one supervised and one unsupervised. The supervised training provides feedback 
to the word SRN teaching it to generate the correct sequence of words which describe the current movie, 
while the unsupervised training forces the network to learn the structure in its environment necessary to 
succeed in the prediction task. Obviously, the success criterion of the network in an experiment is only 
indirectly related to how well it makes predictions; we are most interested in its ability to describe its 
scene. However, the hypothesis is that the network trained to predict as well as describe must generate a 
representation with a richer informational content, at least across the Hidden units in the image SRN 
(Hidden-1 ). 

The training algorithm is as follows: At every time step, either a supervised or unsupervised 
training signal is provided. If the signal is supervised, then the contents of Hidden-2 are copied to 
Context-2 and the activations are fed forward from the Input layer to the Output layer. Back 
propagation is then used to update weights to minimize the error between the actual word generated at 
Output and the training signal. If the signal is unsupervised, then the activations of the network are fed 
forward from the Input layer to the Predict layer. Back propagation is used to train the Predict layer on 
the target. The target is then used as the network's next input value, and the values in Hidden-1 are 
copied to Context-I. 

Two methods were used to select the next movie presented to the network and the timing of the 
supervised word training. The first is completely deterministic: Each of the possible movies is presented 
in sequence with 1, 2, and 3 empty images separating them. The complete sentence describing the 
movie is presented after each image in a movie is presented. The second is non-deterministic: The base 
state of the environment is an object-less image. At each step there is some probability Pimage that some 
movie will begin, where the movie is chosen at random with uniform distribution from the set of 
possible movies. While the movie is played, after each image presented there is some probability P word 
that the sentence describing the current movie should be generated from start to finish and trained. The 
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second non-detenninistic method is obviously more interesting, because it removes the possible 
ordering effects present in the first method. The network cannot possibly attempt to memorize the 
superficial ordering of movies; rather, all information learned must be contained within each movie. 

It was obviously unclear at the onset of this experiment whether the Movie Description Network would 
be able to usefully integrate these two distinct training signals to learn a single useful representation. 
However, the results presented below show that in the experiments performed, the MDN did 
successfully' learn the task and produced encodings of the semantically salient features in its 
environment. 

Results 

A large number of simulations were performed experimenting with different initial parameters, 
mainly the number of units in the Gestalt and Hidden layers and the learning rate parameters, 11 and a 
(momentum). Only a small number of simulations which illustrate interesting characteristics (both good 
and bad) of the model will be described here. 

In all simulations described below, 11=0.01 and a=O.9, and Pimage=O.25 and Pword=O.5 where the 
simulation is non-deterministic. Furthermore, the size of the Hidden-2 vector is fixed at 20 units, Input 
and Output are both 8 units, but the sizes of the Hidden-l and Gestalt layers varies. 

To derive the results presented below, a network is generated with random weights (stddev = 0.5) 
and trained for either 8000 epochs (in the deterministic case), or 800 epochs (non-detenninistic case). A 
detenninistic epoch consists of one pass through the complete training set, whereas a non-detenninistic 
epoch consists of 2000 training steps mixed between supervised and unsupervised signals by the 
algorithm described above. At the end of this training, the epoch number is found which has the 
smallest Average Sum Squared Error (ASSE - bit errors are summed over the trained vector, and then 
averaged over all patterns presented in the epoch). The network state (set of weights) at this epoch 
number is considered to be the best network for the set of initial conditions, and is the network described 
in the following subsections. 

Verification of Concept 

We illustrate our results with a network that had 12 units in the Hidden-1 layer, and 8 Gestalt units. 
The network learns the regularities in the environment as much as possible. For example, after a blank 
image it is under-determined what the next image will be. Thus, the network fails in this prediction task 
(receiving errors on the order of 0.24). The network is also unable to successfully describe a movie after 
only one image has been presented. This is because the first image in a movie does not uniquely 
determine the identity of the movie. Therefore, these errors are ignored. Over those segments of the 
environment that the network does have enough information to predict or describe, the network 
consistently receives an error around 0.001 or below. Thus, the network successfully has learned to 
describe its input. 

Representations 

The main motivation for pursuing this work is to investigate the Movie Description Network as an 
architecture for learning grounded representations, i.e. self-organized representations which reflect the 
structure in the environment organized in a way which is useful to the network in performing its task. 
Obviously, the results of the previous subsection demonstrate that this has been at least partially 
achieved. However, it is also interesting to examine the actual representations created by the network. 

A tool for performing this analysis is cluster analysis, which groups together vectors into a (not 
necessarily balanced) binary tree based on the hamming distances between the vectors. A group is 
formed by taking the two nearest vectors; the vector used in subsequent groupings of this new vector is 
the element-wise average of the two neighbors. Thus, two vectors will be close in the cluster analysis 
tree if they have similar values; two vectors will be distant if they differ in many positions. 

There are two representations of interest to us: the activations on the Hidden-l layer, and the 
activations on the Gestalt layer. As stated previously, in order to solve the dual task of prediction and 
description, the Hidden-l layer must encode necessary information to detennine the correct output in 
both tasks, while the Gestalt layer need only encode the subset of the Hidden-l layer which detennines 
the correct description. 
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A cluster analysis of the activations for these two layers is provided in Figure 7. The most 
interesting characteristic of the representations illuminated by this cluster analysis is that the Gestalt re
encodes the information in the Hidden-I layer to be useful specifically in the description task. Observe 
that the abstract concept of bouncing is not relevant in the prediction task, so there is little constraint 
that bot-bounce-right (the ball-bouncing-right-starting-in-the-bottom-pixel movie) should be similar in 
any way to top-bounce-right. In fact, they should predict opposite next images. In contrast, in the 
description task the abstract "bounce right" applies to both movies. This motivates the representation on 
the Gestalt layer to be similar for these two different instances. This is indeed what happens in the 
simulation. In fact, in the Gestalt layer, top-bounce-right and bot-bounce-right occupy the same 
point in representation space, and the bounce -left reflections act similarly. 

The actual hidden unit activation values for these layers can also be examined directly. One 
readily emergent characteristic is that both representations encode direction of movement (rightlleft) of 
the ball explicitly over one or more elements in the vector. Other features might also be explicitly 
present although no others were identified. 

Necessity of Prediction Training 

The Movie Description Network really has two separate and potentially competing leaming tasks: 
prediction and description. They potentially compete because the same vector (Hidden-I) must be 
shared to encode the information used in' both tasks, and this information might not be the same. For 
example, in our ball world, to predict that the ball will occupy the bottom right pixel in our image at the 
next step, the network needs only encode that the ball is either: 

(I) bouncing to the right and occupies the next-to-right and top position in the image, or 

(2) rolling to the right and occupies the next-to-right position. 

The hidden unit representation does not need to discriminate between these two cases to solve the 
prediction task. However, the description task does require that the two cases be discriminated. 
Furthermore, the description representation (at least at the Gestalt layer) should remain static during the 
course of the movie, while the prediction representation might need to change to reflect the position of 
the image in the movie. These constraints can compete. 

Results of the experiments imply that training the network to predict the next image does not help 
the network learn to describe images, but does constrain the representation on the units in the Hidden-I 
layer to encode all of the salient structure in the domain. Compare, for example, the cluster analysis of 
the activations on the Hidden-I units from three different executions of the same network shown in 
Figure S. Figure SA is with both image prediction and word training activated; SB is with only image 
prediction training activated; SC is with only word training activated. In all three cases, the network has 

I'-------:(---------------------;-~~~~=~:~~~ fly-r1oht 

-I , /-> bot-bounce-right 
I \-> top-bounce-rlQht 

\,-------:(-----------------~-~~::=:~~~> fly-left 

scale: 0.166115 per character. 

, /--> bot-bollnce-left 
\--> top-bounce-left 

/------------> roll-rlQht 
1 ___________________ 1----' j----------> bot-bounce-right 

1 1 \----------> fly-rlQht 
_I \-------------> top-bounce-rlght 

I /----------> roll-left 
\ ________________ ~ __ / \----------> bot-bounce-left 

\ /----------> fly-left 
\----------> top-bounce-left 

scale: 0.201153 per character. 

Figure 7. Cluster analyses of the hidden and Gestalt layers. Top: Gestalt layer Bottom: Hidden-l 
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/ _______________ > roll-rioht 
1 ______________________ 1------,---------------> bot-bOUnce-rloht 

\ 1 ______________ > fly-right 
_: ------\ ______________ > top-bounce-rioht 

I /-------------> roll-left 
\ ______________________ /----,--------------,. bot-bounce-left 

\ / _____________ > fly-left 
----\ _____________ > top-bOunce-left 

scale: 0.155766 per character. 

J--> bot-bounce-rioht 
1 ____________________________ /------,--> fly-rioht 

\------(=:~ ~~~:~~:~-rlQht 
/-----> roll-lett 

\ ____________________________ 1-------,-----> bot-bounce-left 

'-------~=====~ :!~~~~ce-left 
scale: 0.135262 per character. 

/----------> fly-riOht 
- r /---------> fly-left 
\----------1 /---------> bot-bounce-rioht. 

\---------1 /--------> bot-bounce-left 
,-------- r __ /------> roll-rioht 

scale: 0.369490 per character. 

\--------1 \------> roll-lett 
, __ /--------> top-bounce-rioht 

\--------> top-bounce-!eft 

Figure 8. Cluster analyses of Hidden-l layer from 3 networks trained differently. A: Top: Prediction 
and word training B. Middle. Only prediction training C. Bottom. Only word training 

learned to complete the task for which it was trained. However, the representations chosen by the 
networks are quite different C:epending on the task. 

Test A (complete training) groups movies together first by direction of motion, and then by 
trajectory of motion. Complete infonnation from the scene is encoded in this single representation 
(complete with respect to the two tasks) in a general structure: Inspection of the hidden units in this 
system reveals units coding specifically for the distinction between right and left. 

Test B (image training only) groups movies together which have a similar final image. This is 
entirely consistent since the Hidden-l activations are recorded just prior to the last movie frarne. Thus, 
image-only does not discriminate between bouncing and rolling balls, as long as accurate predictions 
can be made. Obviously, information from the scene is lost. 

Test C (word training only) groups movies only tertiarily by trajectory and direction of motion, 
although a general structure in the representation is not evident from the cluster analysis. In fact, the 
representation is separating the movies into separate bins by trajectory, which is consistent with its task, 
but is not reflecting the structure of the environment as concisely as Test A appears to have done. 

Discussion 
A general issue relevant to most neural network research is the ability of a network trained on a 

particular corpus to generalize in a useful way to patterns outside the corpus. Explicit tests of 
generalization have not been performed yet, although initial results from this limited domain do offer 
some positive signs. Specifically, the network was able to cluster the Gestalt representation of the 
movies bot-bounce-right (ball-bounces-to-the-right-starting-at-the-bottom-pixel) and 
top -bounce -right (ball-bounces-right-starting-at-top-pixel) even though the two movies have no 
overlapping images. This demonstrates the network's ability to perform the many-to-one mapping at 
the Gestalt layer. 

In terms of the grounding problem, this network demonstrates a simple example of one way in 
which verbal concepts could be grounded in perception. An interesting way of looking at the network is 
that we have one dynamical system, the language system, learning to describe another - the sequence of 
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visual images. The network automatically learns useful representations at the Gestalt layer that serve as 
the semantics - specifying what the language network "wants" to say - to drive the sentence network 
through the appropriate trajectory. 

Conclusion 

It has been demonstrated by simulation that network architectures that learn in self-supervised or 
supervised ways can form internal representations for symbols by associating them with visual 
representations. The symbols can be Names or verbs describing dynamic sequences. The 
demonstrations are very simple and preliminary, but they are suggestive of the kind of approach 
connectionists can take toward semantics. 
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