
CSE 255 Quiz 8

Tuesday May 28, 2013

Instructions. Do this quiz in partnership with exactly one other student. Write
both your names at the top of this page. Discuss the answer to the question with
each other, and then write your joint answer below the question. Use the back of
the page if necessary. It is fine if you overhear what other students say, because
you still need to decide if they are right or wrong. You have seven minutes.

Question. Medline is a database of abstracts of research articles in biology
and medicine. About one million new articles are published per year. Each ar-
ticle is hand-labeled with keywords selected from a list of about 25,000 possible
keywords. The list is called MeSH, which stands for “medical subject headings.”

Suggest a simple but sensible approach that applies standard linear regression
to label articles automatically with keywords. Argue that your approach can pro-
vide labels for a million new articles per year with just one personal computer that
has 16 gigabytes of memory. Consider time and space complexity.

Answer. Represent each article as a bag-of-words vector over a large vocabu-
lary. Treat each keyword as a separate binary classifier learning task. One year of
training data, that is 106 training examples, should be enough. Use linear regres-
sion for each task, with binary 0/1 labels.

The training examples are sparse, but the learned linear models will unfortu-
nately be dense. A reasonable vocabulary size is 100,000 words. In this case,
storing the linear models in single-precision requires about 4 · 25, 000 · 105 bytes,
which is 10 gigabytes.

Suppose that the typical abstract has 300 words. A year has about 102.5 · 105
seconds, so one new abstract arrives about every 30 seconds. We need to apply
25,000 linear functions to it, but each of these needs only about 300 flops (floating
point operations) because of sparsity. In total we need 250,000 flops per second.
Our computer can do a gigaflop per second per core, so it can keep up, even while
spending most of its resources on other overhead.



Additional notes. Linear regression is suitable because it optimizes squared er-
ror, which is a so-called proper loss function, so predictions from linear regression
are well-calibrated probabilities.

The time complexity of linear regression is O(nd2) where n is the number
of training examples and d is the number of features. Interestingly, many other
learning algorithms have the same time complexity, including learning a decision
tree.

Each linear regression task has a different vector of target values, but the same
matrix of training examples, that is documents. Most of the computational work
can be shared across all the tasks. by factorizing this matrix just once. The fastest
factorization to use is called Q-less QR, but the general-purpose singular value
decomposition (SVD) works well also.

The training data can be stored in a sparse matrix with 106+2.5 nonzero entries,
using about 109.5 bytes in double precision, that is about 3 gigabytes. So training
the 25,000 models should be possible on the personal computer also.

Given one new abstract every 30 seconds, the number of human indexers
needed is likely at least 100.


