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Abstract

Simultaneous Localization and Mapping (SLAM) is the
problem in which a sensor-enabled mobile robot incre-
mentally builds a map for an unknown environment,
while localizing itself within this map. Efficient and
accurate SLAM is fundamental for any mobile robot to
perform robust navigation. It is also the cornerstone for
higher-level tasks such as path planning and exploration.
In this talk, I will survey the three major families of
SLAM algorithms: parametric filter, particle filter and
graph-based smoother. I will review the representative
algorithms and the state-of-the-art in each family. I will
also discuss issues including submapping, data associa-
tion and loop closing.

1 Introduction

Simultaneous Localization and Mapping (SLAM)[Thrun
et al., 1998; Leonard and Durrant-Whyte, 1991; Smith
et al., 1987; Smith and Cheeseman, 1986] is the problem
in which a sensor-enabled mobile robot builds a map for
an unknown environment, while localizing itself relative
to this map. Using the sensors the robot is given mea-
surements and often odometries. Efficient and accurate
SLAM is a fundamental capability of any mobile robot
that is excepted to perform proper navigation. In addition,
it is the cornerstone for higher-level tasks such as path
planning and exploration.

SLAM intertwines the two problems of localization
(i.e. given a map, estimate one’s location based on rela-
tive measurements of the map) and mapping (i.e. given
one’s exact location, construct the map). Each prob-
lem has applications of its own. An example of pure
localization is robotic competitions in highly constrained
environment like the RoboCup, where the position of
markers on the field is clearly defined and can be stored
in the robot’s memory beforehand. This kind of environ-

ment however, rarely exists outside games. Pure mapping
examples include a coast-surveying UAV equiped with
GPS and IMU that accurately feed back its location, ori-
entation and acceleration. However the quick attenuation
of GPS signal by roof, earth or water makes exact state
information unavailable for indoor, underground or un-
derwater exploration tasks. These practical limitations
make SLAM as a simultaneous solution to both problems
an important area of study.

This paper will not discuss topological mapping,
SLAM in dynamic environment, or issues specific to
3D visual SLAM, but will review the general algorithms
that apply to all metric SLAM approaches.

2 Formulation

There are two versions of the SLAM problem. One is
online SLAM. In a probabilistic framework, it can be
formulated as finding the most likely current pose st and
map m given the measurements z1:t and controls u1:t.

arg max
st,m

P (st,m|z1:t,u1:t) (1)

The other version is full SLAM, which estimates the
entire trajectory s1:t = {s1, s2, · · · , st},

arg max
s1:t,m

P (s1:t,m|z1:t,u1:t) (2)

Estimators for online SLAM are usually refer to as
filters, and those for full SLAM are called smoothers.
The subtle difference in these two formulations actually
leads to ramifications in the families of algorithms to
apply.

2.1 Variables

In these problems, st = [x, y, θ] represents the pose (i.e.
x, y-location and orientation) of the robot at the current
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timestep t. In 3D, the orientation could be parameterized
as Euler angles or unit quarternions.

u1:t is the driving command issued by the robot con-
troller or the odometry readings obtained from on-board
sensors. Essentially, it is an external signal that gives one
a rough guess for the robot’s motion.

z1:t is the history of measurements, from timestep 1 to
the current timestep t. The form of measurements depend
on the sensor type and the application. For SLAM using
laser rangefinders, raw measurements are the distances
from the robot to the nearest obstacle along each laser
cast, i.e. zt = {zt,1, zt,2, · · · , zt,n} where zt,k is the per-
ceived distance for laser cast k at time t. The endpoints
of all laser casts form a frame of point cloud. Algorithms
that work directly with these point clouds are called scan-
or view-based SLAM.

In many situations, one wants to extract landmarks
(i.e. corners, straight lines, ellipses, etc.) from the
raw scan for conservation of storage and easy represen-
tation. In that case, parameters of the extracted land-
marks can be used as measurements. Algorithms that
work with landmarks are called landmark-based SLAM.
zt = {zt,ct,1 , zt,ct,2 , · · · , zt,ct,n} is a list of landmark
parameters based on the observation at timestep t and
each element is the parameters of one observed land-
mark. Here c represents data association; for example,
ct,3 = 2 means the 3rd landmark observed from the scan
at timestep t corresponds to map landmark no.2. Data
associations are usually not known, and have to be esti-
mated alongside other variables. This is a big topic in
SLAM (see Section 7 for details). For ease of exposition,
in the following derivations, we assume the correspon-
dence for all measurements are available.

m represents the map, typically either a grid map or
a landmark map. In methods that directly integrate raw
range data, the environment is divided into small squares
called occuancy grids (Fig. 1). Each grid is labelled with
a probability of it being occupied (i.e. untraversable).
The map is a list that stores these occupancy probabili-
ties, m = [o1, o2, · · · on]. The storage cost is linear in the
area of the environment, and in the 2D case, quadratic
in the resolution of grids. A more popular alternative
is a landmark map which stores the parameters of all
landmarks (Fig. 2). Compared to the dense representa-
tion, the sparsity of landmarks in the environment greatly
reduces the storage cost. In the case of point landmarks,
m = [l1, l2, · · · , ln] is a list of landmark coordinates.

Figure 1: The grid-based Intel lab dataset, including 943 poses.

Figure 2: The landmark-based victoria park dataset, including 6969 poses
(red) and 151 landmarks (yellow). Ellipses represent estimate uncertainties.
[Paz et al., 2008]

2.2 Motion model and measurement model

The motion model and the measurement model govern the
SLAM process, and completely specify the relationships
between all variables as shown in the graphical model
(Fig. 3).
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Figure 3: The graphical model of SLAM. Shaded nodes (controls u and mea-
surements z) are observed. White nodes (poses x and landmarks l) are the
SLAM state variables that are to be estimated. The directed edges represent
conditional probabilities defined by the motion model and the measurement
model.

1The motion model,

st = f(st−1, ut) +N (0,Λu)

describes the robot’s current pose st given its previous
pose st−1 and the driving signal (or odometry) ut−1.
This function is usually nonlinear due to the effect of
orientation. Uncertainty in motion is introduced in the
form of a Gaussian noise. The motion model has the
Markov property in the sense that the current pose is only
affected by the preceding pose, not any poses before it.

The measurement model is also a nonlinear function,

zt,i = h(st, lct,i) +N (0,Λz)

that describes the sensor measurement zt,i of a map land-
mark lct,i given the location of this landmark and the
robot’s current pose st. The measurement is also as-
sumed to be corrupted by a Gaussian noise.

These two models give rise to the conditonal proba-
bilities that define the edges in the Bayesian network for
SLAM:

p(st|st−1, ut) = N
(
f(st−1, ut),Λu

)
p(zt,i|st, lct,i) = N

(
h(st, lct,i),Λz

)
1for notational simplicity, we assume the models and noise vari-

ances are time-invariant. We also assume the landmark-based SLAM.

2.3 Online SLAM

Using Bayes rule and the Markov property of the mo-
tion model, the posterior for online SLAM (1) can be
computed recursively:

p(st,m|z1:t,u1:t) ∝ p(zt|st,m)∫
p(st|st−1, ut)p(st−1,m|z1:t−1,u1:t−1)dst−1.

(3)

This update of the posterior can be understood as:
first the integral is a marginalization over the previous
pose st−1, then the multiplication is conditioning on zt.
All filtering approaches to SLAM essentially perform
these two steps. In Section 3, I will review approaches
based on parametric filters including Extended Kalman
Filter(EKF) and its dual Extended Information Filter
(EIF). In Section 4, I will review algorithms based on
Rao-blackwellized Particle Filters.

2.4 Full SLAM

The posterior for full SLAM (2) can be decomposed into
a product of individual conditional probabilities:

p(s1:t,m|z1:t,u1:t)

=
t∏

τ=1

p(sτ |sτ−1, uτ )p(zτ |sτ ,m)

=

t∏
τ=1

p(sτ |sτ−1, uτ )

Nτ∏
i=1

p(zτ,i|sτ , lcτ,i)

∝ exp

{
−

t∑
τ=1

(
‖f(sτ−1, uτ )− sτ‖2Λu

+

Nτ∑
i=1

‖h(sτ , lcτ,i)− zτ,i‖2Λz
)}

Here ‖x − y‖2Λ , (x − y)TΛ(x − y) is the squared
Mahalanobis distance between two vectors with respect
to covariance matrix Λ.

Maximizing this posterior is equivalent to minimizing
the quadratic function:

t∑
τ=1

(
‖f(sτ−1, uτ )−sτ‖2Λu+

Nτ∑
i=1

‖h(sτ , lcτ,i)−zτ,i‖2Λz

)
(4)
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This is also known as nonlinear least squares optimiza-
tion, and is the central problem that most full SLAM
algorithms address. In Section 5 I will review approaches
that exploit the special struture of SLAM and use sparse
linear algebra and graph-theoretic techniques to perform
the optimization.

3 Parametric Filters

Filters maintain a posterior over map and the current pose.
The posterior is usually represented as a multivariate
Gaussian.

3.1 Extended Kalman Filter

Kalman Filter(KF) is an standard estimator for dynamic
linear systems with Gaussian noise. It maintains a state
vector µt = [st, l1, l2, · · · , lN ] that concatenates the cur-
rent robot pose and the landmark estimates, where N is
the number of map landmarks; as well as a covariance
matrix, Σt which is a measure of confidence.

Extended Kalman Filter (EKF) is an extension of
Kalman filters that works with nonlinear models. At
each timestep, it linearizes the motion model and mea-
surement model around the current state estimate, and
then update the linearized system with the same rules of
regular Kalman filters. The filter works in two steps:

• Time Update: compute the predicted state µ̂t and
covariance matrix Σ̂t.

µ̂t = f(µt−1, ut)

Σ̂t = AtΣt−1A
T
t +GΛuG

T

where At is the Jacobian of the motion model f
with respect to the pose st evaluated at µt. G is
simply a projection matrix.

• Measurement Update: Solve data association c
(assume known for simplicity), correct the estimate
µt and Σt with new measurement. This requires
computing the Kalman Gain Kt.

Kt = Σ̂tC
T
t (CtΣ̂tC

T
t + Λz)

−1

µt = µ̂t +Kt(zt − h(µ̂t, c))

Σt = (I −KtCt)Σ̂t

where Ct is the Jacobian of the measurement model
h with respect to the pose and all observed land-
marks, evaluated at µ̂.

These two steps of EKF is an instantiation of the up-
date formula of (3) in the case of Gaussian models. EKF
produces an exact solution of the posterior, and is easy
to implement.

However the computational cost of EKF restricts its
use on large scale mapping. When marginalizing out
previous robot poses, the uncertainty in the pose cor-
relates the all landmarks being observed. As a result,
the covariance matrix quickly becomes dense, requiring
storage that is quadratic in the number of landmarks (or
equivalently in the area of the map). The multiplications
of the covariance matrix with sparse Jacobians impose
quadratic time complexity (see [Paz et al., 2008] for a
detailed analysis). These make the scaling of EKF almost
impossible. In practice, EKF can only handle maps that
contain a few hundred landmarks.[Thrun, 2004]

Also, the assumption that the posterior is a uni-model
Gaussian distribution is often not valid in the real world
where ambiguous scenes are common.

Most importantly, EKFs are known to give over-
confident covariance estimate, an effect known as in-
consistency [Huang and Dissanayake, 2007; Julier and
Uhlmann, 2001]. Inconsistency is caused by evaluating
the Jacobians at estimated states, rather than the true
states. In fact, all filtering approaches applied to non-
linear problems suffer from inconsistency, because the
wrong linearization of past poses can not be revoked.
This is different from the smoothing approaches (see
Section 5).

An variant of EKF called Unscented Kalman Filter
(UKF) improves consistency by avoiding linearizing the
nonlinear models. It uses the unscented transform to
deterministically sample a set of representative points
(aka. sigma points) from the distribution of current esti-
mate. These points are propagated through the nonlinear
models, from which the new mean and covariance are
recovered. UKF also alleviates part of the computational
burden as no Jacobians need to be evaluated.

3.2 Sparse Extended Information Filter

Concerned with the computational cost of EKF, re-
searchers turned to the dual of EKF, known as the ex-
tended information filter (EIF). Instead of representing
the Gaussian posterior in terms of the mean µ and the
covariance matrix Σ, EIF maintains the information form
of the posterior which uses the information vector b and
the information matrix H . The two parameterizations
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are equivalent and can be related by H = Σ−1 and
b = µTH , but their sparsity pattern is drastically dif-
ferent, as is apparent from Fig. 4. Elements in the in-
formation matrix can be thought of as constraints that
each carries the relation of a certain pair of landmarks.
Note that the small number of strong links exists only
between metrically nearby landmarks, and by removing
the large number of weak links whose values are near
zero the information matrix can be made truly sparse.
This allows the Sparse EIF (SEIF)[Thrun, 2004] to use
storage that is linear in the number of landmarks and
perform all updates in constant time.

Figure 4: Typical snapshots of EKFs applied to the SLAM problem. Shown
here is a map (left panel), a correlation (center panel), and a normalized infor-
mation matrix (right panel). Notice that the normalized information matrix is
naturally almost sparse, motivating the approach of using sparse information
matrices in SLAM. [Thrun, 2004]

The two update steps of EIF is largely parallel to that
of EKF:

• time update

Ĥt =
[
(I +At)H

−1
t−1(I +At)

T + SΛuS
T
]−1

b̂t = (bt−1H
−1
t−1 + f(µt−1, ut)

T )Ĥt

where At is the Jacobian of the motion model evalu-
ated at µt and S is a projection matrix. Time update
for EIF is expensive because of the inversion of a
dense Ht and the recovery of the mean µt. Constant
time update can be achieved if Ht is sparse and µt
is available for the pose and all active landmarks.

• measurement update

Ht = Ĥt + CtΛ
−1
z CTt

bt = b̂t + (zt − ẑt + CTt µt)
TΛ−1

z CTt

where Ct is the Jacobian of the measurement model
evaluated at µt. Measurement update is essentially
a conditioning of the posterior, which is complex for
EKF, but requires only constant-time summations

for EIF. It is important to note that C is sparse, with
only non-zero entries at the blocks corresponding
to the pose and the observed landmarks in this mea-
surement. This means at each step a matrix with
only a constant number of non-zero entries will be
added to Ĥt. This property has the intuitive inter-
pretation that “information adds up”, and the main
benefit of working with the information form.

SEIF performs sparsification whenever a measurement
update or motion update introduces a new link that would
violate the sparsity bound, hence keeping H sparse. The
sparsification step essentially imposes conditional inde-
pendence between the pose and the active landmarks. A
result of this approximation is inconsistency.

The mean is incrementally recovered by formulating
state recovery as an optimization problem, and do co-
ordinate descent for a constant number of variables at
each timestep. As the optimization takes place over mul-
tiple timesteps, the recovery is an approximate, but the
amortized constant time map recovery is an advantage.

Despite being an approximate approach, the result of
SEIF is comparable to that of EKF, yet at a much im-
proved speed. Also since the information matrix can be
formed by adding up terms corresponding to individual
observations, they naturally lends to multi-robot SLAM,
in which each robot collects measurements about a sub-
region, and periodically merges its partial information
matrix with the others [Thrun and Liu, 2005].

3.3 Related Algorithms

The Thin Junction Tree Filter [Paskin, 2002] and
TreeMap [Frese and on; Frese et al., 2006; Frese, 2005]
approximate the graphical model with a sparse tree struc-
ture, by essentially breaking weak links. They are each
capable of efficient inference in O(n) and O(log(n))
time.

D-SLAM [Wang et al., 2007b] and the Exactly Sparse
Extended Information Filter [Walter et al., 2007] focus
on the fact that time update causes the fill-ins in the in-
formation matrix. To maintain sparsity, they marginalize
out the robot pose from the state when performing time
update, and subsequently relocate the robot within the
map. By doing so, their algorithms achieve the speed of
EIF, yet provide conservative estimates.
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4 Particle Filters

Particle filters, also known as sequential Monte Carlo
methods, represent the posterior by a set of samples (aka.
particles). The samples are updated in iterations to track
the evolution of the belief distribution.

Compared with EKFs, particle filters can represent
multi-modal posterior and models with non-Gaussian
noise. As the particles are propagated and resampled,
they automatically concentrate on the more probable
regions of the distribution. The complexity and effec-
tiveness of a particle filter is largely determined by the
number of particles, which has to be carefully tuned
for most applications to avoid both high computational
cost and the depletion of particles. However an optimal
particle size is often difficult to prove.

When appied to SLAM, a particle filter maintains par-
ticles that each represents a version of the belief for the
robot pose (or trajectory) and the map. As multiple ver-
sions of the map is stored, mapping is usually more robust
against erroneous data associations and does not require
explicit loop closing heuristics.

In general, the full SLAM posterior does not have a
closed form that one can directly sample from. Instead,
sampling importance resampling (SIR) filter allows one
to sample from a proposal distribution that is tractable,
and then weight the samples based on its likelihood under
the target distribution. The closer the proposal distribu-
tion is to the target distribution, the smaller the variance
of the filter estimate.

The structure of SLAM makes a technique called
Rao-blackwellization particularly useful. The Rao-
blackwellized particle filter [Doucet et al., 2000; Murphy,
1999] makes use of the following factorization of the pos-
terior:

p(s1:t,m|z1:t,u1:t−1)

= p(s1:t|z1:t,u1:t−1)p(m|s1:t, z1:t)

This factorization allows us to first estimate only the
trajectory p(s1:t|z1:t,u1:t−1), usually using the SIR fil-
ter, and then compute the map p(m|s1:t, z1:t) given the
sampled trajectory.

The Rao-blackwellized SIR filter updates the particles
in the following steps:

1. Sampling A new generaton of particles {x(i)
t } is

obtained from the previous generation {x(i)
t−1} that

follows the proposal distribution π:

x
(i)
1:t ∼ π(·|z1:t, u1:t−1)

2. Importance weighting An importance weight w(i)
t

is assigned to each particle:

w
(i)
t =

p(x
(i)
1:t|z1:t, u1:t−1)

π(x
(i)
1:t|z1:t, u1:t−1)

In most SLAM algorithms, the proposal π is re-
stricted to have the recursive form:

π(x1:t|z1:t, u1:t−1) = π(xt|x1:t−1, z1:t, u1:t−1)

· π(x1:t−1|z1:t−1, u1:t−2)

so that the importance weights can be computed
recursively,

w
(i)
t ∝

p(zt|m(i)
t−1, x

(i)
t )p(x

(i)
t |x

(i)
t−1, ut−1)

π(xt|x(i)
1:t−1, z1:t, u1:t−1)

· w(i)
t−1

3. Resampling Particles are resampled with replace-
ment according to their importance weight. After
resampling, all particles have the same weight.

4. Map Estimation For each particle, the correspond-
ing map estimate p(m(i)|x(i)

1:t, z1:t) is computed.

Most particle filter SLAM algorithms are based on this
framework. The major challenge is to reduce the number
of particles while avoiding particle depletion and main-
taining (as resampling can potentially eliminate correct
particles). This requires one to choose a proposal dis-
tribution that is both accurate and easy to sample from;
also to prevent unnecessary resamplings. Other varia-
tions include the map representation (i.e. landmarks or
occupancy grids).

4.1 FastSLAM

In FastSLAM[Montemerlo et al., 2002], the map is repre-
sented with landmarks. Using the fact that all landmarks
are independent given the trajectory, the posterior factor-
ization is:

p(s1:t,m|z1:t,u1:t−1)

= p(s1:t|z1:t,u1:t−1)
K∏
k=1

p(µk,Σk|s1:t, z1:t,u1:t−1)
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The algorithm uses a particle filter to estimate
the trajectory p(s1:t|z1:t,u1:t−1), and each trajectory
particle has an associated set of independent EKFs
that each tracks the parameters of one landmark,
p(µk,Σk|s1:t, z1:t,u1:t−1). Because the EKFs are in-
dependent, each update takes constant time, and the cost
of updating EKFs associated with all trajetory particles
scales linearly with the number of landmarks, as well as
the number of trajetory particles.

The proposal distribution used by FastSLAM is the
belief state before integrating the current measurement,

π = p(x1:t|z1:t−1, u1:t)

Particles {x(i)
1:t−1} are updated purely based on the mo-

tion model p(xt|xt−1, ut−1) to obtain {x(i)
1:t}. In this case,

the weight for particle x(i)
1:t is:

w
(i)
t ∝ Em

[
p(zt|x(i)

1:t)
]

=

∫
p(zt|x(i)

1:t,m)p(m)dm

Here p(zt|x(i)
1:t,m) is the measurement model, p(m) is

a Gaussian defined by the estimates {µk} and {Σk} as-
sociated with this particle. If the measurement model is
linearized, this integral results in a Gaussian and hence
has a closed form. Note that the cost of weights com-
putation scales linearly with the number of sampling
iterations, or equivalently, the trajectory length.

The original FastSLAM has poor performance when
the motion noise is large (i.e. proposal distribution de-
viates markedly from target distribution), because most
updated particles are terminated in the resampling step
due to low likelihood given the new measurement. This
causes most of the later particles to share a common an-
cestor, therefore losing the power to represent multiple
trajectories. FastSLAM 2.0[Montemerlo et al., 2003]
improves the proposal distribution by taking into account
the most recent measurements. With the same number of
particles, the more efficient use of the particles results in
much faster convergence and smaller error.

[Hahnel et al., 2003] extends FastSLAM to a grid-map
representation based on raw laser range measurements.

4.2 DP-SLAM

DP-SLAM [Eliazar, 2003; Estrada et al., 2005; Eliazar
and Parr, 2004] uses the same proposal distribution as
FastSLAM, but represents map by accumulating raw

laser range data on grids, resulting in dense grid maps
instead of sparse landmarks.

Such representation bypasses the data association prob-
lem, but imposes heavy memory/time cost at the resam-
pling step, when the entire map has to be copied over
from an old particle to a new one. This is not an issue for
FastSLAM as landmark parameters have far smaller size
compared to a grid map.

DP-SLAM maintains a single map shared by all parti-
cles. Each grid of this map stores an observation log that
lists all particles that have made observation on this grid
and their observations. By associating particles with a
map, rather than vise versa, DP-SLAM essentially gives
each particle its own logical map. When one needs to
know a particle’s current estimate for a particular grid
(when computing weight for this particle), one can search
this grid’s observation log for entries made by this par-
ticle’s most recent ancestor. This requires maintaining
a particle ancestry tree in which all current particles are
leaves. This tree is kept minimal by pruning childless
nodes and collapsing branches with a single child, so
that the cost of finding ancestors is bounded. Bounded
ancestor search and bounded observation lookup result
in efficient update that does not dependent on the number
of iterations, but only on the number of particles.

4.3 Related Algorithms

[Grisetti et al., 2007] draws particles in a more effective
way. Highly accurate proposal allows them to utilize the
effective sample size to indicate whether resampling is
needed. This reduces the risk of particle depletion.

5 Graph/Optimization-based SLAM

Graph- or optimization-based SLAM algorithms exploit
the graphical model of SLAM, and formulate state es-
timation as optimization problems. They then employ
techniques at the intersection of sparse linear algebra and
graph theory to solve the optimization problem. Graph
based SLAM is usually related to the full SLAM, in
which the goal is to estimate the entire trajectory history,
in addition to the current pose. These estimators are
called smoothers, in contrast to filters.

As discussed previously, filtering inevitably is subject
to inconsistency because linearization error due to wrong
estimates of past poses are perpetuated in the system. In
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contrast, smoothers, which solve the full SLAM problem,
can revise estimates for the entire trajetory based on latest
data and relinearize the nonlinear model using revised
estimates, therefore produces more accurate and more
consistent result.

Recall from section 3, the major computational hurdle
for both EKFs and EIFs is a dense matrix (the covariance
matrix for EKF and the almost but still exactly sparse
information matrix for EIF). The lack of sparsity is in-
herent in the filtering approach. For smoother, however,
the information matrix is exactly sparse. This provides
opportunities for using sparse optimization techniques to
find the most likely trajectory, as well as the map.

Most optimization-based smoothing algorithms con-
sists of two components: a front-end that extracts con-
straints between variables from sensor data, and a back-
end that optimizes the sum of constraints. The front-end
needs to address data association and bound the search
for correspondence. The back-end is closely related to
“bundle adjustment” in the computer vision literature, and
the two areas largely converge at visual SLAM. The com-
mon problem they face usually boils down to a nonlinear
least-squares optimization problem.

5.1 Nonlinear least-squares formulation

Based on the nonlinear quadratic function (4) in Section
2.4, we give a more general formulation of the optimiza-
tion problem of full SLAM.

Suppose we have n variables (including pose variables
and landmark variables) and m constraints (including
measurement constraints that link a pose variable with
a landmark variable, and odometry constraints that link
a pose with another pose). To simplify notation, we
do not distinguish odometry errors and measurement
errors, but use a generic error term eij(x) , e(xi, xj , zij)
to represent the residual of the constraint connecting
variable i and j. The potential of this constraint is defined
by the Mahalanobis distance ‖eij(x)‖2Ωij with respect to
the error covariance matrix Ωij . The objective function
we need to minimize is the total error potential, also
known as χ2 error:

χ2 =
∑
(i,j)

‖eij(x)‖2Ωij

Nonlinear least squares problems like this are usually
solved using the Gauss-Newton method or the Levenberg-
Marquardt method. They form a linear system around the

current estimate, solve to get a new estimate and iterate
until convergence.

Given the current state estimate x0, each error term is
linearized at x0 to obtain eij(x) ≈ eij,0 + Jij∆, where
eij,0 , eij(x0), Jij is the Jocabian of eij(x) and ∆ =
x− x0. The linearized potential function is,

χ2 =
∑
(i,j)

‖Jij∆ + eij,0‖2Ωij

=
∑
(i,j)

‖Ω
1
2
ijJij∆ + Ω

1
2
ijeij,0‖

2
2

=
∑
(i,j)

‖Aij∆ + qij‖2

= ‖A∆ + q‖2

where Aij , Ω
1
2
ijJij , qij , Ω

1
2
ijeij,0. A ∈ Rm×n is the

Jacobian of constraints and is formed by vertically stack-
ing all Aij . Each row of A corresponds to a constraint,
and its only two non-zero entries are at columns corre-
sponding to the two variables involved in this constraint.
Similarly, q ∈ Rm is formed by vertically stacking all
qij .

To find the minimizer ∆∗ we solve the normal equation

ATA∆∗ = AT q (5)

Here ATA , H is the information matrix for full
SLAM. It is block-wise sparse. The new estimate x∗ is
then given by,

x∗ = x0 + ∆∗.

5.2 Sparsity of information matrix

It is important to note that the full SLAM information
matrixH is exactly block-wise sparse, as shown in Fig. 6.
In fact, a constraint on i and j modifies H only at four
blocks: two on diagonal at (i, i) and (j, j), and two
off-diagonal at (i, j) and (j, i). In other words, an off-
diagonal block (i, j) in H is non-zero if and only if there
is a link between variables i and j on the graph. This
structure is exploited by a variety of sparse linear solvers
that work in batch mode or incrementally.

5.3 Direct solvers and variable ordering

The normal equation Eq. (5) can be solved in a variety
of ways. Explicitly inverting H is not necessary, rather
we use factorization. The most common approach is to
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Figure 5: The typical sparsity pattern of a pose-before-landmark variable
ordering. Jacobian A (left), information matrix H (top) and square-root ma-
trix R (middle), square-root matrix with a better varaible ordering and hence
fewer fill-ins (bottom)[Dellaert, 2006].

apply the Cholesky decomposition ATA = RTR where
R ∈ Rn×n is the upper-triangular square root matrix of
H . To solve RTR∆∗ = AT q, first apply a forward sub-
stitution on RT y = AT q to recover y, then a backward
substitution on R∆∗ = y yields ∆∗.

An alternative is the QR decomposition. It does not
require squaring A, and hence also avoids squaring the
condition number of A, since a large condition number
means slower convergence (for iterative solvers) and nu-
merically unstable solutions.

The QR decomposition of A yields:

A = Q

[
R
0

]

where R ∈ Rn×n is the square root information matrix
as above, and Q ∈ Rm×m is an orthogonal matrix. With
this decomposition the normal equation can be written
as: [

R
0

]
∆∗ = QT q ,

[
d
∗

]
The problem is simplified to the full rank linear system
R∆∗ = d, which again is easy to solve by back substitu-
tion.

In practice, the dense matrix Q is never explicitly
formed. R can be found by applying Householder re-
flection matrices or Givens rotations to A. d is computed
by appending q to A and undergo the same transforms.

From a graphical model point of view, factorization
is equivalent to variable elimination, in which nodes are
eliminated one by one. Eliminating one node introduces
edges among all its neighbours. These extra edges corre-
spond to fill-ins in one row of the square root matrix R.
Too many fill-ins results in slow factorization, and the
order in which variables are eliminated may drastically
affect the number of fill-ins. Finding an optimal ordering
is NP-complete [Yannakakis, 1981]. The most widely
used appriximate algorithms include the minimum de-
gree family (e.g. COLAMD[Dellaert, 2006; Kaess et al.,
2008]) and the generalized nested dissection based on
graph theory [Ni and Dellaert, 2010].

The structure of SLAM can be exploited to design effi-
cient variable ordering. To illustrate the effect of a good
variable ordering, consider one common heuristic that all
pose variables are placed before all landmark variables
[Kummerle et al., 2011]. The information matrix can
be partitioned based on this ordering, so that the normal
equation is written as,[

Hpp Hpl

Hlp Hll

] [
∆∗
p

∆∗
l

]
=

[
bp
bl

]
where ∆∗

p is the pose variables and ∆∗
l is the landmark

variables.
An equivalent reduced system on just ∆∗

p can be
formed by taking the Schur complement of H ,

(Hpp −HplH
−1
ll Hlp)∆

∗
p = bp −HplH

−1
ll bl

Note that computing H−1
ll is easy since Hll is block

diagonal (no constraints between landmarks). After ∆∗
p

is obtained, we solve

Hll∆
∗
l = bl +Hlp∆

∗
p
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for the landmark estimates. Again the structure of Hll

simplifies the computation. This, in terms of the graph,
means to first eliminate landmark nodes. This causes
poses that observe the same landmark to be clustered, but
no extra links are introduced involving other landmarks.
Then we estimate the poses on the remaining pose graph,
and finally compute the landmark estimates based on
pose estimates.

The opposite ordering that all landmarks are before
poses is not as good, becauseHpp is block band-diagonal
rather than block-diagonal, hence harder to inverse. On
the graph, the effect is that the elimination of poses cre-
ates many more extra edges between landmarks and other
poses, compared to the pose graph in the former case.

5.4 Graph-based SLAM

The seminal paper of [Lu and Milios, 1997] proposed the
graph optimization paradigm. The specific problem they
had is the view-based SLAM, where measurements are
laser scans, instead of landmarks. They build a network
of pose nodes called the pose graph. The constraints
between pose nodes are defined by either odometry or
matching of laser scans, in forms of quadratic functions.
They then optimize the total constraints in the pose graph.
This framework has been used in most graph-based algo-
rithms; for landmark-based SLAM, often the landmark
nodes are also included in the graph. [Gutmann and
Konolige, 1999] provides an effective approach to for
constructing the pose graph and for detecting loop clo-
sures while running an incremental estimation algorithm.

GraphSLAM[Thrun and Montemerlo, 2006] works on
the information matrix, gradually reducing it by applying
exact transformations to remove the landmark variables.
The effect is to shift the information between landmarks
and poses to information between pairs of poses. The
reduced optimization problem is then solved using conju-
gate gradient to obtain the trajectory. Finally landmarks
are recovered by solving decoupled small optimization
problems one for each landmark, holding the optimized
trajectory fixed.√

SAM [Dellaert, 2006] uses the colamd heuristic
to re-order the varaibles. The incremental version
iSAM[Kaess et al., 2008] performs fast incremental
updates to the square root information matrix using
Givens rotations. To remain efficient and consistent,
iSAM requires periodic batch steps for variable reorder-
ing and relinearization. Similarly, Sparse Pose Adjust-

ment[Konolige et al., 2010] uses Cholesky decompo-
sition with amd ordering under the LM algorithm. It
uses memory-efficient storage to speed the setup of the
information matrix, which is the most costly part in
batch factorization. The most recent iSAM2[Kaess et al.,
2012] uses a novel data structure called Bayes Tree, that
achieves incremental variable ordering and fluid relin-
earization.

5.5 Iterative Solvers

Iterative solvers gradually move the state to reduce the
residual ‖A∆ + q‖ until it is sufficiently close to zero.
A large family of algorithms estimates the curvature at
the current state. For large systems, such methods often
stuck in local minima and flat regions, therefore heavily
rely on good initial estimate. The most popular method of
this kind is Conjugate Gradient[Thrun and Montemerlo,
2006]. Preconditioning typically leads to markedly faster
convergence, and is used by making large maps with 60K
poses [Konolige, 2004] and the state-of-the-art sparse
graph optimization library g2o[Kummerle et al., 2011].

Another family of iterative algorithms considers only
a subset of nodes or edges on the graph. Relaxation
methods iteratively “pick a node and move it to where
its neighbours think it should be”. [Duckett and Mars-
land, 2002] uses the Gauss-Seidel relaxation but suffers
from slow convergence. [Frese et al., 2005] significantly
improves the convergence speed with multigrid methods.
Stochastic Gradient Descent (SGD) randomly selects a
single edge and follows the gradient with respect to just
that edge. It avoids local minima, and is robust to poor
initial estimate. [Olson et al., 2006] applies precondi-
tioned SGD to the pose graph that uses an incremental
pose state space. A hierarchical extension to this method
is TORO [Grisetti et al., 2009; Grisetti and Stachniss,
2007], which uses a tree-based parameterization. It re-
duces the maximum path length between arbitrary nodes,
and hence provides faster convergence.

6 Submapping

Submapping connects small local maps together to form
a global map. Poses and landmarks are often parameter-
ized relative to its own local map, so that the estimates
are independent across submaps. Also because a submap
has bounded size, the orientation uncertainty, which is
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the main causes of inconsistency, can be limited. At the
global level, the constraints within each local map are
merged to form a single synthetic constraint that links
this local map with the others. Submapping is often
used with graph-based approaches, as submaps can be
intuitively interpreted as graph cuts. However, many
algorithms that represent posterior in a tree structure,
like the thin-junction tree algorithm[Paskin, 2002], can
also be interpreted as an implicit submapping method
since each cluster of the junction tree can be viewed as a
submap.

Figure 6: Two-level hierarchical SLAM [Estrada et al., 2005].

The Atlas framework [Bosse et al., 2003; Bosse, 2004]
constructs a two-level hierarchy. The lower level is es-
timated with a Kalman filter, and a global optimization
then aligns the local maps at the top level. The Hierar-
chical SLAM of [Estrada et al., 2005] also imposes loop
consistency in the optimization.

For two-level approaches the map joining in the global
level tends to become expensive with large maps. [Paz
et al., 2008] improved it by fusing the local maps in
an even higher hierarchy. Optimization then proceeds
in a divide-and-conquer manner. Similarly [Konolige,
2004] forms a binary hierarchy over keynodes on the pose
graph, and estimates reduced graphs at different levels.
Synthetic constraints between two nodes are computed by

chaining covariances of lower level nodes. Higher level
nodes are optimized and fixed before optimizing lower
levels. FrameSLAM[Konolige and Agrawal, 2008] ex-
tends this idea to 3D visual mapping, and the constraints
use relative pose in order to minimize approximation
errors of synthetic constraints. Tectonic-SAM [Ni and
Dellaert, 2010; Ni et al., 2007] smoothes nodes within
each submap before optimizing boundary nodes. It also
uses relative parameterization so that the linearization
points of submap nodes can be reused .

Submapping can naturally produce hybrid maps that
are locally metric but globally topological. Hybrid maps
are effective in many exploration applications where spa-
tial connectivity is critical, but not the accurate distance
information.

7 Data Association and Loop Closing

An observation has to be placed in relationship to the
existing map, in order to transfer its information into
the map and hence reduce uncertainty. In the case of
landmark-based maps, whenever a new measurement is
received on a landmark, one needs to determine either
this observation corresponds to an existing landmark, or
it is a new landmark that has not been seen before.

The simple nearest neighbour approach, matches an
observation to the landmark that has the shortest Maha-
lanobis distance. KD-tree is often used to speed up the
search.

Finding matched landmarks based on Mahalanobis dis-
tance requires the uncertainty of landmarks to be avail-
able. For approaches that explicitly maintain the mean
and covariance matrix for landmarks, like EKFs, this is
not a problem. For EIFs or graph SLAM, which works
with the information form, recovering the covariance
(and the mean for EIF) involves the expensive inversion
of the information matrix. Various partial state recovery
techniques have been developed to efficiently compute
the marginal covariance for only a subset of landmarks
that are of interest [Frese et al., 2006; Konolige and
Agrawal, 2008; Kaess et al., 2008].

If the uncertainty of a newly-observed landmark is
too large (due to accummulated noise) and no decisions
can be made with sufficient confidence, this observation
can temporarily be placed in a wait-list and tracked sep-
arately. This prevents potentially incorrect associations
from jeopardizing the estimator. A weight is assigned to
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each wait-listed observation, and is adjusted in each step
according to its likelihood computed from the latest mea-
surements. The weight gets increased if this wait-listed
landmark is observed consistently, or a loop closure sig-
nificantly decreases its uncertainty. The weight decays if
no further measurements support the decision. As more
measurements are made, the observation either matures
into the map or is discarded. This strategy is also useful
when there are dynamic objects in the environment.

Matching observations to their nearest neighbours
greedily often leads to spurious joint pairings, because
later steps can not revise established pairings. It is more
robust to consider associations for multiple landmarks as
a whole. Such batch methods require maintaining multi-
ple hypothesis. Note that multiple hypotheses is inherent
in particle filters, so they do not need do this explicitly.

A popular batch association algorithm is Random Sam-
ple Consensus ( RANSAC) [Fischler and Bolles, 1981].
The idea is to generate many (possibly inconsistent) can-
didate associations, select a random subset of candidates
to obtain a model, and then determines the support for
this model from the remaining candidates. The asso-
ciations for the best model with sufficient support is
accepted, while those with little consensus are deemed
inconsistent and therefore rejected.

Joint compatibility branch and bound algorithm [Neira
and Tardos, 2001; Tardós et al., 2002] computes a joint
compatibility score for each hypothesis, and uses this
score to bound the search over a tree of hypotheses for the
one that includes the largest number of jointly compatible
pairings.

For optimization-based approaches, lazy data associ-
ation incoorperates the association as variables in opti-
mization, and the quality of association is given by the
χ2 error.[Hahnel et al., 2005]

7.1 Loop Closing

The issue of loop closing is more subtle than just data
association. It refers to the situation when the robot
returns to a place that it has visited a long time ago,
usually after a lengthy loop. Data association techniques
are required to recognize such situation, but the efficient
propagation of this information to the entire map, and in
the case of full SLAM, back down the entire trajetory,
is the real challenge. Loop closing usually involves the
most expensive computations in SLAM, but it is essential
to correct gradual trajectory warping due to errors in

orientation estimate. (Fig. 7)

Figure 7: The effect of loop closing.

For graph-based approaches, closing a loop means
adding a constrain between the current pose and an ear-
lier pose. This complicates the connectivity of the pose
chain, breaking the block tridiagonal structure of the
information matrix, and thus makes subsequent optimiza-
tion more difficult.

Similar effects happen to filters. In information filters,
the link between the pose and an early landmark decays
as the robot moves onwards. Loop closing re-actives
such weak links.

8 Conclusions

This paper reviews common approaches for SLAM in
the classical formulation. Extended Kalman Filter pro-
vides the earliest solution but is computationally costly.
Particle filters are flexible, but often suffer from particle
depletion. The sparsity associated with the information
form of SLAM posterior is exploited to design both ap-
prximate and exact information filters and smoothers.
Insights are drawn from the intersection of sparse linear
algebra and graph theory to solve the optimization prob-
lem underlying SLAM, producing the state-of-the-art
algorithms.

Based on these techniques, current SLAM research
consists of a wide range of directions, each focusing on
specific goals that make SLAM more useful in real life.
Some exciting areas include:

• 3D Visual SLAM: using cameras or D-RGB sensors
to estimate states in 3D. This is closely related to
Structure from Motion, but the span of trajetory is
often much larger. Visual SLAM can work with
point clouds or landmarks of 3D shapes, and the
output can be photorealistic maps. The appearance
information of the environment gives rise to many
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possibilities for robust data association and loop
closing [Newman and Ho, 2005; Newman et al.,
2006; Eade, 2008; Cummins and Newman, 2007].

• life-long SLAM: requires constant time update and
efficient representations of the map.

• active SLAM: automatically choose the best path
that obtains a map with given accuracy in minimum
time, or maximize the coverage with a fixed time
horizon and a required map quality. Reinforcement
learning literature provides insights into the desired
balance of exploration and exploitation [Makarenko
et al., 2002; Stachniss et al., 2004; Sim and Roy,
2005]

• SLAM in dynamic environment: dynamic path plan-
ning, with explicit modelling of dynamic and static
objects [Lin and Wang, 2010; Wang et al., 2007a].
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