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Abstract

Latent Dirichlet Allocation (LDA) is a probabilistic, generative model de-
signed to discover latent topics in text corpora, and it can be learned by
collapsed Gibbs sampling. In this report, we evaluate the effectiveness
of LDA by experiments on two dataset, Classic400 and BBC. We discuss
related issues in Gibbs sampling, including goodness-of-fit criteria, parame-
ter tuning, convergence, etc., and then analyze the experiment results. We
showed that LDA is effective in modeling topics in a corpus using both
clustering accuracy and VI-distance measures.

1 Introduction

LDA is a probabilistic, generative model designed to discover latent topics in text corpora.
In LDA, each discovered topic is characterized by its particular distribution over words; each
document is then characterized as a distribution over topics where each topic component is
weighted by the proportion of the document concerning that topic.

To learn a LDA model, instead of directly learn the document-topic distribution Θ and the
topic-term distribution Φ, we learn a latent topic corresponding to each word in the corpus.
Denote the vector of all latent topics z, and the vector of all words w. We aim to infer the
distribution p(z|w), which is directly proportional to the joint distribution

p(z,w|α, β) = p(w|z, β)p(z|α) (1)

where

p(w|z, β) =

K∏
z=1

∆(nz + β)

∆(β)
(2)

and

p(z|α) =

M∏
m=1

∆(nm + α)

∆(α)
(3)

We use collapsed Gibbs sampling to learn the latent states z:

p(zi|z¬i,w) ∝
n

(t)
k,¬i + βt∑V

t=1 n
(t)
k,¬i + βt

(n
(k)
m,¬i + αk) (4)

Based on the states of the converged Markov chain, we can infer the multinomial parameter
sets, i.e. the document-topic distribution Θ and the topic-term distribution Φ:

φk,t =
n

(t)
k + βt∑V

t=1 n
(t)
k + βt

(5)

θm,k =
n

(k)
m + αk∑K

k=1 n
(k)
m + αk

(6)
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2 Experiments

2.1 Datasets

Two datasets are used to evaluate effectiveness of the LDA model. One is the Classic400
dataset which consists of 400 documents over a vocabulary of 6205 words. The data is
preprocessed into a document-term matrix, and each document is classified into one of 3
given categories.

The other dataset is the BBC dataset[1], which consists of news articles in five topical areas,
including business, entertainment, politics, sport, and technology. This dataset contains
2225 documents over 9635 terms, and is available as a dcument-term matrix as well. The
preprocessing includes removing stop words, stemming using Porters algorithm, and filtering
out low-frequency terms (count<3).

2.2 Issues

2.2.1 Evaluation of Goodness-of-Fit

Our experiments require an evaluation of the quality of learned LDA models. One natural
choice of the goodness-of-fit measure would be the probability of data, equivalently, the
likelihood of the model.

If the topics Φ is given, this likelihood is defined as:

p(w|Φ, α) =

∫
Θ

p(w|Θ,Φ)p(Θ|α) =

∫
Θ

p(Θ|α)

∫
z

p(w|z,Φ)p(z|Θ) (7)

If topics Φ is not given, the likelihood is defined as the Bayesian average of the previous
likelihood over Φ:

p(w|α, β) =

∫
Φ

p(w|Φ, α)p(Φ|β) (8)

It is difficult to compute this average exactly, but approximate methods are developed [2].

Another simpler measure of goodness-of-fit is the log-likelihood log p(z|w), which can be
computed using Equation 1.

2.2.2 Quality of Clustering

The document-topic distributions in LDA is a soft clustering. It is useful to measure the qual-
ity of such clusterings. Subjective evaluation can be done by inspecting the most frequent
words for each topic as indicated the topic-term distributions. If a priori categorizations
are given, we can also check if these words suggest semantic matchings between LDA topics
and the given categories.

A naive objective evaluation is to convert soft clustering to a hard one by assigning each
document to the topic with highest probability. When the number of topics K is equal to
the number of given categorization, a clustering accuracy can be computed. Notice that we
do not know the correspondence between LDA topics and given categories, so we need to
take the maximum over all possibilities.

Another objective evaluation that works on soft clustering is to treat the given categoriza-
tions as a deterministic topic distribution for each document, and compute some distance
measure between this deterministic distributions and the LDA topic distributions. One such
measure is the Variation of Information distance (VI-distance)[4].

Given two distributions over classes for each document: p(c = j|dm) and p(z = k|dm),
with class labels j = 1 · · · J and m = 1 · · ·M . Averaging over the corpus gives the class
probabilities p(c = j) = 1

M

∑
m p(c = j|dm) and p(z = k) = 1

M

∑
m p(z = k|dm), as well as

the average co-occurence of class pairs p(c = j, z = k) = 1
M

∑M
m=1 p(c = j|dm)p(z = k|dn).
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The VI-distance between these two class distributions is defined as:

DV I(C,Z) = H(C) +H(Z)− 2I(C,Z) (9)

where the entropy of LDA topic distribution H(Z) = −
∑K

k=1 p(z = k) log2 p(z = k),
H(C) = 0 since in our case C is a deterministic distribution, and the mutual information

I(C,Z) =

J∑
j=1

K∑
k=1

p(c = j, z = k)[log2 p(c = j, z = k)− log2 p(c = j)p(z = k)] (10)

Note that the values of joint distribution p(c = j, z = k) gives the correlation between LDA
topics and given categories. We can use this to estimate correspondences of the two.

Another useful measure that does not require a priori categorizations is the likelihood of the
held-out data under the trained model. Perplexity is defined as the reciprocal geometrix
mean of test-set likelihood[4]:

p(W̃|M) =

M∏
m=1

p(w̃m̃|M)−1/N = exp−
∑M

m=1 log p(wm̃|M)∑M
m=1Nm

(11)

where the likelihood of a test document is

log p(w̃m̃|M) = log

V∏
t=1

(
K∑

k=1

φk,t · θm̃,k

)n
(t)
m̃

=

V∑
t=1

n
(t)
m̃ log

(
K∑

k=1

φk,t · θm̃,k

)
(12)

Computing perplexity or test-set likelihood requires running Gibbs sampling on test docu-
ments, which increases computational burden. A training-set likelihood can be computed
instead.

In our experiments, since we are given a priori categorization, we compute the hard-
clustering accuracy and the VI-distance.

2.2.3 Effect of Hyperparameters

As can be seen in equations 5 and 6, hyperparameters α and β influence the prior belief of the
document-topic and topic-term distributions respectively. If the value of hyperparameters
are high, more actual observations are necessary to revise the belief expressed by them.[4]

Another interpretation is that the parameters α and β have a smoothing effect on the dis-
tributions. Lowering their values reduces this smoothing effect and results in more decisive
topic associations, thus both Φ and Θ become sparser[4]. Sparser Θ means that the model
prefers to characterize a document with fewer topics. Sparser Φ means a topic tends to use
fewer terms.

Notice that the impact of hyperparameters is a joint one, and we did the experiments with
different combination of α ∈ {1/K, 20/K}, and β ∈ {0.1, 3}.
For simplicity, we assume the document-topic and topic-term distributions are symmetric
Dirichlet distributions, thus β is uniform, meaning that we do not have a prior preference
on these relationship.

2.2.4 Number of Topics

If we have a priori categorization of the corpus, it is natural to set K to the number of given
categories, and expect the LDA topics to match given categories. If K is larger than the
number of given categories, it is possible to discover sub-topics from the corpus, but it may
also risk fitting the noise.

Generally, the choice of K depends on the choice of α and β[3], but in our experiments
the feasible range of K is small, and so the optimal value of K is hardly influenced by the
hyperparameters. For the 3-class Classic400 dataset, we tried K = 3, 4. For the 5-class
BBC dataset, we tried K = 4, 5, 6. We expect that when K matches the number of given
categories, the model quality is the best.
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2.2.5 Convergence

In order to test if the Markov chain has reached its stationary distribution, we can either
explicitly monior the change in states, equivalently, the multinomial parameters; or we can
monitor some measures of the model quality, including VI-distance and likelihood/perplex-
ity.

In our experiments, we monitor the change in the norm of Θ and Φ, as well as the VI-distance
between the document-topic distribution and the given categorization. We are interested in
if they are consistent.

2.2.6 Overfitting

We can check if a model is overfitting its training data, by computing the test-set likelihood,
and compare it to the training-set likelihood. As long as no overfitting occurs, the difference
between training-set likelihood and test-set likelihood should be low.

2.3 Results

Figure 1 shows the plots of all documents in topic space, under different parameters. Each
sample is a document, and the color represents its a priori category. From the plot we can
easily observe the clustering of the corpus. For small α, the documents are prone to be
seperated and located at the corners, which suggests more decisive topic assignments. For
large α, the documents are more clumped in the middle, which suggests heavier topic mixing
in the documents. For K = 3, the documents reside on a 3-simplex; for K = 4, the points
are on a 4-simplex, which is shown as a 3D-triangular cone.

(a) α = 0.33, β = 0.1,K = 3 (b) α = 6.67, β = 0.1,K = 3 (c) α = 0.33, β = 3,K = 3 (d) α = 6.67, β = 3,K = 3

(e) α = 0.25, β = 0.1,K = 4 (f) α = 5, β = 0.1,K = 4 (g) α = 0.25, β = 3,K = 4 (h) α = 5, β = 3,K = 4

Figure 1: Plots of the Classic400 dataset in LDA topic space

Top words for each LDA topic are shown in Table 1. When K = 3, the top ten words in
each LDA topic are suggestive of the five given categories. When K = 4, a new subtopic is
discovered. It is not clear from the top words which given category this new subtopic is more
related to, but from the VI joint distribution p(c = j, z = k) we can infer the correlations.

Figure 2 shows the evolution of two measures of model quailty under different hyperparam-
eters for the Classics400 dataset. For all the hyperparameter choices, clustering accuracy
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boundary patients system
layer ventricular research
wing cases scientific
mach fatty methods

supersonic left retrieval
wings nickel problems
ratio acids language

effects aortic science
velocity blood subject
shock normal field

Table 1: Top words for each LDA topic in the Classic400 Dataset

is within the 85% to 95% range. Smaller VI-distance suggests the learned document-topic
distribution has higher similarity to the a priori categorization. When α < 1, the model
quality is significantly better than when α > 1. And with similar α, model quality is better
if K matches the number of given categories.

(a) clustering accuracy (b) VI-distance

Figure 2: Plots of model quality measures when learning the Classic400 dataset. Labels are
(α, β, K).

Figure 3 shows the plots for the BBC dataset. We compute the PCA for Θ and plot the
data on the three dimensions with largest variance. Clustering is obvious in most cases, and
similar characteristics as the Classic400 dataset are shown. Edges are more apparent when
α is small, which suggests the increased difficulty to make decision between topics.

Top words for each LDA topic are shown in Table 2. When K = 6, a sixth subtopic is
discovered. Checking the VI joint distribution p(c = j, z = k) we see high correlation of the
sixth subtopic with Politics.

Figure 4 shows the evolution of model quailty measures fot the BBC dataset. All choices
of hyperparameters achieves about 95% accuracy. In VI-distance plot, different line style
represents different choice of K, different color represents different hyperparameters. For
given hyperparameters, K = 5 achieves smallest VI-distance. For all choices of K, large α
and small β achieve the best quality.
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(a) α = 0.25, β = 0.1,K = 4 (b) α = 5, β = 0.1,K = 4 (c) α = 0.25, β = 3,K = 4 (d) α = 5, β = 3,K = 4

(e) α = 0.2, β = 0.1,K = 5 (f) α = 4, β = 0.1,K = 5 (g) α = 0.2, β = 3,K = 5 (h) α = 4, β = 3,K = 5

(i) α = 0.17, β = 0.1,K = 6 (j) α = 0.33, β = 0.1,K = 6 (k) α = 0.17, β = 3,K = 6 (l) α = 0.33, β = 3,K = 6

Figure 3: Plots of the BBC dataset in LDA topic space

peopl film year plai govern court
game best compani game peopl charg

technolog year market win labour case
mobil award firm england parti yuko
phone music sale first elect compani
servic star bank against minist drug

on show price player plan ban
get includ share back blair hunt
user on economi world sai former

comput top growth time told russian
Technology Entertainment Business Sports Politics Sixth

Table 2: Top words for each LDA topic in the BBC Dataset

3 Implementation Notes

3.1 Optimization

In typical dataset, although the vocabulary can be large, each document tend to use a
very small subset of it, and thus the document-term matrix is sparse (Sparsity is 0.86% for
Classic400 and 1.34% for BBC). Therefore, it is not necessary to traverse each word in each
document. Instead, we generate a list of non-zero indices of the document-term matrix, and
traverse this list in both initialization phase and sampling phase.
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(a) clustering accuracy (b) VI-distance

Figure 4: Plots of model quality measures when learning the BBC dataset (in (b), -:K=4,
+:K=5, *:K=6)

To implement Gibbs sampling we need to sample from the multinomial distribution of
topics. Sampling from a non-uniform distribution is achieved in MATLAB by the build-
in function k’=randsample(1:K, 1, 1, p), but we replace this with a much simpler
k’=sum(cumsum(p/sum(p))<rand(1))+1, and achieves a 90% speedup.

3.2 Visualization

The visualization task is to design a mapping from a document to a 3-D point according to
the document-topic association Θ. As a result, the clustering result can be illustrated by
plotting all such points in a 3-D space. For clustering with no more than 3 topics, we can
simply use coordinate axes to represent topic proportions in each document. We can also
draw points with different colors to indicate true labels. In consequence, a good clustering
result will generate a figure where points with different colors are gathered near corners of
the simplex, as shown in Figure 1

As for clustering with more than 3 topics, we use principle component analysis (PCA) to
reduce the dimension. Though data vectors in Θ contains more than 3 components, we
assume that the dataset tend to be distributed on a low-dimensional sub-space. Then we
use PCA to align the axes to principle components, and then orthogonally project points
into a 3-D sub-space. For BBC dataset, the clustering result for 5 topics can be clearly
observed by this dimension reduction scheme, as shown in Figure 3.

4 Conclusion

In this report, we evaluate LDA models based on two dataset, Classic400 and BBC. We
discuss critical issues in Gibbs sampling for training LDA models, including evaluation
methodology, parameter choosing, convergence, etc., and then analyze the experiment re-
sults. We showed that LDA is effective in modeling topics in a corpus using both clustering
accuracy and VI-distance measures.

In addition, we describe the optimization strategy in our implementation, as well as the
scheme for generating informative data visualization to illustrate the clustering quality.
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