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Abstract

In this report we describe our implementation of a conditional random
field (CRF) model to divide novel English words into syllables. We use
two different training models, namely Collin’s perceptron algorithm and
stochastic gradient descent (SGD). The former provides word-level accuracy
of 91.0%, and the latter 95.3%. Both are trained 10 epochs.

1 Introduction

In this project, we implement two training models, Collins perceptron and stochastic gra-
dient descent (SGD), for conditional random fields, and use them to divide novel English
words into syllables. To ensure the efficiency and correctness of the training algorithms,
we make performance optimizations and verify our implementation in several aspects. In
this report, we start with the description of the feature function design in Section 2. Then
we briefly introduce the data preprocessing and training models in Section 3. In Section 4,
we describe our optimization and verification schemes in detail. Section 5 lists the testing
results of these two models, and finally we draw some conclusions in Section 6.

2 Feature Design

We design features that are based on consecutive sequences of four specific letters. Given a
training pair (word x, syllable coding y), we have a family of feature functions Fs,t,k(x, y),
∀s ∈ S, the set of all four-letter string, ∀t ∈ T , the set of all two-tag sequence, and k = 1, 2, 3.

Fs,t,k(x, y) describes the following claim:

“x contains s, and the kth and (k + 1)th tags of its corresponding coding in y are t.”

Formally, we define the low-level feature functions f as:

f(s,t,k)(x, yi−1, yi, i) , I(xi−k:i−k+3 = s, yi−1:i = t) (1)

and it follows that

F(s,t,k)(x, y) ,
k+n−3∑
i=k+1

fs,t,k(x, yi−1, yi, i) (2)

We do not use “START” and “STOP” tag.

3 Training

3.1 Data Preprocessing

Enumerating the subscripts s, t, k of F and f gives a total of |S|×|T |×3 = 264×32×3 ≈ 12M
features, which are too many to handle. We realize that a big proportion of these features
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will never be active, because the word-syllable-offset triples (s, t, k) they describe just never
appear in English. This inspires us to consider only those features that describe triples that
appear in the training data. We write a Python script to collect possible triples from the
training data, and find a total of 118808 of them. This means that the number of our feature
functions can be reduced to around 100K.

We store all these possible (s, t, k) triples in a list, called s-t-k list. We define Fj = F(s,t,k)j

where (s, t, k)j is the jth element in the s-t-k list.

For each word, only a few features are active (i.e. non-zero), and these active features are
easily identified by finding all four-letter sub-strings in the word, which will be discussed in
Section 4.1.

3.2 Models

We use two training models in the task, Collins perceptron and SGD.

Collins perceptron
We use a simplified stochastic gradient update rule

ωj := ωj + λFj(x, y)− λFj(x, ŷ), (3)

where j is the index for all possible (s, t, k) triples. The value of ŷ is computed by Viterbi
algorithm. λ is updated by inverse dampening

λe =
λ0

1 + λ0ce
. (4)

We choose λ0 = 1 and c = 1.

Stochastic gradient descent
We use the update rule

ωj := ωj + λ[
∂

∂ωj
log p(y|x;ω)− 2µωj ]. (5)

The learning rate λ is updated by inverse dampening as that in Collins Perceptron, and µ
is the regularization trade-off. The analytic equation for gradient is

∂

∂ωj
log p(y|x;ω) = Fj(x, y)− Ey′∼p(y′|x;ω)[Fj(x, y

′)]. (6)

The expectation Ey′∼p(y′|x;ω)[Fj(x, y
′)] is computed by forward and backward vectors.

For the learning rate, we choose λ0 = 1 and c = 1. For regularization, we choose µ = 10−5.

4 Implementation

4.1 Optimization

We use Viterbi algorithm to find the optimal ŷ and forward-backward vectors to compute
the expectation E, so that exhaustive searching is prevented. Unfortunately, the naive
implementation of the training algorithms are still too slow.

We use the profiler provided by MATLAB to find performance bottlenecks. The most
serious bottleneck is the 100K features, which are too many to enumerate. Therefore, we
make optimization to avoid such enumeration, and also solve some other performance issues.

Index of non-zero Fj

The sparsity of feature function Fj is the key to avoid enumeration over all features. From
the definition of F(s,t,k) in Eq.2, we notice that for a given word x, those F(s,t,k) in which s
is not a substring of x must be zero. Therefore, we can go over each four-letter sub-string
si of x, and find indices j of all feature functions F(s,t,k) with s = si. These indices form
the index of non-zero Fj for x. To make the searching efficient, we use a hash map of which
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the keys are possible four-letter strings s in s-t-k list (defined in Section 3.1), and the values
represent the range where s lies in the list (triples with the same s are adjacent in s-t-k list).

Note that this optimization only provides a necessary but not sufficient filtering for non-zero
Fj . In other word, it is still possible that Fj = 0 even if we mark it as “non-zero” in this
step.

In training and testing, we only enumerate feature functions with these indices, and the
others are filtered out since they must be zero for the given sample x. In general cases,
searching in a hash map takes O(1) time, and hence the operation for creating the index of
non-zero Fj takes only O(l) time for each sample, where l is the average length of English
words, and it will find at most O(l) non-zero feature functions. Therefore, the time for
enumerating all feature functions when training or testing one sample is reduced from O(J)
to O(l), where J is the number of all possible feature functions. Since J ∼ 100K while
l ∼ 10, the bottleneck of too many features is eliminated.

We also compute all Fj for each sample x in data preprocessing. It results in a J × n
matrix in which most entries are zeros. We cache it by a sparse matrix structure provided
in MATLAB. For the English dataset, this matrix has sparsity 0.01%.

Optimization in computing gi
If we compute gi by simply following its definition

gi(yi−1, yi) =

J∑
j=1

ωjfj(yi−1, yi, x̄, i), (7)

then unnecessary enumerations of i, j and (yi−1, yi) would be involved. Therefore, we apply
the following optimization when computing gi:

• Instead of go over all feature functions, we only consider j in the index of non-zero
Fj .

• For a given j, we can directly find the entry to be updated in gi instead of checking
all possible (y′, y) pairs because only one (y′, y) pair is activated for fj . The finding
is done by a hash map in which the keys are all possible pairs (BB,BI,BO,II,IO,OB),
and the values are their corresponding cell indices in matrix gi.

• For a given j, instead of going over each position i, we only update those gi where
i is the beginning locations of substring s.

Reduction of string comparisons
In the definition of high-level feature function F(s,t,k) (Eq.2), an enumeration of all positions
i is involved. Since the low-level feature function f(s,t,k) is always zero unless s matches the
four-letter substring of x starting at i, the computing of F(s,t,k) implies a process of finding
sub-string s in x. However, the enumeration of i makes this process take time O(nk), where n
is the length of substring and k is the length of the substring. However, sub-string matching
can be done in O(n + k) time (e.g, KMP algorithm). Therefore, we use the MATLAB
function “strfind” to find all locations of sub-string s, instead of enumerating each i and use
“strcmp” to check the matching.

Function inlining
According to our experiments, expanding frequently called functions in the caller will con-
tribute much to the performance.

4.2 Verification

Viterbi
To make sure that our implementation of Viterbi algorithm is correct, we write a brute-force
implementation for computing the optimal ŷ. Taking a short word with length l ≤ 5, we
enumerate all 3l labels and find the optimal ones. We verify that the label output by Viterbi
algorithm is among these optimal results given by brute-force algorithm.

Forward and backward vectors
To verify the correctness of forward and backward vectors, we implement a brute-force
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method to compute the expectation E and make sure that for given feature function Fj ,
sample x and trained weights ω, the result generated by forward and backward vectors is
equal to the result of the brute-force algorithm.

In addition, we verify that the three methods for calculating the partition function Z give
the same result:

Z(x̄, ω) =
∑
v

α(n, v) (8)

Z(x̄, ω) =
∑
v

β(v, 1) (9)

Z(x̄, ω) =
∑
u

α(k, u)β(u, k) (10)

Note that since we do not use “START” and “STOP” tags, the initial values of α and β are
a little bit different from those with “START” and “STOP” tags. We initialize α(1, v) = 1
and β(v, n) = 1 for each tag v.

Gradient
For SGD, we modify the function “checkgrad2” given on the website and use it to verify
the computed derivatives are correct. The gradient function is the partial derivative of LCL
with respect of ωj , which is given in Eq.6. The objective function is LCL:

log p(y|x;ω) = − logZ +

J∑
j=1

ωjFj(x, y). (11)

For a given x, y and ωj , we find that the ratio given by “checkgrad2” is 1.0 as long as x
contains the four-letter string of feature j, otherwise the result is “NaN”. This is reasonable
because if x doesn’t contain the four-letter string of feature j, both terms in the gradient
function would be zero, which makes “checkgrad2” not reliable. Thus the derivatives we use
are correct.

4.3 Time Complexity

For each epoch we need to use N samples. For each sample we just need to update a very
small portion (f) of wj , which are the features that x contains their four-letter strings. If
we use Collin’s perceptron algorithm, then it will take O(m2nfJ + m2n) time to find the
optimal ŷ, where m is the cardinality of the set of tags (here m = 3); n is the length of x; fJ
is the number of non-zero features for x. Thus the time complexity for training one epoch
with Collin’s perceptron algorithm is O[NfJ(m2nfJ + m2n)] = O[NfJ(m2nfJ)]. If we
use the SGD algorithm instead, every time when we update one wj it will take O(fJm2n)
time, thus the total time needed for training one epoch using SGD is also O[NfJ(m2nfJ)].

5 Results and Discussion

Both models are trained by 10 epochs and are tested by cross-validation, which randomly
take 1000 samples out of the whole dataset. The Collins perceptron model gives word-level
accuracy of 91.0% taking 89 minutes; and the SGD model gives an accuracy of 95.3% taking
241 minutes.

The results show that both models can make reasonable predictions on syllable partitions,
which is due to the property of English that syllables tend to have fixed pattern of letters.
Collins perceptron is faster but less accurate than SGD because it is an approximation of
SGD.

The results also imply that word-level accuracy is consistent with the conditional log like-
lihood defined in Eq.11, as the objective function. According to the definition of feature
functions Fj , Eq.11 will actually optimize the letter-level accuracy, which is a an upper
bound of the word-level accuracy. In addition, in general cases the word-level accuracy is
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Figure 1: Word-level accuracy and letter-level accuracy vs. epochs. Use 25% samples for
training, and 250 samples for testing. 5 epochs. Collins perceptron.

positively correlated to the letter-level accuracy, and hence maximizing the latter will opti-
mize the former as a consequence. It is true that there can be some inconsistence with these
two criteria of accuracy, such as predicting all tags correctly except for the last tag in each
word. In this case, the letter-level accuracy is not very low but the word-level accuracy is 0.
Fortunately, this is not the common case so the it is still reasonable to increase word-level
accuracy by optimizing conditional log likelihood. Figure 1 illustrates the consistence that
word-level accuracy is increasing when letter-level accuracy increases.

6 Conclusion

In this project, we trained two models for conditional random fields to divide English words
into syllables. Both of them provide acceptable accuracy, and SGD turns out better than
Collins perceptron. We make several optimizations and obtain significant performance im-
provement, especially in help of the sparsity of feature functions. We also write verification
code to make sure that Viterbi algorithm, forward-backward vectors and SGD are working
correctly. Finally, we analyze the consistence between word-level accuracy and letter-level
accuracy.
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