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A/B tests: online randomized trials
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A/B tests: online randomized trials



A/B testing on a social network
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A/B testing on a social network



Causal inference & network effects

Fundamental problem: want to compare (average treatment effect, ATE), 
but can’t observe network in both states at once.

Universe A Universe B

• P Aronow, C Samii (2013) "Estimating average causal effects under interference between units," arXiv.
• C Manski (2013) "Identification of treatment response with social interactions," The Econometrics Journal.



Direct vs. indirect effects
Direct effect

Indirect effect Universe B

Universe A

• P Aronow, C Samii (2013) "Estimating average causal effects under interference between units," arXiv.
• C Manski (2013) "Identification of treatment response with social interactions," The Econometrics Journal.



Experiments with interference

Content ranking models

Social product designCommunication services

Markets (ads, labor, etc)



How can we understand network effects?
 Lots of theory, but what about practice?



The New Zealand approach



Beyond New Zealand?



▪ Facebook graph: 1B+ vertices, 100B+ edges  (countries still 100M+ 
vertices)

▪ Require highly scalable methods:
▪ Label Propagation, Louvain method:  [Zhu & Ghahramani 2002, Blondel et al. 2008] 
▪ Balanced Label Propagation: [U & Backstrom 2013]
▪ Streaming/Restreaming graph partitioning:  [Stanton & Kliot 2012, Tsourakakis et al. 2012, 

Nishimura & U 2013]
▪   -net clustering: Variance bounds on graphs with restricted growth [U, Karrer, Backstrom, 

Kleinberg 2013, Karger & Ruhl 2002, Gupta, Krauthgamer & Lee 2003]

Algorithms for partitioning

✏



▪ Recommendation system that suggests friends-of-friends as friends:

!

!

!

!

▪ Sharding, more broadly:

People You May Know (PYMK)

• J. Ugander, L. Backstrom (2013) “Balanced Label Propagation for Partitioning Massive Graphs”, WSDM.
• A. Presta, A. Shalita (2014) “Large-scale graph partitioning with Apache Giraph”, Facebook Engineering Blog.
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▪ Split into 78 clusters, machine interactions greatly reduced; 
query times cut in half.

Graph partitioning for PYMK
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Design & Analysis of Experiments



Surrounded

Surrounded

Design & Analysis of Experiments



Treatment

Control

Design & Analysis of Experiments
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▪ A/B testing:
▪ IID randomization, inverse probability weighting

!
!
!
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▪ A/B testing:
▪ IID randomization, inverse probability weighting

!
!
!
▪ Introduce sets:                          ,

!
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▪ A/B testing:
▪ IID randomization, inverse probability weighting

!
!
!
▪ Introduce sets:                          ,

!
▪ ATE with interference (Aronow & Samii 2012, Manski 2013):

Average Treatment Effect

⌧̂(Z) =
1

n

nX

i=1

✓
Yi(Zi = 1)

1[Zi = 1]

Pr(Zi = 1)
� Yi(Zi = 0)

1[Zi = 0]

Pr(Zi = 0)

◆

Yi(zi = 1)

Yi(zi = 0)

zi = 1

zi = 0

 = 60 min on site/day

= 45 min on site/day

Treatment: Response:

⌧ =
1

n

nX

i=1

(Yi(zi = 1)� Yi(zi = 0)).

Average Treatment Effect: 

Yi(Z 2 �1
i ) ⇡ Yi(Z = ~1)

Yi(Z 2 �0
i ) ⇡ Yi(Z = ~0)

⌧̂(Z) =
1

n

nX

i=1

✓
Yi(Z)1[Z 2 �1

i ]

Pr(Z 2 �1
i )

� Yi(Z)1[Z 2 �0
i ]

Pr(Z 2 �0
i )

◆

,
Z = ~0

Z = ~1

�1
i ✓ {0, 1}n

�0
i ✓ {0, 1}n

,



Y4,tY4,tY3,t Z3

Y4,tY4,tY2,t Z2

Y4,tY4,tY1,t Z1

Y4,tY4,tY4,t Z4

Y4,tY4,tY5,t Z5

Zi  = treatment!
Yi,t = response at time t

Treatment vs. Response Interference
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long-range dependence!



Treatment interference:
▪ No long-range dependence
▪ Graph clustering provides unbiased low 
variance design.

!

When response matters:
▪ More realistic (dynamical system) model
▪ Graph clustering not unbiased, but 
exhibits favorable bias-variance tradeoffs.
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Treatment vs. Response Interference

• D Eckles, B Karrer, J Ugander (2014) “Design and analysis of experiments in networks: Reducing bias from interference,” arXiv.



Network Experimentation

▪ Initialization: An empirical graph (or graph model)
▪ Design: Graph cluster randomization
▪ Outcome generation: Observe behavior (or observe model)
▪ Analysis: Correct for who was network exposed

Treatment
Control

Response Treatment weight
Control weight

Initialization Design Outcome Generation Analysis

Figure 1: Model of the network experimentation process, consisting of (i) initialization,
which generates the graph and vertex characteristics, (ii) design, which determines the
randomization scheme, (iii) outcome generation, which observes or simulates behavior,
and (iv) analysis, which constructs an estimator. We examine the bias and variance
of treatment effect estimators under different design and analysis methods for varied
initialization and outcome generation processes.

treatment to all vertices. Let Z be a vector giving each vertex’s treatment assignment,
so that Yi(Z = z) is the potential outcome of interest for vertex i when Z is set to z.
Then the quantity of interest is a contrast between two such treatment vectors,

⌧(z1, z0) =
1

N

X

i

E[Yi(Z = z1)� Yi(Z = z0)], (1)

where N is the number of units and z1 and z0 are two treatment assignments. Note that
each vertex’s potential outcome is a function of the global treatment assignment vector
Z. Additional assumptions will thus be required for ⌧ to be identifiable. This is closely
connected to what Holland (1988) calls the fundamental problem of causal inference —
that one can only observe a unit’s response under a single treatment. The difference is
that here we can only observe all vertices’ responses under a single global treatment. To
identify ⌧ , it is sufficient to assume SUTVA and that treatment assignment is ignorable.
In the absence of assuming SUTVA, other assumptions will be necessary.

2.1 Initialization
Initialization is everything that occurs prior to the experiment. This includes network
formation and the processes that produce vertex characteristics and prior behaviors. In
some cases, we may regard this process as random, and so wish to understand design
and analysis decisions averaged over instances of this process; for example, we may
wish to average over a distribution of networks that corresponds to particular network
formation model. In other cases, we may regard the outcome of this process as fixed;
for example, we may be working with a particular network and vertices with particular
characteristics, which we wish to condition on in planning our design and analysis.

When initialization is complete, we have a particular network G = (V,E) with
adjacency matrix A. In the simulations we present here, G is either a particular real
network we observe or it is generated as a small world network (Watts and Strogatz,
1998). The small world network model has three parameters: the network size N ,

4



▪ Two treatment conditions: treatment/control.
▪ When are people network exposed to their treatment condition?

Analysis: “network exposure”



Analysis: “network exposure”
▪ Two treatment conditions: treatment/control.
▪ When are people network exposed to their treatment condition?
▪ Neighborhood exposure to treatment/control:
▪ Full neighborhood exposure: you and all your neighbors
▪ Fractional neighborhood exposure: you and  ≥q*degree  friends

• S Athey, D Eckles, G Imbens (2015) "Exact P-values for Network Interference," arXiv.



▪ Additional directions:
▪ Multi-hop neighborhoods.
▪ Not just anonymous individuals: does it matter who? Probably.
▪ Recursive notion of exposure: “k-core exposure”

Analysis: beyond neighborhoods

• M O’Brien, B Sullivan, (2014) “Locally Estimating Core Numbers”, ICDM.



Assign vertices according to graph clusters:
▪ Form clusters. Assign each cluster to  treatment with probability p

Design: graph cluster randomization
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Assign vertices according to graph clusters:
▪ Form clusters. Assign each cluster to  treatment with probability p
▪ ATE requires  probability of “network exposure” for each node
▪ Probability of “full neighborhood exposure”: 
▪ Probability of “fractional neighborhood exposure”: dynamic program

Design: graph cluster randomization
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▪ Computing probabilities necessary for both estimator and variance.
▪ Variance:
!
▪ where:

!

!

!

!

▪ See (Aronow and Samii, 2012) for derivation.
▪ Probabilities of user i being in     /     all computable.
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Goal: Reduce ATE Variance



 

▪ Computing probabilities necessary for both estimator and variance.
▪ Variance:
!
▪ where:

!

!

!

!

▪ See (Aronow and Samii, 2012) for derivation.
▪ Probabilities of user i being in     /     all computable.
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Definition. A graph G = (V,E) is a restricted-growth graph if for all vertices

v 2 V and all r > 0, we have |Br+1(v)|  |Br(v)|.

!

!

!

!

!

!

Restricted growth graphs
▪ Restricted growth graphs:  

!

!

▪ Note: bounded-degree graphs obey                                               .  
▪ Modification of bounded growth metric notion  
(Karger & Ruhl 2002, Gupta, Krauthgamer & Lee 2003)

|Br+1(v)|  [maxdeg(v) + 1]|Br(v)|

(uniform-density embeddings 
in Euclidean space)



Definition. A graph G = (V,E) is a restricted-growth graph if for all vertices

v 2 V and all r > 0, we have |Br+1(v)|  |Br(v)|.

!

!

!

!

!

!

!

▪ Natural algorithm: 3-net clustering
▪ Mark arbitrary vertex   .
▪ Form cluster from         .B2(vj)

vj

(tie-breaking details omitted)

(uniform-density embeddings 
in Euclidean space)

Restricted growth graphs
▪ Restricted growth graphs:  

!

!

▪ Note: bounded-degree graphs obey                                               .  
▪ Modification of bounded growth metric notion  
(Karger & Ruhl 2002, Gupta, Krauthgamer & Lee 2003)

|Br+1(v)|  [maxdeg(v) + 1]|Br(v)|



▪ For a 3-net clustering on restricted growth graph:

!

!

▪ Leads to a variance bound:

!

Proposition. For all w 2 V , the neighborhood B1(w) has a non-empty inter-

section with at most 3
distinct clusters.

Proposition. The variance of the HT estimator under full, q-fractional, or
k-absolute neighborhood exposure for a 3-net clustered randomization of a
restricted-growth graph is upper bounded by a function linear in the degree
d of the graph.

Clustering restricted growth graphs

(uniform-density embeddings 
in Euclidean space)



A Lesson from LinkedIn: balance

• H. Gui, Y. Xu, A. Bhasin, J Han (2015) "Network A/B Testing: From Sampling to Estimation”, WWW.
• J. Ugander, L. Backstrom (2013) “Balanced Label Propagation for Partitioning Massive Graphs”, WSDM.
• A. Presta, A. Shalita (2014) “Large-scale graph partitioning with Apache Giraph”, Facebook Engineering Blog.

that includes one’s neighborhood size as the fourth compo-
nent, as follows:

Yi(Z) = ↵+ �Zi + �A>
·iZ + ⌘A>

·iY /Dii + �Dii.

The coe�cient � for the network e↵ect stays significantly
positive. Also note that because the sampling is done uni-
formly random, every user in the experiment has about the
same percentage of neighbors in treatment. This means that
we cannot expect to remove such confounding e↵ect by us-
ing the percent of treated neighbors instead of the absolute
number.

4. NETWORK A/B TEST
The framework of A/B testing usually involves two parts:

sampling, which determines who gets what treatment; and
estimation, which provides a framework to compute the
ATE.

Uniform random sampling is the most commonly used
sampling method in most web facing applications. It is
simple and su�cient in most cases when the sample size
is large. However, as we have mentioned in the last section,
uniform random sampling makes it di�cult to separate out
the contribution of the network e↵ect from other confound-
ing factors such as neighborhood size. To this end, we look
for a sampling solution in Section 4.1 that is able to take
into consideration the network structure. The idea is to re-
move information di↵usion between treatment and control
groups as much as we can. However, as we will see, net-
work sampling itself poses special challenges in real social
networks because of their sizes and structures. We propose
a sampling method that is able to overcome several of these
challenges in Section 4.1.2. With the new sampling algo-
rithm, we then study the problem of estimation, where we
propose an exposure model and the corresponding estima-
tors in Section 4.2 and show that they are a generalization
of the existing estimators.

4.1 Network Sampling
Sampling is the process where we decide which users get

assigned into what variant. At a high level, we try to split
users into treatment and control so that there is as little
information flow between the variants as possible. The sam-
pling scheme we adopt here is called cluster randomized sam-
pling, which is a sampling method where clusters of users are
randomized together [18, 20]. It is a two-stage procedure:

1. Partition the users into clusters;

2. Treat each cluster as a unit and randomize at the clus-
ter level, so that all the users in the same cluster are
assigned to the same variant.

The advantages of cluster randomized sampling include
the ability to study the interference within the same cluster
and the ability to control for “contamination” across clus-
ters [8]. In this section, we will start with a recent proposal
called ✏-net [28]. We examine its performance in a real social
network. We then propose a new sampling algorithm that
can overcome an important limitation and hence reduce the
bias of the ATE estimator.

4.1.1 Graph Cluster Randomization
Graph clustering, also known as community detection,

graph cutting, and graph partition, is a well-researched
area [1, 4, 19]. However, clustering real social networks is
challenging due to their special structure and topology. [28]
proposes a local clustering algorithm, ✏-net, that overcomes
some of those challenges and the idea is as follows:

1. Find k cluster centers that are at least 2✏� 1 apart;

2. Assign the nodes to their nearest center, and break the
tie randomly if needed.

To study how this clustering algorithm works on real net-
works, we extract a sub-network from LinkedIn’s social
graph by taking all the users who have ever worked at a
leading internet technology company with a global presence.
The sub-network (employee network) is constructed by ex-
tracting the connections among them. After removing nodes
with no connections, we get a network of about 70K users.
The basic statistics of this sub-network are given in Table 2.
We then apply the 3-net clustering algorithm to partition

Nodes # Edges # max{di} mean {di} var{di}
7.26e4 2.88e6 3997 39.67 1.27e4

Table 2: Basic statistics of a employee network.

this sub-network into 100 shards. The distribution of the
cluster sizes is given in Figure 1.

Figure 1: Cluster sizes of 3-net Network Clustering. Y axis
specifies the log2 of cluster sizes.

It is not surprising to find out that the cluster sizes vary
quite a lot. Intuitively, the ✏-net algorithm constructs clus-
ters of radius at least ✏� 1 around each center node, which
implies that the size of each cluster is largely determined by
the degrees of the center node. Because degrees are hetero-
geneous in real networks, so are the cluster sizes. But how
would this influence the estimation of ATE?
According to bias analysis in [18], the ATE estimator

given in (2) has the following bias
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▪ Network experiment at LinkedIn: 72,000 users into 100 clusters
▪ Cluster sizes: from 40 - 10,000 users. 
▪ Graph may not accommodate many clusters.

!

!

!

!

!

!

▪ Balance the cluster sizes using constrained partitioning.



More problems with partitions
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Bias OK; Variance not OK

Treatment

Control

▪ Each node is equally likely to be in 
treatment or control. 

▪ But: all degree-1 nodes will have 
same condition, all Texans will have 
same condition, etc.

▪ Basic approach: make more 
clusters.



Bias OK; Variance not OK

Treatment

Control

▪ Each node is equally likely to be in 
treatment or control. 

▪ But: all degree-1 nodes will have 
same condition, all Texans will have 
same condition, etc.

▪ Basic approach: make more 
clusters.

▪ Can we find cuts orthogonal to 
traits? (degree, geography, gender, 
logins, likes, etc.)

▪ Stratified partitioning as strategy 
for variance reduction.

▪ Ideal: stratified graph bisection!



Shaving hairballs vs. partitioning

• B. Karrer, MEJ Newman (2011) “Stochastic blockmodels and community structure in networks”, Phys Rev E. 
• A. Tsiatas, I. Saniee, O. Narayan, M. Andrews (2013). “Spectral analysis of communication networks using Dirichlet eigenvalues.” 

Proceedings of WWW.
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ing corrected and uncorrected blockmodels with K = 2,
we find the results shown in Fig. 1. As pointed out also
by other authors [11, 30], the non-degree-corrected block-
model fails to split the network into the known factions
(indicated by the dashed line in the figure), instead split-
ting it into a group composed of high-degree vertices and
another of low. The degree-corrected model, on the other
hand, splits the vertices according to the known commu-
nities, except for the misidentification of one vertex on
the boundary of the two groups. (The same vertex is also
misplaced by a number of other commonly used commu-
nity detection algorithms.)
The failure of the uncorrected model in this context

is precisely because it does not take the degree sequence
into account. The a priori probability of an edge be-
tween two vertices varies as the product of their degrees,
a variation that can be fit by the uncorrected blockmodel
if we divide the network into high- and low-degree groups.
Given that we have only one set of groups to assign, how-
ever, we are obliged to choose between this fit and the
true community structure. In the present case it turns
out that the division into high and low degrees gives the
higher likelihood and so it is this division that the algo-
rithm returns. In the degree-corrected blockmodel, by
contrast, the variation of edge probability with degree is
already included in the functional form of the likelihood,
which frees up the block structure for fitting to the true
communities.
Moreover it is apparent that this behavior is not lim-

ited to the case K = 2. For K = 3, the ordinary
stochastic blockmodel will, for sufficiently heterogeneous
degrees, be biased towards splitting into three groups by
degree—high, medium, and low—and similarly for higher
values of K. It is of course possible that the true com-
munity structure itself corresponds entirely or mainly to
groups of high and low degree, but we only want our
model to find this structure if it is still statistically sur-
prising once we know about the degree sequence, and this
is precisely what the corrected model does.
As a second real-world example we show in Fig. 2 an

application to a network of political blogs assembled by
Adamic and Glance [31]. This network is composed of
blogs (i.e., personal or group web diaries) about US pol-
itics and the web links between them, as captured on
a single day in 2005. The blogs have known political
leanings and were labeled by Adamic and Glance as ei-
ther liberal or conservative in the data set. We consider
the network in undirected form and examine only the
largest connected component, which has 1222 vertices.
Figure 2 shows that, as with the karate club, the uncor-
rected stochastic blockmodel splits the vertices into high-
and low-degree groups, while the degree-corrected model
finds a split more aligned with the political division of
the network. While not matching the known labeling ex-
actly, the split generated by the degree-corrected model
has a normalized mutual information of 0.72 with the la-
beling of Adamic and Glance, compared with 0.0001 for
the uncorrected model.

(a) Without degree-correction

(b) With degree-correction

FIG. 2: Divisions of the political blog network found using the
(a) uncorrected and (b) corrected blockmodels. The size of a
vertex is proportional to its degree and vertex color reflects
inferred group membership. The division in (b) corresponds
roughly to the division between liberal and conservative blogs
given in [31].

(To make sure that these results were not due to a fail-
ure of the heuristic optimization scheme, we also checked
that the group assignments found by the heuristic have a
higher objective score than the known group assignments,
and that using the known assignments as the initial con-
dition for the optimization recovers the same group as-
signments as found with random initial conditions.)

B. Generation of synthetic networks

We turn now to synthetic networks. The networks we
use are themselves generated from the degree-corrected
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Adamic and Glance [31]. This network is composed of
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that the group assignments found by the heuristic have a
higher objective score than the known group assignments,
and that using the known assignments as the initial con-
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We turn now to synthetic networks. The networks we
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Stratification as more than a by-product?

Shaving hairballs vs. partitioning



Streaming graph partitioning
▪ Partitions the node set into k balanced disjoint sets by serially 
examining individual nodes and their local adjacency list. Single pass!

▪ Multiplicative weight penalty to maintain bucket budgets.

5 buckets, each with a size budget

• I. Stanton and G. Kliot. “Streaming graph partitioning for large distributed graphs”, KDD 2012.
• I. Stanton. “Streaming Balanced Graph Partitioning for Random Graphs”, SODA 2014.
• J. Nishimura, J. Ugander, “Restreaming Graph Partitioning: Simple Versatile Algorithms for Advanced Balancing”, KDD 2013. 
• C. Tsourakakis, C. Gkantsidis, B. Radunovic, and M. Vojnovic. “Fennel: Streaming graph partitioning for massive scale graphs”, 
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Yet Another Partitioning Algorithm (YAPA)?



• J. Nishimura, J. Ugander (2013) “ Restreaming Graph Partitioning: Simple Versatile Algorithms for Advanced Balancing”, KDD.

Stratified partitioning

Buckets for males:
Buckets for females:

▪ Maintain stratified bucket budgets
▪ Preference: still consider adjacency to full bucket
▪ Multiplicative weight: specific to fill of each strata 



Stratified partitioning
▪ Maintain stratified bucket budgets.
▪ Preference: still consider adjacency to full bucket
▪ Multiplicative weight: specific to fill of each strata 

Buckets for degree = 1:

Buckets for degree = 2:

…
Buckets for degree = dmax:

• J. Nishimura, J. Ugander (2013) “ Restreaming Graph Partitioning: Simple Versatile Algorithms for Advanced Balancing”, KDD.



▪ Balance demographic distribution, e.g. degree distribution.
▪ Example: degree distribution of 4 clusters, not stratified vs. stratified:

edges cut = 19.1%

Stratified partitioning

• J. Nishimura, J. Ugander (2013) “ Restreaming Graph Partitioning: Simple Versatile Algorithms for Advanced Balancing”, KDD.



edges cut = 19.1% 2 strata, edges cut = 18.7% 10 strata, edges cut = 20.9% 100 strata, edges cut = 24.8%

▪ Balance demographic distribution, e.g. degree distribution.
▪ Example: degree distribution of 4 clusters, not stratified vs. stratified:

▪ Balances traits with only small decrease in cut quality.
▪ Very easy to implement with streaming partitioning, also possible with 
METIS (creatively use “multi-constraint partitioning”)

Stratified partitioning

• J. Nishimura, J. Ugander (2013) “ Restreaming Graph Partitioning: Simple Versatile Algorithms for Advanced Balancing”, KDD.
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Statistical methods on networks
▪ Experimental Design: Move from independent sampling to graph-
aware sampling for treatment. Tools: Partitioning, graph sampling.

▪ Experimental Analysis: Bias reduction by accounting for structure.

!

!

▪ Stratified/Block Experiments: Stratified algorithms rather than            
pre/post-stratification. Tools: Stratified partitioning.

!

!

▪ Matching Techniques: Statistical matching (propensity score, etc.) 
techniques for networks. Tools: role discovery, graph matching.

▪ Designing/analyzing experiments to develop/test theories of 
networked social behavior = huge opportunity.



Theory vs Practice


