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Abstract
Mobile Agents are a newly emerging network application technology in which
programs can travel throughout a network to run on machines other than the
originating host.  Extensive research on Mobile Agents has been ongoing for
many years and many Mobile Agent systems have been developed.  However,
there has not yet been any widespread acceptance of Mobile Agents as a viable
technology by the Internet community.  We examine the existing forms of mobile
code technology and suggest using a limited form of Mobile Agent in conjunction
with proxy servers for the purpose of client customization.  We explore the issues
of security, flexibility, deployability, and the utility of client customization using
mobile agents and proxies, with the aim of developing a practical system that can
be integrated into today’s Internet.  The benefits of using these agents for
customization include performance improvements through the reduction of
network latency, as well as improving the client’s interface to distributed data
sources through merging, filtering, and custom displays.
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I. Introduction
Traditional client-server network applications run fixed software on the client and

the server while using the network to transfer messages and data among these hosts.  For
example, take the typical Web browser.  The browser runs at a client connected to the
Internet.  The browser sends document requests to Web servers running on other hosts
connected to the Internet.  These servers process the request and return the document to
the client.  Recently, a new technology for network applications is emerging
[2,6,8,11,13].  This new approach, called agent-based computing, involves programs
themselves being sent across the network from the client to the server or vice versa. A
host on which an agent can execute after being transferred over the network will be called
an agent host.

An example of agent technology is using mobile filters to improve response time
for downloading multimedia over the Web.  Suppose, for example, that a palm-top client
that has a low-resolution black and white display is retrieving high-resolution color
images over the Internet.  The images cannot be displayed on the palm top in their
existing format.   The user would like to run a filter program that will create low-
resolution, grayscale thumbnail representations of the images.  If the filter program runs
at the client, then the user must wait for the entire contents of the high-resolution images
to download to the palm-top.  In the case where the palm-top is on a wireless network, or
even on a wired network if there is congestion, the user could be waiting a long time to
retrieve data that will ultimately not be used.  If the client can send the filter program to
the server from where the images are being retrieved, the images can be filtered before
they are sent over the network to the client.  In this case, the client only downloads data it
can actually use, and the download time is reduced (see Figure 1).  In addition, the
content provider does not have to publish multiple versions of every image for different
displays, saving time and storage space.

In the above image-filtering example, the user has the ability to customize an
application according to the special characteristics of the client system in order to reduce
network latency.  Although there are many potential uses for agents being examined by
various researchers, this paper will focus on using agents for customization as it relates to
improving the end-user performance of accessing a network.  The key benefit of agents in
the context of such customization is that an agent can be placed somewhere in the
network and the communication between the client and that agent is not bound by
standards of fixed protocol implementations.  For example, according to a recognized
Internet standard, Web browsers must communicate with Web servers using the HTTP
protocol.  It is necessary to have such a standard in order to allow interoperation of
arbitrary clients and servers on a massive scale, as we see in today’s Internet.  HTTP has
no built-in provision for requesting that images be filtered into low-resolution, grayscale
thumbnails. If the server does not explicitly provide options for retrieving images of
varying quality as part of the standard Web interface, then it is necessary to dynamically
extend the server to have the capability to filter the images according to the client’s
needs.  Otherwise the palm-top client must wait to download the high-resolution images
and then filter them locally.  Agents can be used to extend the server by sending the filter
to run on the server, or even to run on another network host near the server.

Agents can be used to customize at many levels.  A customized network-layer
protocol could be used to adapt to unexpected or abnormal network characteristics.    For



example, a specialized version of TCP that prioritizes image data based upon its likely
importance to the quality of the image could be used to reduce retransmission of non-
critical data in the face of heavy network congestion.  Customization can also be done at
higher levels such as at the application-protocol level.  There has been much analysis of
the performance of the HTTP protocol and how it might be improved [7,9,10].
Unfortunately, none of these improvements can be implemented unless both clients and
servers agree on a common standard.  With agents, these improvements can be
immediately implemented for communication between a client and an agent sent from
that client.  If the agent is running on the server, or close to it, this protocol customization
could potentially yield significant improvements in performance and flexibility for the
client.

Figure 1. Mobile Image Filter Example

In addition to protocol customization, agents can be used to customize a client’s
view of data in ways not already provided by a server in order to reduce the amount of
data transferred over the network.  For example, when going to the home page of an
online store, one might want to see only products of personal interest.  An agent running
at or near the server could filter the home page of an online bookstore to only show new
books in one’s favorite genres or written by one’s favorite authors.  To find this
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information out by oneself, a number of queries would have to be entered that would
result in retrieving many results of no interest, taking a lot of unnecessary time
transferring data over the network.  A filtering agent, on the other hand, could run these
queries and perform the desired data filtering near the source.   Only data of interest -
would be sent back.  Using agents could improve the Web-surfing experience by
retrieving information more quickly and filtering out information of no interest.
Although many servers may already provide customization options for the client, it is
neither practical nor even possible to predict all possible current or future client needs
when designing and developing the server software and publishing the data.

The rest of this paper will proceed as follows.  First, we review existing agent
technology by describing the different paradigms of agent use.  We then compare these
paradigms in the context of what is most useful for the types of customization we
described above.  Then we look at the benefits and problems of using proxies in
conjunction with agents.  Next we describe the flexibility/security tradeoff for agents,
especially as it relates to using agents for the proposed purposes.  We then survey some
of the existing work on customization of this type, and finally we look at some ideas for a
practical mobile agent system for customization.

II. Agent Paradigms
Although the basic concept of agents -- sending programs to run elsewhere on a

communications network -- is relatively simple, there are a wide variety of
implementation choices when designing an agent system.  These choices yield varying
degrees of flexibility, complexity, security, reliability and performance.  Approaches to
agent system designs can generally be grouped into five distinct categories, adapted from
the classification in [2]: Code on demand, Remote Evaluation, One-Shot Agents, Mobile
Agents, and Active Networks.

Code on demand (COD) differs from the other categories because a code object is
sent from the server to the client.  In COD, a client downloads code from a server in order
to acquire dynamic functionality usually associated with some data to be retrieved from
the same server. If the ability to download code is automated in the client then this
technology obviates the need for a client user to constantly download and install new
programs to deal with new data formats or interfaces.  Examples of COD in common use
today are Java Applets and Web page scripting languages such as Javascript, which allow
scripts to be embedded in Web pages.  For example, when a client visits a specific Web
page it might download a Java applet that provides a sophisticated query interface to a
proprietary database supported by the server.  Since the applet is automatically
downloaded and the GUI is displayed inside the browser window, there is no need for the
client to have prepared in any way to query this specialized database.  In the context of
the World Wide Web, COD can be viewed as a flexible and dynamic means to achieve
fully customizable Web browsing.   Although COD is a form of agent technology, it is
not useful for the types of customization of interest here, where the agent originates at the
client.

Unlike COD, in Remote Evaluation (REV), agents do originate at the client.
This concept was originally introduced by Stamos and Gifford in [13] as an extension to



RPC.  In their version the client could send a procedure to the RPC server.  The client
could then make usual RPC calls to this procedure and results could be returned as per
normal RPC.  REV still has the implicit assumptions normally associated with RPC, that
the remote procedure is collocated with the data it is accessing, and that the client
initiates the procedure call.

The REV paradigm can be generalized to any agent system in which the client
sends some code to be run at a server regardless of the protocols used to transport the
code, run the code, and return results to the client. For example, it is possible that when
code is sent to the server it is immediately executed without waiting for a special
invocation, and is removed from the server upon completion of execution.  We refer to
this paradigm as One-Shot Agents (OSA), since it is actually a restricted version of fully
mobile agents. The defining feature of OSA is that the agent is transported only once to
another host before execution starts.  The agent host is not necessarily the same host as
the server.   For example, an agent may be sent to an agent host because the agent host
has more computational power, even if the data is located elsewhere.  The image-filtering
example previously described is an example of OSA.    OSA gives the client the
flexibility to extend or enhance server functionality by sending code to the server or to a
host near the server.   The service provider does not have to anticipate the needs of every
client.

Mobile agents (MA) can be viewed as an extension of OSA in which the agent
can be transported multiple times among multiple agent hosts, including the client, during
a single logical execution of the code.  The process of changing hosts during a logical
execution is called migration.  To achieve migration the MA first pauses its execution.
Some or all of the MA’s state is packaged and sent to the another host.  The new host
then resumes the execution of the MA.  For example, a comparison-shopping MA might
migrate to a number of competing e-commerce servers, storing the lowest cost or most
desired merchandise (see Figure 2).  The MA migrates to a server, updates its data if it
finds a lower cost item at that server, and then travels to the next server repeating the
same process.  The MA eventually returns to the client with the results.  This might be
beneficial in terms of performance if the computation at each server involves one or more
complex queries as well as filtering out only the desired parts of the results.  It might also
be beneficial if the MA is making complex queries to multiple servers but each server
wants to restrict the client’s access to only certain data.  The servers can monitor the MA
and ensure that the agent only releases the allowed results to the client [1].

Migration of MAs is different from process migration because the programmer
determines the points of migration through the use of a language primitive.  The compiler
can therefore predict migration and performance optimizations can take advantage of this
predictability.  There are a number of mobile agent systems currently in development, all
of which take one of two approaches to agent migration -- weak migration or strong
migration.  In strong migration the execution state and memory contents of the MA are
migrated to the new host.  The MA resumes execution on the new host at the exact
instruction where it paused execution while running on the previous host.  Thus the
migration is somewhat transparent to the agent programmer, although there can still be
noticeable differences since the MA is now running at a new network host with different
resource availability, network address, etc.   In weak migration the entire state of the MA
is not packaged.  Instead, the programmer has the responsibility of storing intermediate



results in predefined memory locations that will be transported along with the agent code.
When the agent arrives at the new location it always restarts at a fixed instruction in the
code regardless of what the last instruction before migration was.  However, the
programmer has access to variables holding any intermediate results that were stored
before migrating.  Although weak migration is less complex to implement than strong
migration, it places the burden of performing proper migration on the programmer.

Figure 2. Mobile Agent Example

Active networks (AN) are an implementation of agents at a logically lower layer
of the software system.  ANs use remote evaluation at the network layer to inform
network routers how to process data packets.  Such processing may include both data
manipulation and routing decisions.  There are two techniques for supplying instructions
to the router that we call signaling and encapsulation, and some systems combine both
[15,16].  Signaling is much like a signaling protocol in that special instructions are sent to
a router in advance that tell the router how to process incoming packets.  The other
approach is to encapsulate the instructions in a data packet.  These new packets are
therefore called capsules.  When a router receives a capsule, it interprets the instructions,
which may involve processing the capsule’s data.  Tunneling, or wrapping capsules
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inside a known packet format, is used to transport capsules across networks that are not
equipped for active network processing.

III. Comparison of Agent Paradigms

Each of the agent paradigms discussed above may be best for certain applications.
However, there are some relationships among these paradigms that should be noted when
considering which paradigm to use.  For example, a version of weak migration can be
implemented as a chain of OSA executions with the intermediate results passed as
parameters when the agent is sent to the next agent host.  On the other hand, strong
migration requires that the agent host have access to the execution state of the agent, such
as the call stack. Mole [14] and Tacoma [8] are two examples of agent systems that use
weak migration to reduce implementation complexity.  Strong migration is clearly the
most flexible of the approaches, but there are some open questions about its performance
and its utility.  The overhead of transporting all of the agent’s state to each host may be
significant, and a competent programmer using weak migration can achieve much of the
same functionality.  Regardless of which type of migration is used, there must be policies
to determine which of the agent’s threads will migrate and how the agent will refer to
threads or other objects which did not migrate with it.  Either there will be an additional
burden on the programmer to maintain consistency and avoid dangling references, or the
system will require a complex distributed garbage collection mechanism.

REV is more restrictive than OSA and MA because it must fit into the basic RPC
paradigm.  Although in many cases OSA and MA might be considered to be competing
technologies since they solve many of the same problems, AN technology is
complementary to both OS and MA.  AN enables customization at the network packet
level, such as customizing protocols to handle congestion and feedback implosion, or to
make dynamic routing decisions.  Since overall network performance depends upon
routers doing their job as efficiently as possible, they cannot be expected to do large
amounts of data processing on incoming packets.  This limits the amount of data
processing that an AN application can reasonably expect to be performed on any given
packet.  In addition, processing of the application-level data unit will probably be
inefficient since the data has already been fragmented into smaller packets.   Since AN
depends upon changes at the network infrastructure level, namely changing router
software, its practicality is dubious and it remains to be seen whether it will gain
acceptance.  On the other hand, MA and OSA have not been widely adopted either, most
likely for security reasons which will be mentioned in Section 5.

Due to its simplicity, OSA is probably ideal for the types of customization being
considered in this paper.  It allows code to be placed elsewhere in the network without
the additional complexity associated with migration, especially since most applications of
this type will probably not require migration.   However, AN may be more useful for
lower-layer protocol customization, assuming the technology ever becomes incorporated
into a significant number of Internet routers.



IV Proxies for Customization and Agents

In addition to agents, another technique for user customization is the use of
proxies.  Proxies are network hosts that act as intermediaries between clients and servers
in a client-server application.  They perform some computation and/or communication on
behalf of the client.  For example a Web HTTP proxy communicates HTTP requests to a
Web server on behalf of the client.  Proxies may be used for a number of reasons.  For
example, a secure LAN containing proprietary or classified information will often open
only a single gateway to the rest of the Internet.  All outside communication from hosts
on that LAN must use that gateway.  In order for users to access the Web from other
hosts on that LAN, their document requests must go through the gateway, and Web
server responses must be routed through that gateway.  Using a proxy is a common
solution.  The client sends the requests to the proxy on the secure gateway, and the
gateway forwards those requests to the appropriate WWW server.   When the gateway
receives the response it forwards the data to the client that initiated the request.

However, proxies are also useful for client customization.   For example the
dynamic distillation work at UC Berkeley [4] has taken this approach.  They use a
cluster-based proxy to perform pre-configured computations on behalf of clients.  The
proxy software is designed to be extensible so that new customizations can be added
easily.  Their focus has been on data-type specific lossy data compression for non-
traditional clients such as palm-tops.

Using proxies for specialized computation can be even more beneficial in
conjunction with agents.  For example, in [5] an agent system is used to run computations
on behalf of a mobile client that has an unreliable and possibly intermittent connection to
the Internet.  A mobile client can launch an agent to perform a task on a proxy, and when
the mobile client later docks to a reliably connected machine it can retrieve the results
from the agent.   This approach is really just an extension to the Berkeley work
mentioned above, making it much more flexible.  The difference is that customizations
can be uploaded dynamically by the user in the form of agents.  Thus, clients can use
agents to effectively program proxies in order to control what the proxies do on their
behalf.  Another significant potential benefit of using proxies in conjunction with agents
is that they allow a smooth integration of agent systems with the existing Internet.  By
running agents on a proxy, existing data servers do not have to change in any way to
accommodate agents.  Instead, the agent uses the legacy server protocols when
communicating with a data server.  The communication between the client and the proxy
may still be completely customized.

 Take the image-filtering example.  If proxies were used, the data server providing
the images to the wireless palm-top would not need to have any awareness that the
images are being filtered.  The client would send the filter to a proxy with a higher-
bandwidth network connection, and the proxy would download and filter the images on
behalf of the client as if it were itself the client.  The filtered images containing much less
total data would then be sent to the palm-top client over the wireless network (see Figure
3).



Figure 3. Proxy with OSA

In addition to the server transparency, there is a security benefit that also may
ease the deployment of agents.  If the client trusts the proxy there is no worry of the
proxy performing malicious actions on the agent. An example where this is a concern is
the migrating comparison-shopping agent mentioned previously. One of the shopping
servers visited by the agent might modify the intermediate lowest price being stored by
the agent in order to fool the agent into purchasing its product at a higher price.

Although there are many benefits to using proxies, there are also some potential
problems.  The promise of agents is that they can be sent “anywhere”  in the network.
Some agent-based applications may depend upon the performance gained by the agent
having close proximity to the data. Traditionally, proxies have been used as a client-
oriented technology.  A single proxy or set of proxies is set up on behalf of a number of
clients such as all of the hosts connected on a single LAN.  These clients are configured
to use this proxy.  If mobile clients are involved than they might use a proxy that has
close proximity to the current client location.  In either case the proxy is relatively close
to the client, not the data server.  This problem will be examined in more detail in the
Conclusion section.

V Flexibility and Security for Agents

As briefly mentioned previously, one of the most likely reasons for not using
agents today is security.  There are two security concerns.  Before hosting an agent, an
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agent host must trust the agent or be confident that the agent cannot violate the integrity
of the host.  Otherwise the agent host administrator is sending out an open invitation for
viruses.  In addition, an agent must be confident that its code and data will not be
modified in any way by any of the hosts to which it may migrate.  However, some of
these security problems arise from the basic assumption of maximum agent flexibility –
that arbitrary anonymous network hosts can send arbitrary agents to arbitrary agent hosts
and that agents are capable of migration [3].   Thus, for example, an agent host is not
guaranteed that it will be receiving agents from trusted sources and it has to find a way to
run untrusted code safely.  Authorization of trusted code is also complicated by
migration.  If an agent travels to multiple sites, and one site trusts the client but does not
trust the previous site, then this site may not wish to authorize the agent’s execution.

Reducing the flexibility of the agent system may reduce or eliminate many of the
security risks.  For example, one can implement a policy that only allows pre-approved
code to be uploaded to an agent host.  The agent would carry a digital signature so that it
can be authenticated, and would only be loaded from a trusted agent repository so that a
secure link can be established between the source and the destination of the code.  In
addition, clients would only send agents to hosts that they trust.  An open question is
whether or not applications can derive any benefit from agents under such constraints.
For example, in [3] the argument is made that many uses of mobile agents involve parties
that cannot trust each other such as competing businesses, and so relying on trust is
inadequate to support many mobile agent applications.   In the case of OSA, this is not a
concern since there is no migration and the agent needs only to trust the single agent host
that runs it.

\I Related Work
In addition to proxy-based customization work such as the previously mentioned

Berkeley research [4], there is also ongoing work in using agents for customization.  Here
we discuss two relevant examples.  At MIT, the ANTS project uses active networks to
customize network-layer protocols [16].  ANTS is a toolkit that combines signaling and
encapsulation for the implementation of custom protocols.  There are sample
implementations of a multicast protocol with group membership and path-forwarding
operations, and a mobile protocol enabling mobile hosts to maintain communication with
fixed hosts while they are moving.   This approach is well suited for customization of
network-layer communication protocols but cannot be efficiently used for customization
at the application layer.

Another project called Mobile Assistant Programming (MAP) runs mobile agents,
or mobile assistants, on top of HTTP to perform customized information gathering on the
WWW [11].  In this case, Web servers act as agent hosts, or MAP servers, by running a
special CGI program that acts as a modified SCHEME interpreter.  This CGI program
receives the mobile code as the data of an HTTP post operation and then interprets the
code.  The mobile agent can retrieve and filter HTML pages and return the results to a
results-collector.   Allowing any participating node to be the results-collector facilitates
disconnected operation of mobile clients, since results can be collected even if the
originator of the mobile assistant is offline. The server includes an authentication
mechanism that provides for discrimination between trusted and untrusted sources of
mobile agents.   They assume that clients trust the MAP servers and that agents can be



transferred securely without being manipulated at any intermediate location.  Mobile
agents do not communicate with each other in this system.  All communication of code
and data is done using the HTTP protocol, which is a logical choice for the purposes of
information gathering on the Web but is not conducive to other types of customization
such as custom application layer protocols.

VII Conclusions
 OSA appears to be the proper fit for the types of customization of interest in this

paper, since it supports much of the desired functionality at reduced complexity.  Using
proxies allows agent use to be transparent to end data servers, easing deployment.  One
approach to solving the problem that proxies are always near the client is to establish a
network of strategically located regional proxies.  For example, RealNetworks™ is
establishing a number of Internet points of presence that can be used for streaming
multimedia applications called the Real Broadcast Network (RBN) [12].  By setting up a
distributed, multi-tiered network of stream “splitters”  they intend to improve the
performance and reliability of streaming multimedia applications. Although the
RealNetworks™ approach is still client-oriented, this same approach might also be
beneficial for agent-based computing.  In this case, an agent could be run on a proxy that
has close proximity to the data server, achieving acceptable performance.  If this network
of proxies is overseen by a single trusted organization, then any client can freely send an
agent to any of these proxies without worrying about the agent’s integrity being breached.
However, a significant scalability problem is introduced.  Proxies would now serve any
client using any service located near to that proxy, instead of serving only a fixed set of
clients. In addition there is the problem of a client dynamically locating a suitable proxy
to run its agent in order to achieve acceptable performance.

The use of a network of trusted proxies has many potential benefits, including
transparent deployment, flexibility of locating the agent near the client or the server, and
reduced security risks if the client sends agents only to such trusted proxies.  For such
purposes, it may be reasonable to restrict the sources of agents to pre-approved trusted
repositories.  In any case, the typical client is not a programmer and thus the sources of
agents will naturally be limited.  However, even under these constraints there are still a
number of issues to be worked out.  A system must be put into place for establishing the
trust of newly developed agents so that application developers can take advantage of the
technology. There must be a solution to the possibility of proxies becoming bottlenecks,
which may involve reservation of proxy resources by Internet service providers.  In
addition, clients must have an efficient means for selecting a proxy to host its agent on
the fly that satisfies location and computation criteria.  The solution will probably involve
directory services that the client can use to look up suitable proxies. Each agent host must
monitor and control resource usage to prevent denial of service (even trusted code may
have bugs or use too many resources).  Finally, the implementation details of the agent
hosts and agents to provide efficient and safe customization, such as implementation
language and security mechanisms, are still to be determined, including whether or not
existing mobile code systems can be used.
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