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Abstract 

We investigate the performance of a randomized coordi- 
nation mechanism for resource access in an autonomous 
decentralized system. Given n users and r resources, each 
user decides to access a resource with probability a, and 
each resource is selected with equal likelihood. The goal i s  
to select a so that mutually conjicting decisions, where 
multiple users try to access the same resource, are mini- 
mized. We present results on the optimal access probabiliry, 
the maximum expected gain, the optimal number of users 
given some number of resources, and the limiting perfor- 
mance as the number of users approaches infinity. We also 
show that given n = kr users and r resources, it is better to 
partition users and resources so that each resource is 
accessed by a separate group of k users rather than to 
allow all n users to compete for all r resources. 

1.0 Introduction 

Resource sharing is a major reason motivating the 
design of distributed computer systems. A resource is an 
object which can be used to get work done. A user is any 
entity which can access (and use) a resource. We are con- 
cemed with decentralized access of resources, where the 
access decision is performed by any one of a number of 
autonomous users which has work to be done. 

Decentralized access is desirable because of speed (due 
to parallelism, and by positioning control decisions near 
relevant resources), reliability (by avoiding a single point 
of failure), autonomy (relatively independent operation 
between users), and scalability (a consequence of symmet- 
ric control relationships). However, due to the inherent 
uncertainty users have regarding each others actions, a 
major problem with decentralized access is that of mutually 
conflicting decisions [1,2]. These are access decisions 
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made at nearly the same time (i.e., less than the time inter- 
val to communicate a message) by a set of users regarding 
the same resource. These decisions may conflict because 
each user is unaware it is one of many users trying to 
access the same resource. 

As an example, consider the following problem. You 
and many others are driving downtown on a highway dur- 
ing rush hour, on your way to a very important meeting for 
which you cannot afford to be late. Over the radio, you 
hear a traffic report which states that there is a major traffic 
jam a few miles ahead of you. You know of a number of 
exits which allow you to take altemate routes (which are 
longer in distance than the route you are currently taking). 
You have several options: 

you can take an altemate route which, while longer in 
distance, may take less time because you may be able to 
travel at a faster speed 
you can stick with your current route whose traffic may 
lessen if many other drivers decide to get off the high- 
way and take alternate routes 

Unfortunately, you must decide quite quickly what to 
do, and then stick with whatever route you think is best; 
you will not have time to correct a wrong decision later. 

What we have here is an autonomous decentralized sys- 
tem: the routes are resources and the drivers are users of 
the routes, control over their use is distributed, and the 
drivers make relatively independent decisions regarding 
their use. How can a situation be prevented where all driv- 
ers heading to the same destination decide to take the same 
route, creating congestion, whereas if the trafiic was bal- 
anced over all routes, congestion is avoided? 

In fact, even if traffic was completely balanced, conges- 
tion may be unavoidable if there are more cars than avail- 
able capacity over all routes. In this situation, it would be 
useful if some drivers would eliminate their cars from the 
traffic so that at least some fraction of drivers will success- 
hlly reach their destinations in time, as opposed to all driv- 
ers being late. 
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What is needed is a method of coordination, defined as 
"the act of managing interdependencies between activities 
performed to achieve a goal" [3]. One possible method is 
for each driver to randomly decide whether or not to get off 
the highways at a resting location and stop, and of those 
that do not stop, a route can be selected randomly to spread 
traffic over different routes. This use of rundom'zun'on as a 
coordination mechanism allows autonomous decision- 
making agents which have limited shared information to 
make decentralized access decisions over a shared space of 
resources in a minimally-conflicting manner. Algorithms 
based on randomization are becoming popular because of 
their simplicity and effectiveness [4]. 

The problem described above is very common in real 
autonomous decentralized systems, where there are many 
resources and many users of resources, and conflicts 
between users all trying to use the same resource simulta- 
neously are detrimental to performance. For instance, in a 
broadcast communication channel, a busy station attempts 
to send when it senses that the channel is free. However, if 
more than one busy station exists, their transmissions will 
conflict, resulting in no messages getting through. In a pro- 
cessor load balancing system, the goal is to assign jobs to 
processors such that no processor is heavily loaded while 
some are lightly loaded. Thus, a processor may decide to 
off-load a job to the least-loaded processor. However, if 
many processors off-load to the same processor, it will 
become overloaded, and the load will remain or become 
more unbalanced. The same situation can happen in a com- 
munication network routing system, where it is desirable to 
distribute traffic across different routes to avoid conges- 
tion. Again, many message sources may decide on using 
the same least-loaded mute, resulting in congestion. 

The goal of this study is to determine some interesting 
properties when using randomization as a mechanism for 
coordination to avoid mutually conflicting decisions in an 
autonomous decentralized system. Specifically, we investi- 
gate the performance of a simple multi-user multi-resource 
randomized access model, where users act in a cooperative 
manner to maximize system performance. This work is 
most applicable where users must act immediately with 
very minimal information. In particular, past information 
regarding previous successes or failures (used effectively 
in many network access protocols to increase performance, 
see [5-71). may not be useful, as in systems where 
resources are accessed to perform time-critical functions 
which must be done immediately or not at all (because they 
are not worth doing late). Or, such information may not 
even be available. 

This paper is organized as follows. In Section 2, we 
describe the decision-making model. In Section 3, we 
present results on performance. Finally, in Section 4, we 
present conclusions. 

2.0 TheModel 

2.1 Randomized Decision-making 

Consider a distributed system with n 2 1 busy users and 
r 2 1 free resources. A busy user has work for which it 
must access a free resource from a shared pool to carry out 
the work. Busy users cannot communicate with each other: 
however, they know (or can compute good estimates 00 
the values n and r. To coordinate their decisions, busy users 
simultaneously make the following two decisions: 

should I try to access a free resource? (yes or no): 

if yes, which free resource? (1,2 ,.... r). 
Both are decided randomly: a busy user will try to access a 
free resource with probability a, and each free resource 
from the pool is selected with probability l/r (i.e. with 
equal likelihood). 

Note that the entire distributed system will also contain 
users which happen to be idle and resources which happen 
to be busy; however, we ignore these and focus solely on 
the busy users and idle resources, and refer to them simply 
as users and resources respectively. We also ignore time: 
the purpose of this model is to understand what happens 
when randomization is used to coordinate their decisions at 
a single point in time. We use this model to take a micro- 
scopic look at an event which occurs in many protocols 
where randomization is used to minimize or to resolve con- 
flicts. This event is simply the simultaneous probabilistic 
access of resources based on very limited information. 

2.2 Resource States 

After these decisions are made, each resource is in one 
of three states: 

wasted (not accessed): 
utilized (accessed by exactly one user): 

congested (accessed by more than one user). 

The only resources that cany out any work are those in the 
utilized state. 

Figure 1 illustrates a system of four users and three 
resources after the users have made their decisions. Users 
1,2, and 4 decide to access resources, while user 3 decides 
not to access. User 1 selects resource 3, and users 2 and 4 
select resource 1. Resource 1 is in the congested state, 
resource 2 is in the wasted state, and resource 3 is in the 
utilized state. 



Figure 1. Example of randomized access. Theorem 1: The optimal access probability a* which max- 
imizes expected gain EG is 

0 user 

0 resource 

2.3 Gain 

System performance is quantified by a gain, 

G = U - PC. @Q 1) 
where random variables U and C are the number of utilized 
and congested resources, respectively, and p is a design 
parameter. The simple interpretation of gain is that it 
increases linearly with the number of utilized resources and 
decreases linearly with the number of congested resources, 
and the ratio of rate of decrease with congestion to rate of 
increase with utilization is p. Thus, p may be interpreted as 
the ratio of the cost of congestion to the benefit of utiliza- 
tion. 

To develop an intuition for some of the forthcoming 
results, consider the following two special cases, which we 
will refer to throughout the rest of this paper: 

CONGESTION-INSENSITIVE: P = 0, G = U  

CONGESTION=UTILIZATION: P = 1, G = U  - c 
In a CONGESTION-INSENSITIVE system, only the 

number of utilized resources contribute to the gain; thus, 
congestion is considered unimportant. However, in a CON- 
GESTION=UTILIZATION system, the cost of a con- 
gested resource exactly balances the benefit of a utilized 
resource in the gain; thus, congestion and utilization are 
equally important. 

3.0 Performance Results 

3.1 Optimal Access Probability 

The optimal access probability a* is the probability 
with which users should independently decide to access 
one of the r resources in order to maximize the expected 
gain EG. It is a simple function of n, r, and p: it is directly 
proportional to r, and inversely proportional to n (but 
bounded by 0 and 1 since it is a probability). 

r otherwise 
\ ( I +  P b - P  

Proof: Define r random variables Vi, 1 I i I r ,  where Ui = 
1 if resource i is utilized, and Vi = 0 otherwise. The random 
variable U can be expressed as XUi. Similarly, define r 
random variables C;, 1 I i S r ,  where Ci = 1 if resource i is 
congested, and Ci = 0 otherwise. The random variable C 
can be expressed as ZCi. Since the expectation of a sum is 
the sum of expectations, 

r r 

i= 1 1=1 
EG = E U -  PEC= C EUi - p.C ECi. @Q 3) 

Since U; is an indicator random variable, EUi is the proba- 
bility that resource i is utilized. The probability that one 
user decides to access resource i is cxlr; the probability that 
the other n - 1 users decide to do otherwise is (1 - ah-)"-'. 
Since there are n different choices for which user accesses 
resource i ,  

(EQ 4) 

Similarly, since C; is an indicator random variable, ECi is 
the probability that resource i is congested, and can be 
expressed as ECi = 1 - Prob(resource i wasted) - Prob(re- 
source i utilized). We already know Prowresource i uti- 
lized) = EU;; we need to determine Prob(resource i 
wasted). This is the probability that all n users do some- 
thing other than access resource i; which is (1 - cllr)". 
Therefore, 

@Q 5 )  

Combining (4) and ( 5 )  according to (3), and simplifying, 

Differentiating with respect to a, simplifying the result and 
setting it equal to zero, 

aEG 

The probability which maximizes expected gain is 
obtained by solving for a, which results in (2). H 

In a CONGESTION-INSENSITIVE system, when n is 
less than r, a user should always decide to access a 
resource. When n is greater than r, then the ratio rln is the 
probability that a user should decide to access a resource. 
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In a CONGESTION=UTILIZATION system, the optimal 
access probability for a given r decays more rapidly with n 
than for a CONGESTION-INSENSITIVE system. This is 
to be expected, since there is a cost for congestion in the 
former but not in the latter. 

Figure 2 illustrates optimal access probabilities for 

TION=UTILIZATION systems, for selected values of r 
and n. 

both CONGESTION-INSENSITIVE and CONGES- 

FIGURE 3. Normalized Maximum Expected Gain. 
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Figure 3 is a graph of EG*/r, maximum expected gain 

normalized by the number of resources, as a function of n, 

TIONSJTILIZATION systems. Since the largest E G * / ~  
can be is one (i.e., perfect utilization of all resources), it 
can be seen that these systems rarely achieve this level of 
utilization, even though the optimal access probability is 
being used to obtain the maximum expected gain. Thus, 
coordination based on randomization with information lim- 
ited to n, r, and p, is not very effective (but is more effec- 
tive than no coordination at all, e.g. all users try to access 
resources). It is only when there is exactly one resource 
and one user that there is perfect utilization; this is an obvi- 
ous result, since there can be no congestion, and there is no 
need for coordination. 

The curves in Figure 3 also suggest that the normalized 
maximum expected gain settles to an asymptotic value 
which we will determine below. 

for both CONGESTION-INSENSITIVE and CONGES- 
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3.2 Maximum Expected Gain 

We now determine the maximum expected gain given 
that all users use the optimal access probability to access 
resources. 

Theorem 2: If all users decide !o access resources using 
the opt iyl  access probability a , the maximum expected 
gainEG is 

3.3 Optimal Number of Users 

Consider the number of users needed to make optimal 
use of a given number of resources. If there are too few 
users, the resources do not get utilized: if there are too 
many users, the resources get congested. Is there some 
number which balances this trade-off? The answer is yes. 

@Q 7) 
- Br otherwise 2- 1 

Proof: Substitute (2) for a in (6). and simplify. 



Before this can be proven, we need to h t  prove two lem- 
mas which follow. 

Lemma 1: Define g(z) = z + In( 1-z), z I 1. 

g(z) = 0 for z = 0, and g(z) < 0 for z # 0. (EQ 8) 
proof: For z = 0, g(z) = 0 by substitution. For 0 < z I 1, g(z) 
is monotonically decreasing since ag(z)/& = -z/(l-z) e 0. 
Since g(O)=O and g(z) decreases as z increases from 0 to 1. 
g(z) < 0 for 0 e z I 1. For z < 0, g(z) is monotonically 
increasing since g(z)/& = -z/(l-z) > 0. Since g(0) = 0 and 
g(z) increases as z increases f" -00 to 0, g(z) < 0 for z e 0. 

Later, we will make use of the fact that g(z) is an 
increasing function as z increases from -00 to 0, reaches its 
maximum g(0) = 0 at z = 0, and is a decreasing function as 
z increases from 0 to 1. 

Lemma 2: Define 

f l k )  is monotonically decreasing. 

hf: We will show that the derivative offik) with respect 
to k is less than zero: 

The first factor is less than zero by Lemma 1, and the sec- 
ond factor is greater than zero by inspection; therefore the 
result is less than zero. 

We are now ready to prove the following theorem. 

Theorem 3: Given r resources, the optimal number of 
users n* which maximizes the maximum expected gain 
EG* is 

Proof: By cases, r = 1 and r > 1. If r = 1, then EG* = 
( l+B)f (n)  - P. Since@) is monotonically decreasing, its 
maximum value occurs when n is at its minimal value, in 
this case, n = 1. If r > 1, consider the two subcases, n > 
(r+P)/(l+P) and n I (r+p)/(l+p). If n > (r+P)/(l+p), then 
EG = (1+P) f ( n )  - p r. Since An) is monotonically 
decreasing, EG reaches its maximum value for some n I 
(r+P)/(l+!). If n I (r+p)/(I+p), EG* = ((1+P)n - p) + pr) 
(1- - P r. To find the maximum value of EG*, take 
the derivative with respect to n, set it equal to 0: 

Solving for n, we get 

nc* is the optimal value of n if n is continuous. However, 
we need to determine n*, the integer value which maxi- 
mizes EG*. We will show that nc* is between (r+P)/( l+P) - 
1 and (r+P)/(l+P), and that the integer between these two 
values is n*. After some algebra, (r+P)/(l+P> - 1 < nc* < 
(r+p)/(l+P) implies r-1 < -l/h(l-l/r) < r. The left side r-1 
e -l/ln(l-l/r) implies g(-l/(r-1)) e 0, which we know is 
true by Lemma 1. The right side -l/ln(l-l/r) < r implies 
g(l/r) < 0, which we know is true by Lemma 1. Recall that 
g(z) is an increasing function as z increases from -w to 0, 
reaches its maximum g(0) = 0 at z = 0, and is a decreasing 
function as z increases from 0 to 1. Thus, n* is the integer 
between (r+p)/(l+P) - 1 and (r+P)/(l+P). If there is no 
integer between these two values (i.e., both (r+P)/(l+p) - 1 
and (r+p)/(l+p) are themselves integers), then n* can be 
either (r+p)/(l+p) - 1 or (r+P)/(l+P), because both will 
produce exactly the same value for EG* (simply substitute 
either value for n in (7)). W 

In a CONGESTION-INSENSITIVE system, the opti- 
mal number of users is equal to the number of resources in 
the system. In other words, it takes r users to best utilize r 
resources; below this value resources tend to be wasted, 
and above this value, they tend to get congested. In a CON- 
GESTION=UTILIZATION system, fl* = (r+l)/2. Thus, if 
the cost of a congested resource exactly balances the bene- 
fit of a utilized resource, the optimal number of users is 
roughly half the number of resources. For the general gain 
function G = U - Pc, n* = ( r+p)/(~+~) = r/(l+p) + p/(1+~> 
= r/P + 1 for large p: in words, if the cost of congestion is p 
times the benefit of utilization, the optimal number of users 
is roughly 1/P the number of resources, plus one. 

3.4 Unlimited Load 

Consider the situation where there is a very large num- 
ber of users relative to the number of resources. We 
hypothesized from Figure 3 that the maximum expected 
gain settles to some value. This is indeed the case; the 
asymptotic value is given as follows. 

where e is the base of natural logarithms. 
In a CONGESTION-INSENSITIVE system, the 

asymptotic value is simply rle. Since the maximum 
expected gain is normalized by r in Figure 3, the value to 
which the curves settle to is l/e. This result says that when 
the number of users becomes very large, the asymptotic 

81 



best performance that the system can produce is given by 
(12). Over multiple time steps, if the system is memory- 
less, the best performance is still given by (12) at each time 
step. This generalizes Abramson’s classic result [8] for a 
slotted ALOHA channel (which is the sole resource), 
which says that a maximum throughput of l/e is achieved 
when the offered channel traffic rate is 1. In a CONGES- 
TION=UTILIZATION system, the asymptotic value is 
(2e-’n - 1)r. 

3;s Pooling versus Partitioning 

We now ask the interesting question: given r > 1 
resources and n = kr users for some integer k 2 1, is it bet- 
ter for all n users to jointly compete for all r resources by 
pooling them, or is it better to partition the system a priori 
into r subsystems operating in parallel, each subsystem 
containing only k users which jointly compete for a single 
resource? An example is illustrated in Figure 4. 

FIGURE 4. Is It better to pool or to partition? 

I 1 I  i 

-- 
Pooled Partitioned 

0 user 
resource 

The answer is eat  it is always better to partition. We 
use the notation EG ( n ~ )  to signify the maximum expected 
gain given n users and r resources. 

Theorem 4: Given r > 1 and n = kr for some integer k 2 1, 

rEG*(k,l) >EG*(kr,r). (EQ 13) 
PrOoT: Since n = kr for k 2 1, n 2 (r+p)/(l+p). Using (7) 
and (9, 

tEG*(k,l) -EG*@J) = (l+p)r(f(k) -m)). 
Since k < kr and m) is monotonically decreasing, flk) > 
W). 

4.0 Conclusions 

We have presented performance results for a random- 
ized coordination model where the only shared information 
is r. n, and p. The results include the optimal access proba- 
bility, the maximum expected gain, the optimal number of 
users for a given number of resources, and the limiting 
maximum gain as the number of users increases without 
bound. The optimal access probability is a simple function 
of r, n, and p: it is directly proportional to r, and inversely 
proportional to n. The maximum expected gain is relatively 
low when there are many users: while perfect system 
would always access all r resources with no conflicts, a 
system based on this random mechanism will successfully 
access roughly rle resources (for b=O. and less as 
increases): however, this is better than if there were no 
coordination mechanism at all. Finally, under this random- 
ized coordination model, it is better to partition resources 
rather than to pool them. 
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