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Abstract 

Each job  scheduling agent in large decentralized load 
balancing systems generally has a set of remote hosts 
(i.e. i ts  scope of control) t o  consider for ofloading 
when the local load is too high. Typically, each agent’s 
scope of control includes all the hosts in the system. 
W e  investigate the potential performance benefits of 
limiting the size of each agent’s scope of control. The 
larger the scope of control, the less often state informa- 
t ion can be communicated, and old state information 
can lower the quality of load balancing decisions. The 
smaller the scope of control, the less opportunity an 
agent has forfinding a lightly loaded host for ofload- 
ing. Agents adaptively modify their scope of control 
over time based on feedback regarding the success of 
load balancing decisions and act as a self-organizing 
system t o  eficiently share available processing power. 

1 Introduction 

We investigate how a system of agents which sched- 
ule jobs on servers can efficiently share processing 
power through load balancing. The goal is to send 
jobs to lightly loaded servers to improve some perfor- 
mance metric, such as response time. As the number 
of servers connected by a network increases, the op- 
portunity for finding lightly loaded servers increases, 
increasing the potential for improved performance. 

We say that an agent controls a server if the agent 
has the potential of sending a job to the server. This 
type of control implies that an agent exerts influence 
over the behavior, that is, the state evolution, of a 
server. The system does not have any additional con- 
trol activities (even between an agent and its “local” 
server). An agent’s scope of control is the set of servers 
the agent controls. In typical systems, the scope of 
control for all agents is the full set of servers. 

A problem arises if many agents currently have a 
job to place and each views the same server as the 
best candidate for offloading. If they all offload to 
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the same server, this server will then become (highly) 
overloaded. Thus, while each agent makes what it con- 
siders to be the best decision based on its own view 
of the state of the servers, by ignoring the decisions 
that may be made by other agents, a problem of mu- 
tually conflicting decisions arises [l, 21. This can oc- 
cur if all the agents share a common but aged view of 
the current loads, because they obtain state informa- 
tion by periodic broadcasts by servers. This view is 
based upon the most recent broadcast, and may cause 
many agents to view the same server as the best can- 
didate for offloading. The larger the delay between 
broadcasts, the more jobs that come into the system 
during the time frame and more activity at the can- 
didate server goes unnoticed. Other servers may be- 
come more favorable if they rapidly complete jobs but 
this will go undetected until the next broadcast. This 
problem is exacerbated as the size of the network gets 
larger, since the number of agents which can offload 
to the same server increases. 

Instead, we propose to limit the scope of control 
of each agent to reduce this conflict. Each agent au- 
tonomously determines its own scope of control us- 
ing a probabilistic mechanism to decide which servers 
are included. An agent will select the least loaded 
server according to its current view of the loads of the 
servers within its scope of control. We determine the 
system performance for different numbers of agents 
and servers, and for different (average) sizes for scopes 
of control. We also consider adaptive agents which 
learn optimal sizes for their scopes of control using 
the reward-penalty scheme of stochastic learning au- 
tomata, and act as a self-organizing system. 

Our model of scope of control allows us to inves- 
tigate the general area of dynamic group formation 
in distributed systems. The set of all scopes of con- 
trol at  any particular time implicitly determine an in- 
teracting group of agents. In Section 2, we describe 
the evolution of research in distributed load balancing 
from static system state to dynamic system state and 
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from static group formation to dynamic group forma- 
tion [3]. In Section 3, we detail the control space and 
the feedback mechanism of the scope of control model. 
Experimental results are presented in Section 4, and 
conclusions are presented in Section 5. 

[DIDlnl  - static load balancing 
- deterministic strategy 
- probabilistic strategy 
- static partitions 

2 Related work 

[DID131 
- explicit search for 

optimal group 
- communication 
- static payoffs 

In a distributed system, job schedulers can improve 
performance by sharing processor power. The goal of 
load balancing is to distribute the jobs among the pro- 
cessors to balance the length of the job queues and, 
hence, improve some performance metric such as re- 
sponse time, throughput, or utilization. Typically, it 
is assumed that all of the processors are under the 
control of all of the job schedulers. 
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Fig. 1: Research Areas for Load Balancing 

We summarize some of the previous research, and 
this current study, in Fig. 1 where two dimensions, 
system state and group formation, yield four areas for 
research in load balancing based on static or dynamic 
properties. 

Some research concentrates on the static environ- 
ment where the global state is assumed to be constant 
and communication is not required [4, 5, 61. Typi- 
cally, the problem can be solved analytically and the 
solution holds for all time, ignoring any fluctuations in 
the system state. Other research examines a dynamic 
environment where the global system state changes 
over time and communication is required to maintain 
a view of the global system state [7, 8, 91; we call this 
the state update problem. In this quadrant, the behav- 
ior of the system is not known in advance and adaptive 
strategies are appropriate. In [lo, 11, 121, stochas- 
tic learning automata receive feedback based on the 
processors’ queue lengths. The models of [12, 131 
are tuned for a load balancing application with dy- 
namic characteristics (e.g. Poisson arrival rates and 

exponentially distributed service times). Another dis- 
tributed scheduler is market-based [14] where man- 
agers participate in the bidding for processing power; 
their cash flow indicates their role in the distributed 
system. Managers with currency surpluses are ac- 
cepting many jobs or offloading very few and man- 
agers with currency shortages are either generating 
too many jobs or accepting too few. 

The previous research is by definition static in the 
group formation dimension since the entire system 
corresponds to the group (with the exception of [15] 
where optimal static partitions are examined analyt- 
ically). In [3], we extend the group formation di- 
mension by considering dynamic characteristics. Our 
choice of a probabilistic strategy for group formation 
has been influenced by the randomness of biological 
interaction [16] and computational ecologies [17]. We 
show an adaptive strategy in the dynamic formation 
of groups is globally optimal for a static load balanc- 
ing application. That is, agents dynamically make 
decisions whether to work together in groups or to 
work alone, but only in the context of static system 
state, hence avoiding a queueing problem. However, 
the agents require sufficient communication to make 
the optimal decision concerning group formation. 

In this study, we begin examining the remaining 
quadrant of dynamic group formation and dynamic 
system state. Although the agents do not explicitly 
agree to work together in a group, there is an implicit 
interaction via the overlapping of the scopes of control. 
The system state is dynamic because the queue lengths 
change according to probabilistic arrival and service 
times. As in two other quadrants, we expect that  
adaptive strategies, in particular, stochastic learning 
automata, will prove useful in this remaining quad- 
rant. We show that a system behaves significantly 
better with dynamic group formation than a system 
with one large static group. 

3 Dynamic scope of control 

In this section, we detail the control space and the 
feedback mechanism on randomized decisions concern- 
ing the scope of control; the model is summarized in 
Fig. 8 a t  the end of the paper. 

Each agent i receives a stream of jobs at arrival 
rate X i  jobs/sec. Upon arrival of a job, agent i makes 
a decision Di on which server j t o  send the job for pro- 
cessing. A job will typically be queued a t  the chosen 
server for some length of time before actually being 
processed by the server. Each server j can process 
jobs at  service rate pj jobs/sec, and has a load of L, 
waiting or in-service jobs. The total of the waiting and 
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processing times determines the response time for the 
job. In this study, the goal is to minimize the average 
response time of all the jobs in the system. 

Each agent i autonomously maintains a control set 
Ci, which is a set of servers which the agent will use 
to  select a server for offloading jobs. Example con- 
trol sets for agents i and k are shown in Fig. 2. Note 
that any relationship between Ci and ck is possible, 
including intersect, disjoint, include, etc. The over- 
lapping and transitive nature of the control sets imply 
a group formation. Since the agents do not explicitly 
choose to work with other agents, these are implicit 
group formations. 
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Fig. 2: Agents’ Control Sets in a Partition 

The system may be divided into many partitions 
(by an external system designer), where N is the size 
of each partition and an agent is not allowed to control 
a server outside of its own partition; that is, j can 
only belong to  Ci if both i and j belong to the same 
partition. Unless otherwise noted, we will assume that 
only a single partition exists ( N = n ) .  

centralized decentralized 

resource 

controller concurrency m g  IXj I 
f 

Fig. 3: The Control Space 

The control set model allows a simple presentation 
of the various degrees of control that are possible in a 
distributed system, that is, the control space, Fig. 3.  
The two dimensions of the control space measure the 
amount of concurrency in controlling and in being con- 
trolled, respectively. The agents are the controllers 

and the servers are the resources being controlled. 
This model is similar in spirit to [18] who defines the 
two dimensions of the control space as the number of 
multilateral controllers and the number of multilat- 
eral resources, as measured by a particular ordering 
function. 

We define the set of agents which control resource 
j to be X j  = { i l j  E Ci}. Therefore, maxj lXjl is a 
measure of the number of agents which concurrently 
control one resource (the z-axis). Likewise, m q  lCil 
is a measure of the number of resources which are 
concurrently controlled by one agent (the y-axis). This 
leads to five extreme conditions for control as labeled 
in Fig. 3: 

0 decentralized control: all agents control all re- 
sources 

V i  Ci = { 1,2,  ..., n} (1) 
0 centralized control: one agent controls all re- 

sources 

3iCi = {1 ,2 , . . . ,n}  A Vk # iCk = q5 (2) 

0 concentrated control: all agents control the same 
resource 

3j  Vi  Cj = {j} (3) 
0 localized control: all agents control their own re- 

source 
V i  Ci = { i }  (4) 

0 noncontrol: no agent controls any resource 

In this study, the determination of the control set 
is made probabilistically upon arrival of a job a t  the 
agent. Randomized decisions are useful for three 
reasons: to break symmetry in distributed systems, 
to reduce the need for complex interactions among 
the agents, and to easily incorporate adaptive feed- 
back mechanisms. Let the control set probability 
c i j=PrU E Ci]. Each agent i uses a randomizing de- 
vice with n inputs, the c i j ,  to determine its control set 
Ci. The expected size of the control set is simply 

n 

ElCil = &j. (6) 
j = 1  

After deciding upon a control set, agent i selects the 
least loaded server j, according to  its view of L, ,  the 
load of server j, such that j is in its control set. (If 
there is more than one candidate server, then the agent 
randomly picks one of the candidates. To insure that 
an agent’s scope of control contains at least one server, 
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in the unlikely event that  Ci = 4, agent i selects server 
i by default.) 

Let us consider some special cases. In the most d e  
centralized case, all cj j=l:  every agent controls every 
server. Assuming exponentially distributed interar- 
rival times and service times, an upper limit on perfor- 
mance is determined by an M / M / n  queueing system 
(where n is the number of servers); effectively, there is 
a single agent which always knows the state of all the 
servers and insures that no job is ever kept queued if 
there is an available server. Of course, with non-zero 
delays in the communication of queue lengths between 
distributed agents and servers, one can expect that 
performance will be less than that of an M / M / n  sys- 
tem. In fact, we observe an optimality gap compared 
with an M / M / n  system due to the delay in commu- 
nication. 

The other extreme is the most localized case, all 
cij=O with the exception of cii=l;  then the system 
behaves as a set of isolated hosts. Its performance is 
determined by ten M / M / l  systems. This completely 
eliminates the potential for mutually conflicting deci- 
sions as well as any performance gains which may be 
derived from the shared use of resources. Our experi- 
ments show that the optimal cij falls between the two 
extremes and is much less than 1 for large delay or 
large network size. 

There are many ways that an autonomous agent 
can modify cij over time. One simple mechanism 
is based on the reward-penalty scheme of stochastic 
learning automata [19]. Given a particular destination 
decision D i = j ,  the probability ci, of server j appear- 
ing in the control set C ,  in the future should either be 
increased or decreased based upon the success of the 
decision. A good decision increases cij by +U( 1 - cij)  
and a bad decision decreases cij by -bcij where a, b 
are learning constants. This very simple rule has been 
shown to have effective equilibrium-seeking properties 

The difficult question is how to determine the suc- 
cess of the decision. What appears to be a good des- 
tination to one agent may also appear to be a good 
destination to another agent that has received a job 
and has no better opportunity within its own control 
set, based upon the aged view of the system load. We 
have chosen to reward or penalize a decision accord- 
ing to the following rule. A job is sent to server j 
whose actual load is Lj upon arrival and the expected 
time this job will be queued, waiting for the proces- 
sor, is L j / p j .  A reward is returned to the sending 
agent during the next broadcast if this waiting time is 
less than what would be expected from the entire sys- 
tem operating (very) efficiently, W: . If we assume ex- 

~ 9 1 .  

ponentially distributed interarrival and service times, 
then this is just an M / M / n  system and W r  can be 
determined by queueing theory (the result is shown in 
Fig. 8). A penalty is returned if the expected wait- 
ing time is greater than W:. If the distributions are 
arbitrary, then some estimate of the expected waiting 
time for the entire system configuration must be made 
available. 

In our model, the required communication is the 
periodic broadcast of queue lengths, the transmission 
of offloaded jobs, and the return of reward or penalty 
flags from the server during the next broadcast. There 
is no communication between the agents. The model 
does not contain a component for the cost, in terms of 
message transmission, for offloading a job. This can be 
made more realistic by using a threshold between local 
and remote queue lengths before offloading. However, 
this is dependent upon individual system characteris- 
tics and we assume small transmission times in order 
to make direct comparisons to an M / M / n  system. 

4 Experiments 

We present the results of several simulations to 
make four points. First, for large delay between broad- 
casts, it is important that all agents do not control all 
servers. Second, agents which use a reward-penalty 
scheme can learn the optimal probability for control- 
ling other servers. Third, without using control sets, 
it is better to have smaller partitions at  the sacrifice of 
using shared resources. And last, those servers with 
faster processors will tend to belong to control sets 
more frequently. 

4.1 Broadcast delays 

Fig. 4 shows the results of a simulation where cij=c 
(all cij are set to the same value) is fixed for each 
run; that is, the agents do not exhibit adaptive be- 
havior. The results show the response time over dif- 
ferent initialization of cij=c for three different com- 
munication delays. The baselines for an M / M / l  sys- 
tem (localized controller) and M / M / n  system (cen- 
tralized controller) are also shown. For a negligible 
delay (T=O.Ol/pi) ,  the system approximates the op- 
timal M / M / n  system for any reasonably high c.  Note 
that both adaptive and non-adaptive agents, initial- 
ized with cij=O, will perform according to M / M / l  
since there is never an opportunity to offload to an- 
other server (and receive a reward in the adaptive 
case). 

The key point of Fig. 4 is that  for a large delay, 
the performance a t  high c is poor, in fact worse than 
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N=n=lO, )r,=9.5, p,=10, a=O, b=O, 5 runs(1000nec) 
3.0 - 

CI 2 2 . 5  T=10 
L 

0’ I 0 . 2  0 . 4  0 . 6  0.8 1 

Fized Control Set  Prob c i j ( t )  = e 

Fig. 4: Effects of Broadcast Period (T in l/p) 
and Non-Adaptive Controls Sets 

an M / M / 1  system. For cij=1, all agents control all 
servers (decentralized control) and the potential for 
many agents to select the same lightly loaded server 
is high (especially given the high ratio of X/p). It 
is important to note in these results that, whenever 
the ci j  are fixed at 1, the control set mechanism is 
essentially disabled; that  is, the agents behave accord- 
ing to the typical protocol of all agents controlling 
all servers. The optimal value of cij=0.2 reduces the 
potential for mutually conflicting decisions but still 
allows the shared use of resources. 

N=n=lO, X,=9.5,p,=lO, 0=.05, b=.01,5 runs(l000sec) 

: I  0.2 0 . 4  0.6 0 . 8  

Initial Control Set Prob c , j ( O )  = E I . O’ 

Fig. 5: Effects of Broadcast Period (T in l/p) 
and Adaptive Controls Sets 

Fig. 5 shows the results of the same experiment 
but with learning constants a=0.05 and k 0 . 0 1 ;  that 
is, the agents are initialized to a particular cij=c 
(the z-axis), but are allowed to  independently adapt 
over time. Formally, this is called a reward-€ penalty 
scheme [19]. For the three delays shown, the agents 
successfully adapt over time, regardless of initializa- 
tion, and achieve the optimal gain as predicted in 
Fig. 4 (in the extreme delay case, the performance 
improves by nearly a factor of four). Again, the only 
exception is with initialized value cij=O which pro- 

hibits the agents from learning that other servers may 
be a good target for offloading. 

Note that the system with the largest delay still 
cannot perform as well as the system with the negli- 
gible delay, which approximates an M / M / n  system. 
We conclude that this optimality gap is due mainly to  
the delay in communication. Of course, more frequent 
broadcasts may create a bandwidth problem with as- 
sociated losses in performance. We note that,  with 
the use of randomization for the determination of the 
control sets, there are bound to be some non-optimal 
decisions contributing to the optimality gap. 

4.2 Network size and partitions 

We now consider the effects of increasing the size 
of a network or, alternatively, partitioning a network 
into smaller subsets. Consider a system designer who 
expects the system load to increase in the future and 
can purchase new hosts to keep the average arrival rate 
(Xi) constant into each host. What can be expected 
in terms of response time? Fig. 6 shows the results 
of increasing the network size n for a fixed value of 
the broadcast delay (T=2/,4). Unfortunately, with- 
out the control set mechanism (cij =l), the response 
time increases with the network size TI. Of course, the 
larger network is handling more system load. This also 
ignores any further delay due to bandwidth problems. 
On the other hand, with control sets (cij=O.l to 0.3), 
the response time improves but only marginally for in- 
creasing network size. The optimality gap still exists 
due to the delay in communication. Note that the gap 
is with an MIMI10 system, even for a network with 
thirty hosts. 

* I  N=n, ,4,=9.5,p,=lO,T=Z/p., o=O, b = O ,  5 runs(1000sec) 

0 . 2  0.1 0.6 0.8 

Fized Control Set  Prob c . j ( t )  = e 

Fig. 6: Effects of Network Size ( n )  and Non- 
Adaptive Controls Sets 

Now we consider a system designer with a fixed 
set of hosts and a fixed load. Should the system be 
partitioned into smaller sets such that an agent can 
only offload to hosts within the same partition? Fig. 7 
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shows the results of four different partition schemes. 
All simulations use T=lO/pi  and non-adaptive agents 
so that we may predict the optimal c. First, if N=l, 
the hosts are isolated from the network and the perfor- 
mance approximates an M / M / l  system for each host. 
Second, if N=10, this one large system is the same 
experiment as in Fig. 4 and has the same poor result 
for cij=l.  Third, if N=2, the system consists of five 
partitions of pairs and actually has the best perfor- 
mance of any partitioning scheme if C i j = l  (i.e. the 
control set mechanism is disabled). And last, if N=5, 
the system consists of two partitions of five hosts and 
has the best performance for mid-range values of c. 

n=lO,X,=9,5,~,=10,T=lO/~,, a=O,b=0,5 runs(1000sec) 
3.0) I 

; I  $ 7 5  . .A 

0 . 2  0 . 4  0.6 0.8 

Fized Control Set Prob c i j ( t )  = c 

Fig. 7: Effects of Partition Size ( N )  and Non- 
Adaptive Controls Sets 

If a system designer is faced with this large delay 
and does not use control sets (or some equivalent), 
then the best partitioning is by pairs. However, at 
different values of c, different partitions are optimal. 
Overall, the best partition is N=10 (i.e. one large 
system) and this still occurs at  cij=0.2. One large 
system is best because it has more potential for utiliz- 
ing lightly loaded processors. The best performance 
that pairs of hosts can expect is limited by M / M / 2  
systems. Of course, an MIMI10 system has a bet- 
ter limit which can be approximated roughly with the 
control sets. 

The results show that,  with the control set mecha- 
nism, it is always best to have one large partition so 
that all system resources may be shared. (We conjec- 
ture that c+=2/n is the optimal value for the control 
set probabilities.) The improvements are marginal for 
increasing network size due to the optimality gap of 
delayed communication. 

4.3 Heterogeneous systems 

The previous experiments are for homogeneous sys- 
tems, that  is, uniform arrival and service rates. We 

now consider the effects of heterogeneous systems in 
Table 1. 

The first experiment assumes heterogeneous arrival 
rates by dividing n=10 hosts into five hosts with large 
arrival rates (Aj=14.5) and five hosts with small ar- 
rival rates (Aj=4.5). Let l i j  be the average of the 
steady-state ci, over all hosts i with respect to just 
the hosts j within the specified group. Note that Zij 
for hosts j in the high arrival set (0.38) is approx- 
imately the same as l i j  for hosts in the low arrival 
set (0.36). Different arrival rates only affect the total 
load into the system. The equally-powered processors 
should still be utilized in a uniform manner. 

Table 1: Heterogeneous Systems 

Heterogeneous X 
host, 1,2,3,4,5 6,7,8,9,10 

A3 14.5 4.5 
P 3  10.0 10.0 - 
ct3 0.38 0.36 
U 0.13 0.08 

Heterogeneous p 
host, 1,2,3,4,5 6,7,8,9,10 

A3 14.0 14.0 
P3 20.0 10.0 
c v  0.38 0.20 - 
U 0.13 0.08 

The second experiment assumes heterogeneous ser- 
vice rates due to five hosts with double the process- 
ing power (pj=20.0) than the remaining five hosts 
(pj=lO.O). This has a significant impact on the adap- 
tive behavior of the agents. The Ei, for hosts j with 
double the processing power (0.38) is approximately 
double the average for the low-powered hosts (0.20). 
This illustrates that the reward-penalty mechanism 
is effective in perceiving the advantages of including 
high-powered hosts more often in the control sets. The 
system is self-organizing in the face of heterogeneous 
processors. 

5 Conclusions 

We have shown that,  with large delay, i t  is not good 
to allow every agent in a network to  offload to any 
server in the network. Although a large system has the 
potential for the shared use of resources, agents may 
make mutually conflicting decisions by overloading ap- 
parently lightly loaded processors. However, an adap- 
tive mechanism which restricts the number of servers 
that an agent may consider at any one time, mitigates 
the mutually conflicting decisions and still allows the 
shared use of resources. The system is self-organizing 
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even with heterogeneous processors. 
Without the control set mechanism (or its equiva- 

lent), a designer should partition a system into smaller 
sets, and for our example, the optimum is pairs of 
hosts. With the control set mechanism, a system 
should not be partitioned at all, but response time 
improves marginally for larger networks. 

This study has examined the research area of group 
formation in distributed systems. An adaptive strat- 
egy for implicit dynamic group formation can yield 
much better performance than one large static group. 

constants 
n number of hosts in the system; hosts i , j  E ( 1 ,  nl - - -  
N 
a, b 
A, 
p, 
T 
W,“ 

number of hosts in a partition 
learning constants for control set probability 
mean arrival rate for i (in jobs/sec); A = 
mean service rate for i (in jobs/sec); p = g:, 
period for broadcast of load information (in l / p , )  
waiting time in queue for M / M / n  system (in sec) 

time variables 
C, control set C,  = {jli controls j }  
L, D, destination D, = min { L J ( t ) / p J  i f j = i  

JEC, L1(t- t%T)/pJ if j # i 

load at j including in-service (in jobs) 

clJ control set probability cIJ = Pil i  E C,]  
cIJ = 0 if i ,  j 4 same partition; otherwise 

+o(l-cIJ) if D, = j W’ < W N  

otherwise 
if D,  = j A W! > W> 

Wi = L J / g , ,  waiting time for M / M / l  system 

gain function 
G G = l/jZ, mean service time for system (in sec) 

Fig. 8: Model of Dynamic Scope of Control 
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