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Abstmct A set of performance scenarios as a function 
of periodic communication is hypothes ized  and lea& 
to an analysis of optimal communication rates. In 
general, we expect that performance o v e r  time fol- 
lows certain patterns with respect to the reception 
of messages regarding global state. To explore the 
hypothesis, we present a model of distributed game 
automata which make decisions probabilistically con- 
cerning group, or coalition, formation. The uncer- 
tainty in the players’ coalition strategies can be re- 
duced by increasing communication but at the ex- 
pense of more overhead. In a job schedul ing  appli- 
cation, the players  make good decisions concerning 
group formation only if there is sufficient commu- 
nication. The results agree w i t h  the hypothes ized  
trade-off of decision qual i ty  versus  communication 
overhead.  

I. INTRODUCTION 

Our interest is in the fundamental uncertainty in dis- 
tributed systems [11] as influenced by the common-knowledge 
problem [l] in which a decision-maker (DM) cannot know the 
level of knowledge obtained by others. Frequent communica- 
tion decreases the uncertainty in global state but has a cost 
which can adversely affect performance [2]. This trade-off 
suggests that  an optimal period of communication balances 
the two tendencies. 

In general, we expect that performance over time follows 
certain patterns with respect to the reception of messages 
regarding the global system state. The reception of a m e 5  
sage provides a “fresh” update of the system state and we 
would expect that performance will be good for the near 
future. However, as this information becomes “stale”, we 
would expect the performance to degrade. The rate at which 
performance degrades will depend on the application and on 
the particular environment. Our particular objective is to 
improve performance by understanding and addressing this 
communication problem in distributed decision-making; this 
is relevant to coordination [3] which is informally defined as 
“the activity of independent agents making harmonious, non- 
conflicting decisions”. 

We hypothesize that given periodic communication, the 
shape of the curve defining performance degradation over time 
will exhibit a certain characteristic geometric pattern. For 
particular simple geometric patterns, we examine the opti- 
mal communication period that balances the communication 
overhead with the benefits derived from good views of the 
global state. Our paper outlines these different general pat- 
terns and argues for their reasonableness. 

The decision-makers must make good, though not neces- 
sarily optimal, decisions in an environment which does not 
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permit high bandwidth communication. As an example, the 
decision-makers may be job scbedulers whose objective is to  
distribute jobs to processors on a network to maximize a 
performance metric (e.g. response time) [4, 51. A general 
approach is to balance the load on all processors but a job 
scheduler is faced with an aged view of processor status and 
intentions of other schedulers. A problem of mutually con- 
flicting decisions may arise aa all schedulers view a lightly 
loaded processor as an ideal candidate. 

Besides making decisions concerning job destination, sched- 
ulers may also find i t  advantageous to dynamically form 
groups because of compatible job streams, resources and 
scheduling strategies. The resultant performance of a group, 
or coalition, depends only on the decisions of the schedulers 
which have agreed to join the group. Our choice of a prob- 
abilistic strategy for group formation has been influenced 
by the randomness of biological interaction [6] and compu- 
tational ecologies [7]. We propose to model these decision- 
making processes with the goal to limit communication such 
that its cost is reduced but good decisions still result. 

In [2], we introduce the model of distributed game au- 
tomata, similar to  learning automata [8, 9,5], to  examine the 
effects of delayed communication on the quality of decision- 
making. The decisions concern what actions to perform and 
with whom to coordinate. For example, a job scheduler may 
join a group with other compatible job schedulers and then as 
an action, must decide which processor to allocate for a job. 
In this study, we summarize the model and results concern- 
ing the effects of periodic communication on the quality of 
these decisions. In particular, we show that decision-makers 
with sufficient communication make good decisions concern- 
ing group formation and that the results agree with our hy- 
pothesis. 

The paper is organized as follows. In Section 11, we present 
the general problem including two important sources of loss. 
In Section 111, we present six performance scenarios as a func- 
tion of periodic communication. In general, we expect the 
performance to decrease over time until new information ar- 
rives concerning the global state. This includes a n  analysis of 
the optimal communication periods that balance the gain in 
performance with an increase in overhead. We summarize the 
model and a simulation result in Section IV and Section V, 
respectively. Our conclusions are presented in Section VI. 

11. THE GENERAL PROBLEM 

Let us consider the general problem of optimizing a gain 
function G. We consider two types of inputs to the gain func- 
tion: yi E I’, the strategy of agent i chosen from the strat- 
egy space, and P, the period of communication between the 
agents. This leads to  two interesting problems: 

Problem P1 : maxG(71,72, P)ITI,p,  
7- 

Problem P 2  : m~xG(y1,~z,P)l-,,,-,~. 

0-7803-0720-8/92 $3.00 01992 IEEE 



These problems are symmetric: P1 requires finding the 
best strategy given a period of communication while P2 re- 
quires finding the best period of communication given the 
strategies. These problems are common to  many applications 
in distributed systems. 

The intractability of these problems [lo] conflicts with the 
requirement for fast solutions in distributed systems espe- 
cially if these problems must be solved on-line and the en- 
vironment is highly dynamic. However, distributed systems 
usually allow approximate solutions; i.e. we d o  not have to 
find the optimal strategy or communication period. To guide 
our efforts in finding approximate solutions, we examine two 
losses that accrue to particular strategies [I l l .  

L d ( t )  is the loss due to decision quality degradation and 
is caused by decision rules operating on an aged view of the 
global state rather than on the global state. This is a source of 
the fundamental uncertainty in distributed systems. This loss 
can be reduced by more frequent communication; however, 
communication is never instantaneous. 

L , ( t )  is the loss due to  communication overhead which we 
have chosen to model as the average communication cost as- 
suming periodic communication; i.e. C / P  where C is the 
cost per message and P is the period of communication. Ob- 
viously, this loss can be reduced by communicating less fre- 
quently. 

We now describe our general approach to the solutions of 
problems P1 and P2. For P1, our approximate solution to 
finding the best strategy is to use heuristics such as learning 
automata [ S I .  Our approach to P2 is to  characterize by sim- 
ulation and analysis the optimal periods of communication 
for particular configurations of our model. Although the op- 
timal periods are only relevant for particular configurations, 
our goal is to provide useful insights into the general solu- 
tions. We will examine the trade-off between overhead and 
the decision quality of with whom to coordinate ( L ,  vs. L d )  
using a model of learning automata with communication. 

111. PERFORMANCE HYPOTHESIS 
A .  The Hypothesis 

Consider a job scheduling application and a performance 
metric such as "work rate". Based on the discussion of the 
trade-off of losses, L d  and L,, we hypothesize that large com- 
munication period leads to poor decisions while small commu- 
nication period results in an increase in overhead as illustrated 
in Fig. 1. The overheadis the average communication cost per 
time unit, C l P ,  and decreases with P .  Also, we expect the 
quality of decision-making to  be a decreasing function of pe- 
riod. The quality is measured as payoffs in a game-theoretic 
model or as available capacity to do work. Good scheduling 
decisions result in a high capacity to d o  work due to  the effec- 
tiveness with which a balanced load can be processed. Bad 
scheduling decisions result In a low capacity due to wasted 
processor power in dealing with an unbalanced load. The dif- 
ference between the available capacity and the overhead is the 
net payoff or actual throughput. This leads to our hypothesis 
that we expect this trade-off to yield optimal communication 
periods that balance the two tendencies. In Section V, the 
results of a group formation experiment agree with this hy- 
pothesis. 

B. Performance Scenarios 

The hypothesis describes performance as a function of pe- 
riod. In this section, we detail the hypothesis by creating 
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Fig. 1 :  Hypothesis: Effect of Period on Performance 

performance scenarios as a function of time with communica- 
tion instances every P time units. The scenarios represent a 
first-order approximation to  more general behaviors and are 
provided for motivational purposes. Typically, we expect per- 
formance to decrease over time until new information arrives 
concerning the global state. The scenarios describe how the 
certainty of information changes over time and we expect the 
performance to  be proportional to  this certainty. 

In Section IILC, these scenarios lead to a set of performance 
scenarios as a function of period, similar to the hypothesis, 
and an analysis of the optimal period as a function of the 
cost C. The analysis shows interesting properties of potential 
situations. 

Fig. 2 shows six scenarios for performance, or payoff, M 
over time where the maximum performance is b. The tran- 
sient performance scenario assumes that a decision-maker's 
complete uncertainty of global state at the beginning of time 
yields worst-case performance, say zero. After the arrival of 
the first message a t  time P ,  it is assumed that the decision- 
maker has perfect knowledge of a static global state and con- 
tinues to make perfect decisions. The transient episode ends 
at time tma,. 

( = { O  Lndefined otherwise 

i f t < P  
if P 5 i 5 t,,, ( 1 )  Mtransient t 

The linear performance scenario assumes that the quality 
of decision-making decreases a8 a linear function of time; that 
is, i t  decreases with the age of information. The rate of change 
in the performance, I % I = M', is a constant. Upon receipt 
of a message every P seconds, the DM's knowledge of the 
global state is assumed perfect but then starts to  decrease 
again. 

A41inear(t) = b - M' . ( t  mod P )  
This is subject to the constraint P 5 P,,, = b /M' .  A simi- 
lar scenario, the bilinear performance scenario (i.e. piecewise 
linear in two segments), assumes that the minimum perfor- 
mance, either zero or some other value, is reached before the 
arrival of a message. In the case that the minimum perfor- 
mance is zero, the constraint is P > Pmin = b/M'.  

The rectilinear performance scenario assumes that the 
knowledge of the global state, and associated decision- 
making, is perfect for time w and then lapses instantaneously 
to some minimum value, say zero. We expect this step func- 
tion to arise when an agent makes a decision that appears 
appropriate in the local context but which fails in the global 
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Fig. 2: Effect of Period in Performance Scenarios 

context of the other agents' decisions. Of course, the other 
agents make decisions based upon the original view and are 
unaware of the new developments. Perfect knowledge is at- 
tained again every P time units. 

(3) 
b i f t m o d P 5 w  
0 otherwise Mrect i l inear ( t )  = 

Both logarithmic and exponentialperformance scenarios are 
similar to the bilinear performance scenario. Upon reception 
of information, there is reduced uncertainty and hence good 
performance. As the information ages, the uncertainty tends 
to increase again, hence the performance decreases. However, 
as time goes by, this effect becomes less pronounced and the 
performance tends to degrade slowly. 

In the logarithmic scenario, performance is inversely pro- 
portional to time, hence the integral or total performance is 
a natural logarithm. 

b 
1 + t mod P MIogor i thmic (  t )  = 

In the exponential scenario, performance is modeled as 

(4) 

where r is the rate of decay. 

C. Eflects of Periodic Communication 

Each of the six performance scenarios over time lead to 
performance scenarios over period of communication, Fig. 3, 
where each data  point represents a run over time a t  a fixed 
period. The plots illustrate three points, in decreasing order 
of significance. First, some scenarios generate the hypothesis 
curve concerning the trade-off of cost versus decision quality. 
Second, some scenarios generate asymptotic behavior; that is, 
the optimum may be never to communicate or, alternatively, 
to communicate as frequently as possible. And lastly, the 

plots illustrate the functional dependency on constants in the 
model (in general, the cost C but, for the exponential case, 
the rate of decay r).  

The transient and linear scenarios show peaks in perfor- 
mance, or local maxima, similar to the performance hypctth- 
esis in Fig. 1. The  bilinear and rectilinear scenarios do not 
exhibit local maxima. Instead, as costs get large, i t  is best 
never to communicate, and as costs get small, it is best to 
communicate as much as possible (P,,, and w for bilinear 
and rectilinear, respectively). 

The logarithmic and exponential scenarios can yield local 
maxima or asymptotic behavior. For example, the logarith- 
mic scenario in Fig. 3e shows that, as costs get large, it is 
best never to communicate, and as costs get small, it is best 
to communicate all of the time. The exponential scenario in 
Fig. 3f shows that, for small rates of decay (0.000005Pmar) , it 
is best never to communicate, and for medium rates of decay 
(0.05Pmol), there is a local maximum at a small period. 

Each plot is the gain, or average performance G = ?J, 
during P time units plotted as a function of P. The gain 
is computed from the integral of the performance M ( t ) ,  (1) 
through ( 5 ) :  

For example, the average linear performance is b less a trian- 
gular amount and the communication overhead C / P :  

(7) 

In general, the average performance will be a fraction, x, of b 
less the communication overhead: 

The fraction x for each of the six performance scenarios is 
presented in Table I. The optimal communication periods 
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P Rt i f C = b . w  

P* = (P' + l)[ln(P* + 1) - C / b ]  

Fig. 3: Average Performance Scenarios 

are also presented in the table and are determined by differ- 
entiation or examination of the average performance. For the 
linear scenario, the derivative of (7) is 

P' = J- 

P' = a 

0 if C < b / r  
M if C > b / r  
Rt i f C =  b / r  

P' = 00 I (small r )  1 
Fable I shows the effects of the communication cost on i 

optimal period of conimunication. The detailed analysis of 
tliese scenarios is intended to provide insight into the type 

of functions that may be encountered in a real computing 
system. The transient and linear scenarios have an optimal 
period based on the square root of the cost. The bilinear and 
rectilinear scenarios do not display local maxima but rather 
asymptotic behavior (both cases have an optimal period of 
infinity as costs get large). The logarithmic and exponen- 
tial scenarios can exhibit both local maxima and asymptotic 
behavior. 

All of these results are based upon assumptions of the per- 
formance of the system over time. We now summarize a 
model of decision-making concerning group formation in a 
job scheduling application which yields performance similar 
to the hypothesis. 

Iv .  OVERVIEW OF MODEL 
Our interest is in the dynamic formation of groups in dis- 

tributed systems. In particular, how can decision-making 
agents find other compatible agents to improve performance 
in applications such as resource allocation? Agents join the 
same group, or coalition, because they expect to derive a mu- 
tual benefit. As in the previous discussion, we expect that 
there is a trade-off in communication: too much communica- 
tion increases overhead and too little communication causes 
poor decisions concerning group formation. 

Each agent must decide whether to work alone or to work 
together with other agents. We call this decision concerning 
with whom to coordinate the SPACE decision. The compat- 
ibility of the agents is determined by their resources, con- 
straints, and strategies. 

Although a group formation may have the potential for 
synergy, the agents must successfully coordinate their actions 
within the group concerning the application. We call this the 
ACTION dimension. Agents may find that working alone is 
more desirable since the collective actions need not be coor- 
dinated and the results of their own actions are more pre- 
dictable. 

The challenge of distributed decision-making in both the 
ACTION and SPACE dimensions is exacerbated by the delay 
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in communication between the agents. In particular, we ex- 
amine agents which use the feedback mechanism of stochastic 
learning automata [8, 9, 51 to carry out the search for optimal 
group formation but subject to aged information concerning 
the other agents’ strategies. 

In [2, 121, we introduce the model of distributed game au- 
tomata (Fig. 4) and we will provide a summary of its features 
here. Each agent, or player, in a distributed system is mod- 
eled as an automaton with three main features. First, each 
agent i has a local variable, the clustering probability c i j ,  
which describes the likelihood that agent i will agree to join 
a group with agent j .  This represents the strategy in the 
SPACE dimension and is communicated periodically to the 
other agents. Second, each agent i maintains a view of the 
other agents’ local variables cfi that i t  receives via commu- 
nication. Third, an algorithm uses the local variable and the 
view of other agents’ local variables to  make decisions. 

1 

pulse t - 

message 

7 
feedback Ti, I 

I directional heuristic 
t decisions 

! I  rational component 
I 

t r view: aged strategy cf, 

I 

Fig. 4: Distributed Game Automaton with Adaptive Clus- 
tering 

In particular, the algorithm has a reactive component and 
a rational component to make decisions in the SPACE and 
ACTION dimensions, respectively. These decisions are in- 
put to a directional heuristic which provides feedback to the 
clustering probability to increase the likelihood of good de- 
cisions in the future. We are interested in how the agents 
adaptively modify the clustering probability (i.e. search for 
optimal group formation) with respect to  the amount of com- 
munication between the agents. 

Toexplain the model further, we will examine one decision- 
making event as triggered by a clock pulse at time t .  The 
reactive component flips a coin whose weight is c,, and the 
resultant decision (in the SPACE dimension) is pil E ( 0 , l ) .  
That  is, agent I agrees to join a group with agent j if &=1. 
An agent which agrees to form a group with another agent still 
has uncertainty concerning the decision of the other agent. 

The rational component determines a decision in the AC- 
TION dimension relevant to the application, say ai E ( 0 , l )  
although the application may require a larger set of alterna- 
tive actions. The rational component makes the best decision 
possible given three types of information. First, the ratio- 

nal component knows whether the agent has agreed to join a 
group with another agent, and second, has some knowledge 
of the likelihood of the other agent agreeing to  the group for- 
mation. However, the view of the other agent’s probability is 
aged information; that is, the view is the value at some earlier 
time as determined by the most recent message received by 
the agent. This is where the trade-off in communication en- 
ters: frequent communication has more overhead in message 
processing but also provides a better view of the other agents’ 
likelihood of joining a group. 

The last type of information available to the rational com- 
ponent is knowledge of the expected performance in the a p  
plication area; these “application” tables are indexed by the 
collective decisions of the agents. The component knows with 
certainty the decisions of its own agent and that the other 
agents use a rational component for ACTION decisions, but 
the component has uncertainty regarding the SPACE deci- 
sion due to  the aged information. The component computes 
expected performance based upon the view of clustering prob- 
abilities and searches for a rational solution assuming that all 
agents seek an equilibrium solution. 

Both the ACTION (a,) and SPACE (PI,) decisions are 
input to  the directional heuristic, which returns feedback r,t 
to the clustering probability c,, based upon the “goodness” 
of the SPACE decision. In our experiments, this heuristic is 
the reword-penaltyscheme of stochastic learning automata [8]. 
The feedback is based on the expected payoff using the view 
of other agents’ willingness to join a group. The better the 
view, as determined by the most recent message concerning 
the clustering probability ci,, the more accurate the feedback. 

The best reward (+l) occurs when the p,, decision is ex- 
pected to achieve the maximum possible payoff (in the a p  
plication tables) and the worst penalty (-1) occurs for the 
minimum possible payoff; feedback can range between these 
values with zero being the mid-point between the maximum 
and minimum payoff. If the decision is to work alone (&=O) 
and a reward is perceived, then the probability of agreeing 
to group formation (c,,) at the next clock pulse should be 
decreased (proportional to  the reward). If the decision is to 
work together (/3,=1) and a reward is perceived, then the 
probability should be increased. (If a penalty occurs in either 
case, then the probability should be adjusted in the opposite 
manner.) Whereas the reactive component makes current de- 
cisions, the directional heuristic affects future decisions. 

The agent implements both the ACTION and SPACE de- 
cisions in the environment and will make both decisions again 
at the next clock pulse. In the next section, we study the ef- 
fects of different periods of communication on this adaptive 
search for group formation. 

v. SUMMARY OF &SULTS 

We are interested in resource allocation and, in particular, 
distributed job schedulers whose goal is to  balance the load 
on a set of processors. In [2, 121, we detail an application 
where the job streams consist of producer-consumer pairs and 
illustrate how the decision to  work together or to work alone 
can affect performance. In the particular application, the job 
schedulers can expect modest performance if they decide to 
work alone. If the schedulers decide to work together, they 
can expect better performance, but they must successfully 
coordinate the actions of job placement. This application 
provides an example where agents make both ACTION and 
SPACE decisions. 

Although both agents can derive more benefit from work- 
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ing together, the payoffs of working alone represent a local 
optimum; that  is, if the agents become committed to work- 
ing alone, there is little motivation to  search for the global 
optimum of working together. We present simulation results, 
in Fig. 5 ,  of two distributed game automata, acting as job 
schedulers. Initially, each automaton has a 50% likelihood 
of agreeing to  join a group with the other automaton (i.e. 
c,,=0.5). Each point represents the average performance over 
a run of 2000 clock pulses. The  independent variable is the 
period of communication, or how often each automaton re- 
ceives an update concerning the other automaton’s clustering 
probability. Each message sent has a fixed cost for overhead 
which is deducted from the performance. (We have chosen a 
large constant C=5 to  dramatize the results.) 

P e r i o d  P 

Fig. 5 :  Effect of Communication Period on Coalition Forma- 
tion 

Fig. 5 shows performance that agrees with the hypothesis 
in Fig. 1. There is a trade-off in communication: frequent 
communication has too much overhead but infrequent com- 
munication causes poor decisions and reduced performance. 
In between, the optinial communication period balances these 
two tendencies and allows the agents to make good decisions 
but with reduced overhead. 

At high periods of communication, each agent has a poor 
view of the expected group behavior of the other agent. Each 
agent adapts over time and at least one agent learns not to 
form a group with the other agent (c, ,=O). We call this the 
non-coordination mode. With small periods of communica- 
tion, both agents eventually learn to  form a group (&,=I) 
and achieve the global optimum. However, the improved per- 
formance is susceptible to  substantial overhead costs as the 
period of communication decreases. 

The periodic communication in the search mechanism of 
stochastic learning automata creates an ezponential perfor- 
mance scenario, similar to  Fig. 2f. Upon reception of a mes- 
sage, an agent has a good view of the other agent’s p r o b  
abilistic strategy. The agent makes good decisions with re- 
sultant good Performance. However, the other agent begins 
immediately to alter the value according to  the reward-penalty 
scheme. This scheme tends to  make large incremental steps 
at  first and then slowly modifies the probability afterwards. 
Between communication events, the modification of c,, is pro- 
portional to 1 - c,, and, therefore, an exponential function 
over time. For a particular configuration [2], we find: 

(9) 

Given an agent which modifies its clustering probability 
according to this exponential function, the accuracy of the 
other agents’ views toward this variable w i l l m o w  this 
function. We have shown in Fig. 5 that  the resultant deci- 
sion quality based on this accuracy leads t o  the hypothesized 
trade-off in communication. 

VI. CONCLUSIONS 
We have discussed the problem of the trade-off in com- 

munication: frequent communication leads to overhead but 
infrequent communication leads to  poor decisions and, hence, 
poor performance. Six scenarios provide a first-order approx- 
imation to the expected performance as the quality of the 
information degrades. The optimal periods are asymptotic or 
balance the losses due to  uncertainty Ld and overhead L,. 

To examine the hypothesis, our model of distributed game 
automata allows agents to  make decisions concerning with 
whom to  coordinate and what action to  perform in an appli- 
cation domain. The model provides an approximate solution 
to  problem P1 (i.e. find the best strategy) and allows the 
investigation of problem P2 (i.e. find the best period of com- 
munication) under particular configurations. The  experiment 
showed that agents can make good decisions with sufficient 
communication but still limit the communication overhead. 
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