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Abstract 

Digital video and audio (DVA) NO presents special 
problems to a computer system’s underlying support soft- 
ware and hardware. These problems are due to the high 
data rates and timing constraints of DVA. To address 
these problems, more efficient data movement (minimizing 
data copying wherever possible), and better control over 
low-level timing of I t 0  transfers, is required. System sofr- 
ware must take better advantage of I t 0  bus functionality 
such as burst-mode transfers and peer-to-peer communi- 
cation. While complex embedded systems are discour- 
aged, controllers may be equipped with special-purpose 
functionality which causes a reduction in data movement, 
such as compressionldecompression hardware. Finally, 
system I t 0  software should support separation of data 
transfer and I t 0  control. 

1.0 Introduction 

Digital video and audio (DVA) computing is the inte- 
gration of digital video and audio in the user’s computing 
environment. We focus on DVA computing because of the 
intensive demands it makes on the underlying hardware 
and software I/O system. This is important, as DVA com- 
puting will become a major component of computer 
workloads. From the personal computer supporting DVA 
presentation, to workstations supporting DVA acquisition, 
communication, and presentation, to supercomputers sup- 
porting DVAenhancement (e.g. image and sound process- 
ing) and compute-intensive compression schemes, DVA 
applications will be found in all computing environments. 

DVA devices for personal computers and workstations 
are becoming available now due to the lowered cost of a 
number of technologies which are able to support the 
massive data requirements of DVA. These technologies 

include high resolution color displays for video, digital 
signal processing VLSI chips to process DVA, optical 
disks to store the large amounts of data which is charac- 
teristic of DVA, compression/decompression VLSI chips 
to reduce their data sizes, and large memories to buffer 
this data for transfer to and from DVA devices, to name a 
few. As fast optic fiber local area networks (e.g. FDDI) 
are installed, distributed DVA computing becomes possi- 
ble, allowing resource sharing which is important when 
considering the large storage and computing resources 
needed for advanced DVA computing, and allowing 
workstation-based DVA communication for computer- 
supported collaborative work. As distributed DVA appli- 
cations such as video-conferencing and on-demand video 
services become popular, DVA communication will likely 
become the major component of traffic on most networks. 

Unfortunately, operating system I/O software has not 
kept up with these developments. Specifically, current 
operating systems such as UNIX were not designed to 
support the high data rates of DVA devices, one major 
reason being the multiple times data is copied from one 
place to another. Since DVA data is so large, copying gen- 
erates significant work for the U0 and memory system. 
Operating system design must shift its traditional focus 
from processor and memory management to the manage- 
ment of VO resources (such as time on the I/O bus): or at 
least, more emphasis must be placed on the latter. Indeed, 
VO switching becomes a dominant function for the oper- 
ating system in supporting DVA applications. 

In this paper, we explore what generic functionality the 
VO bus, device controllers, and system software, should 
provide to adequately support DVA applications execut- 
ing on modem workstations connected by fast local area 
networks. In Sections 2 and 3 we describe the basic prob- 
lems one encounters in existing systems, the data copying 
and low-level control over timing, respectively. In Sec- 
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tions 4, 5 ,  and 6, we suggest what functionality could be 
used to advantage in the VO bus, device controllers, and 
system U0 software, respectively. Finally, in Section 7, 
we present conclusions. 

2.0 The Data Copy Problem 

The reason why DVA I/O is so different from other 40 
is because of its high data rate. Telephone-quality audio 
requires 8 kilobytedsec (KBps), CD-quality audio 
requires 175 KBps, NTSC quality video requires 25 
megabyteslsec (MBps), and HDTV (High Definition 
Television) requires 200 MBps. These are sustained data 
rates (and not just peak), but without compression. Com- 
pression will reduce these numbers by a factor of 10-100; 
however, for video, even after compression the data rates 
are still a significant fraction of bus and network band- 
widths. 

Furthermore, users continually want more in terms of 
quality (e.g. higher resolutions) and quantity (e.g. more 
video windows and audio channels). Going beyond the 
standard workstation’s large color monitor and speaker(s), 
these 40 requirements increase rapidly when one begins 
to consider virtual reality applications. The point is, we 
are witnessing a dramatic rise in 40 data rate require- 
ments for user interface devices, and this problem will 
only continue to get worse. 

The “data copy problem” is to reduce the overhead in 
time spent copying data from one place to another within 
a computer system. Because of the large sizes of DVA 
data, any data copying that can be eliminated can result in 
performance improvements. 

Consider the case of HDTV digital video transmitted 
over a network to a workstation. Packets containing parts 
of compressed video frames arrive at a workstation’s net- 
work controller, they are buffered in memory to form a 
complete compressed video frame, and then frames are 
sent to the wokstation’s video controller where decom- 
pression takes place. The compressed data rate is up to 5 
MBps using the MPEG compression standard [I]. 

Although most workstation 40 busses (DEC Tur- 
bochannel, Sun SBUS, IBM Microchannel) claim band- 
widths of 100 MBps and beyond (based on burst-mode 
transfers), more typical bandwidths are 10-20 h4Bps [2- 
41. For example, the measured throughput when copying 
large blocks of uncached data on a DECstation 5000, a 
RISC-based workstation rated at 18 MIPS, running Ultrix 

3.1D is 12.6 MBps [ 5 ] .  If the 40 system supports device 
data transfer based on programmed 40, the data will be 
transferred over the bus multiple times, at least 2-4 times 
depending on the system’s CPU and bus architecture. For 
OUT video example, this results in a minimum required 
throughput of 10-20 MBps, a significant fraction of what 
most workstation 40 busses can provide, and this traffic 
must compete with other traffic on the bus. (Note that this 
rate is for a single video stream; simultaneous access to 
multiple video streams which results in higher rates is not 
an unreasonable expectation). Programmed I/O does have 
the advantage that the data can be interpreted (e.g. demul- 
tiplexing packets to the appropriate network protocol 
modules, constructing a frame from small packets) as it is 
being copied, and in a properly designed system it allows 
the data to be deposited directly in a user process’s 
address space rather than Erst being buffered by the kernel 
[6]. The problem is that the CPU spends much of its time 
simply moving data from one place to another and wait- 
ing for memory to be accessed. 

If the I/O system supports device data transfer based 
on DMA (direct memory access), one can get closer to the 
claimed 100 MBps throughputs between devices and 
memory. However, CPU-based memory copying still 
results because it is generally not known at DMA time 
where to put data if part of it (e.g. a header) is not first 
interpreted. Also, if DMA cannot be used to move to or 
from an arbitrary memory location, data may have to first 
be buffered by the kemel. In effect, DMA can make the 
throughput problem worse because bus transfers result 
from DMA operations plus CPU-based copying. 

Given the high data rates and large volume transfers 
for video, any extra copying of data has a significant 
impact on performance. The problem is exacerbated by 
buffered VO models where a process reads from the 
source device by having the data Erst deposited in a 
device buffer, then copied to a kemel buffer, then copied 
to the process’s address space, after which the process 
writes to the destination device by copying to a kernel 
buffer and finally copying to the device buffer. There may 
even be additional copies between kemel modules (e.g. 
layers of network protocol processing). In various I/O and 
network experiments we have undertaken at UCSD, by 
far, the single-most limiting factor is the time it takes to 
move around large amounts of data [7-93. Pasieka et a1 
have made similar observations when measuring a distrib- 
uted audio application [ 101. 
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The data copy problem has not been a major problem 
in the past because most devices are relatively slow, and 
the ratio of computation to If0 has been relatively high. 
However, the performance cost of accessing memory has 
never been as high as it is now for RISC-based worksta- 
tions, which achieve performance by relying on keeping 
often-used data in registers and on effective caching to 
keep the processor busy. However, DVA data is generally 
accessed sequentially; there is no time locality of access 
(although there is space locality). Furthermore, many 
applications are becoming purely ID driven, with little 
computation involved, as in window-based communica- 
tion applications, or video conferencing where audio and 
video are retrieved from the network and dqlayed, or 
browsing a CD-ROM containing images, video, and 
audio. This even applies to network routing, where the 
bulk of the work is simply moving packets from one net- 
work device to another. For these applications, it should 
be possible to transfer data between devices in a light- 
weight manner. 

There are many reasons for copying data. The reasons 
of most relevance here have to do with making data 
accessible to some entity. For example, data located on a 
hardware device may not be directly accessible by the 
CPU, and so would have to be copied from the device to 
memory. Or, if one process has data which another pro- 
cess wishes to access, and they have separate independent 
address spaces, the data must be copied. Or, where there 
are different domains of protection as in kemel and user 
space, data must be copied. Sometimes, data is copied to 
make future accesses more efficient, such as when data is 
moved to align its beginning location on a page boundary 
to allow virtual memory remapping. (Of course, there are 
other reasons for data copying other than accessibility, 
such as maintaining control over a version of the data, or 
copying it to restructure data such as the reorganization of 
parts or the entirety of the data in data structures.) 

Some of these copies can be removed, such as the two 
copies from kern;] to user space and from user to kernel 
space, when a process assists in transferring data between 
devices by reading from one and writing to the other. This 
can lead to significant performance improvements when 
the IlO data rate is high [lo]. In [SI, we investigate a gen- 
eral mechanism to allow data to flow between devices 
through the kernel, bypassing the user process (while the 
experiments applied to disk devices, the technique is gen- 
erally applicable to all devices). 

3.0 The Timing Problem 

Another aspect of DVA is that it is time-correlated: the 
acquisition and presentation of DVA occurs at specific 
points in time. To simulate continuity, the display of a 
sequence of video frames or the sound reproduction from 
a sequence of audio samples must be synchronized with a 
real time clock so that these data chunks are transferred to 
the output device at the correct times (called intra-media 
synchronization). If the video and audio are related (e.g. a 
movie and its corresponding soundtrack), then the display 
of video frames and sound reproduction of audio samples 
must be synchronized with each other (called inter-media 
synchronization), See [ I l ,  121 for more information on 
multimedia synchronization. 

The “timing problem” is to assure that data gets trans- 
ferred from one place to another at the proper time(s). The 
current problem is that control over timing at the device 
driver level is too coarse [12]. The time that a process 
writes data to a device, and the time it actually gets trans- 
ferred to the device, can be separated by delays over 
which a process has little or no control. 

The combination of high data rates and time synchro- 
nization places unusual demands on the underlying sys- 
tem software and hardware. The data rate must be 
sustained with limited variation. In cases where variation 
is introduced and cannot be controlled (transmission over 
a wide-area network), mechanisms (e.g. large FIFOs) are 
required at the receiving end to smoothen these variations 
so that presentation Seems continuous (at the cost of 
increased delays). 

Control over timing at the bus level is required espe- 
cially in cases where a device has limited buffering, per- 
mitting data to be transferred only when it is time to 
present it. Not only must there be bus level control over 
when data is transferred, but control over scheduling the 
bus may be required. In cases where a very large transfer 
can cause the bus to be busy for a significant amount of 
time, other VO transfers can be caused to wait beyond an 
acceptable delay, degrading the data presentation process. 

4.0 VO Bus Functionality 

To address the data copying problem and the timing 
problem, we now describe what functionality should be 
provided by the VO bus, and in the next two sections, by 
the device controller and by system software. 
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Most U0 busses support DMA, allowing data to flow 
directly between system memory and devices, which 
greatly relieves the CPU of data movement duties which 
can be time consuming. Unfortunately, there still exist 

device loses functionality (e.g. not being able to perform a 
timecritical operation). Furthermore, all data must be 
delivered to system memory, which may be a substantial 
bottleneck. 

many high data rate devices which do not have (or have 
partial) support for DMA, such as DEC’s FDDI network 
controller which only has DMA on the receive side, 
which limits performance [9] (however, we understand 
that this is being fixed in future versions of the controller). 
Furthermore, DMA should support transfers between 
arbitrary addresses (as opposed to constraining addresses 
in some fashion, such as word or page alignment). 

It is interesting that much of the power offered by 
many workstation VO busses remains untapped. Most VO 
busses like the Sun SBUS, IBM Microchannel, and the 
DEC Turbochannel support large burst-mode transfers. 
Many support peer-to-peer communication, so that data 
can be transferred directly from one device to another 
without ever being copied into memory, and without CPU 
intervention (a noteworthy exception is the DEC Tur- 
bochannel [2,3]). For large YO-driven applications, these 
capabilities can be effectively utilized to improve perfor- 
mance. 

Some busses like the IBM Microchannel [4] support a 
certain type of preemption, allowing one to consider 
scheduling the I/O bus similar to the way a CPU is sched- 
uled. This is important when one has to multiplex multi- 
ple real-time I/O streams, e.g. video and audio streams, on 
a single U0 bus so that deadlines for I/O events (e.g. dis- 
play with the next video frame 33 milliseconds after the 
display of the previous frame) are met. 

5.0 Controller Functionality 

What functionality should be embedded in the device 
controller to help solve the data copy problem and the 
timing problem? Added functionality often implies com- 
plexity which implies cost, so it is worth considering what 
the general arguments are for simple vs. complex control- 
lers. The arguments for simple controllers are that they are 
cheap and easy to build. Performance continually 
improves because most of the functionality is provided by 
the computer system’s basic hardware and software (e.g. 
CPU and system memory), and these tend to improve 
faster than any particular specialized device controller. 
Furthermore, this solution is most flexible as the system 
can easily be reprogrammed. However, if the basic hard- 
ware cannot provide adequate performance, then the 

The arguments for embedding functionality in control- 
lers go as follows. Functions can be carried out by proces- 
sors with memory or specially built hardware (e.g. 
compression, encryption) located directly on the control- 
ler board. This, along with minimal dependence on the 
computer system, can minimize data movement possibly 
allowing data to flow directly between devices without 
need for the system CPU to operate on the data. Unfortu- 
nately, the more complex the device, the more costly it is. 
Performance improvements require purchasing new 
boards, despite improvements in basic hardware (e.g. 
faster CPUs and memory). Thus, given techology trends 
and past history, it is not advisable that controllers be 
embedded with complex systems. 

However, at minimum, we believe that devices which 
involve large VO should be controllable so that large- 
grained burst-mode bus transfers to arbitrary memory 
locations, even to other devices, are possible. Devices 
with these basic capabilities will be referred to as burst- 
controllable devices. Devices which can be programmed 
to initiate burst-mode bus transfers are even more flexible, 
and are referred to as burst-programmable devices. The 
primary added device functionality we promote is the 
ability to set up data transfers to go directly between 
devices (as well as between a device and memory), and to 
control the sizes and timing of these data transfers. 

The design of these devices involves technology that 
already exists. Chips for DMA and bus mastering are 
becoming widely available, especially for the popular 
workstation busses. Some busses (e.g. IBM Microchan- 
nel) actually provide a great deal of hardware support for 
flexible data transfers, eliminating the need to design 
much of this complexity in the device [4]. 

In the debate on simple vs. complex controllers, we 
believe there is an intermediate solution permitting the 
addition of special-purpose functionality on a device. The 
main criteria for adding such functionality are the follow- 
ing: it should be cheap to incorporate (e.g. by the addition 
of a single VLSI chip); there should be a reduction in data 
movement; data transfers should become more flexible; 
the functionality should be necessary in that it cannot sim- 
ply be performed by the main CPU (e.g. due to lack of 
speed), and its importance should be recognized. 
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Examples of functionality that meet these criteria are 
the ability to be bus master and the ability to transfer to 
arbitrary locations (valuable for multimedia composition). 
There are certain specialized functions which are becom- 
ing standardized such as P E G  or MPEG compression/ 
decompression, parameterized checksum calculation, and 
DES encryption/decryption : system performance can sig- 
nificantly improve by including VLSI chips implementing 
these functions on controller boards. However, the CPU 
should still retain control over timing (when data gets 
transferred) and the location of the data (where data gets 
transferred). 

Finally, we note that having memory on controller 
boards is very valuable. This allows data to accumulate 
until the CPU is ready to schedule a data transfer at a con- 
venient time which promotes efficient data transfer. Large 
buffers are valuable in removing jitter which get intro- 
duced by remote transmissions, especially when going 
through a large wide-area network. 

6.0 System Software Functionality 

At the operating system level, the 1/0 system software 
architecture should be designed such that data transfer 
and 1/0 control are separated. By data transfer, we mean 
the movement of “actual data,” i.e. data actually requested 
by a consumer from some producer, and not “control 
data” or “meta-data” such as network headers or file con- 
trol blocks, which describes properties of the actual data. 
By I/O control, we mean anything other than data transfer, 
particularly any operation which provides information 
about or changes the state of I D  resources, such as deter- 
mining where data should go by interpreting a header, 
opening or closing a device, creating or destroying a net- 
work connection, allocating or deallocating buffers, and 
so on. Data control functions, particularly for high data 
rate U0 systems, have very different characteristics: U0 
system software and devices usually need to interpret 
control data but not actual data: control data is usually 
much smaller than actual data: the timing requirements 
for the delivery of control requests (or control data) and 
actual data are generally different: the frequency of con- 
trol requests is usually much higher than data requests, 
and the distribution of control and data requests over time 
are generally very different. MFS, the multi-structured file 
system described in C131, derived much of its high perfor- 
mance by exploiting these differences. 

Separating data transfer and I/O control is a useful 
design principle with general applicability for large-scale 
intensive I/O systems. In the case of burst-controllable 
devices, the CPU does U0 control, setting up devices to 
communicate data directly between each other. In the case 
of burst-programmable devices, the devices do VO con- 
trol, determining the destination of data, and initiating the 
transfer. Only if the data is destined for a process does the 
device transfer actual data to main memory and interrupt 
the CPU. If the device can determine that it needs to trans- 
fer many related blocks of information (e.g. sequence of 
packets making up a single message), it may collect the 
blocks and send them all at once, or transfer each block 
but only interrupt the CPU at the end of all the transfers, 
or do something in between, all under program control. 
Having this flexibility is important to maximize parallel- 
ism between CPU and device processors, the programmer 
must be able to control the unit and amount of data upon 
which work is done, as too much or too little can reduce 
performance [141. 

Consider a network controller which is simply burst- 
controllable. When a packet arrives, the header is 
retrieved (read using individual word transfers by the 
CPU or a single burst-mode transfer of the header whose 
size can be effectively estimated or overestimated if nec- 
essary) and interpreted by the CPU. Once the location for 
the bulk of the actual data is determined, this can be 
accomplished using a single burst-mode transfer, which 
may be directed to a device such as a video controller 
rather than memory. Of course, the receiving device must 
also be set up for the reception (by way of a control 
request by the CPU). 

7.0 Current Work 

We are involved in a project called Sequoia 2000 to 
address the massive data storage, network, and visualiza- 
tion requirements of Global Change researchers 1151. We 
are currently experimenting with many of the ideas pre- 
sented in this paper in our design of the network and I/O 
software, which must support high-speed communication 
between a terabyte storage server being designed at UC 
Berkeley and any number of scientists’ workstations 
located throughout the Sequoia 2000 network [16]. One 
capability the scientists want is to browse time-sequences 
of highly detailed images constructed from data collected 
by satellites or remote sensors, or from data created by 
climate or ocean models they devise. The data rates 
needed to transfer these high-resolution images (e.g. in 
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excess of 10 MB per image) which do not compress well 
(e.g. at most a factor of 2) as a continuous stream for 
browsing easily exceed the 5 MBps compressed HDTV 
data rate used in the example above. While the project is 
addressing a number of problems, Vo performance 
improvement is perhaps the most difficult. 

8.0 Conclusions 

When supporting applications with DVA I/O compo- 
nents, a number of system software and hardware prob- 
lems arise, due to the high data rates and timing 
constraints of DVA. To address these problems, more 
efficient data movement (minimizing data copying wher- 
ever possible), and better control over low-level timing of 
VO transfers, is required. System software must take bet- 
ter advantage of 1/0 bus functionality such as burst-mode 
transfers and peer-to-peer communication. While com- 
plex embedded systems for controllers are discouraged, 
special-purpose functionality such as compression/ 
decompression hardware, whose primary goal is to reduce 
data rates, is valuable and worthy of consideration. 
Finally, system I/O software should support separation of 
data transfer and VO control. A process must be able to 
control the set up and timing of a data transfer, while 
device controllers and the I/O bus should manage the 
actual transfer of data 
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