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Abstract—An Internet of Things (IoT) environment typically
consists of lossy and low powered networks (LLN) of intercon-
nected sensors. An IoT messaging protocol that is gaining in pop-
ularity and importance is the Constrained Application Protocol
(CoAP). CoAP runs at the application layer, handling reliability
and congestion control over the unreliable UDP layer. Due to
low bandwidth and high scale of communication, congestion
can occur among sensors in an LLN, or when communicating
to a border router, or when clients from the Internet access
the resources in an LLN. While CoAP was originally specified
with a primitive congestion control mechanism, to address its
various limitations a new congestion control protocol named
CoAP Congestion Control Advanced (CoCoA) is being developed.
We present an analysis and evaluation of CoCoA, and based on
our findings we propose and implement CoCoA 4-state-Strong,
an adaptation of CoCoA that uses a 4-state estimator for variable
backoffs to significantly improve throughput, even in highly lossy
networks, while maintaining a higher goodput.

I. INTRODUCTION

The term “Internet of Things” (IoT) is used to convey
the idea of an Internet dramatically enlarged to contain all
kinds of physical objects that are embedded with electronics
and that can communicate between each other and with all
other connected devices. It is estimated that there will be 26
billion devices by the end of 2020 satisfying a wide range
of applications [1]. Besides the plethora of new application
areas for Internet-connected automation, IoT is also expected
to generate large amounts of data from diverse locations that
are aggregated very quickly, thereby increasing the need to
have better throughput, reliability and predictability from the
network.

Traditional Internet protocols may not be directly appli-
cable to the constrained environment that IoT devices are
expected to deal with, especially given the resource limitations
of these devices. To address this, taking into account communi-
cation patterns and resource availability, several new protocols
have been proposed [2]. Constrained Application Protocol
(CoAP) [3] and Message Queue Telemetry Transport (MQTT)
[4] are two popular messaging protocols proposed for the IoT.
In this paper, we focus our attention on CoAP because of its
growing popularity and deployment, due to its low overhead
in terms of memory footprint, low power consumption, and
especially because of its HTTP-like semantics.

CoAP is a Representational State Transfer style (RESTful)
protocol [5] developed for constrained devices that allows

interactions between clients and servers over the Internet. In
the environment of constrained devices, CoAP can be used for
the manipulation of resources, such as sensor measurements or
actuator states. Relying only on a simplified transport protocol,
CoAP uses UDP as the transport protocol by default. Since
UDP does not implement end-to-end reliability despite that this
may be required by the application, CoAP introduces optional
application layer end-to-end acknowledgements (ACKs). By
setting the confirmable (CON) flag in an outgoing CoAP
message, an end-to-end ACK is requested from the destination
node. If no ACK is received within a retransmission timeout
(RTO) interval, a retransmission is initiated for the outstanding
transaction. The initial RTO for any CoAP transaction as
specified by the base CoAP specification is randomly chosen
from the fixed interval of 2-3 seconds [5].

These constrained networks can face problems like con-
gestion because of limited capabilities of sensor nodes and
also limited link capacity of the radio channel. Thus, being an
Internet protocol, to improve the network performance and to
avoid the adverse effects of congested networks like spurious
retransmissions and reduced goodput, evaluation of congestion
control mechanisms for wireless sensor networks that use
CoAP is important. Thus, in this paper, we explore CoAP-
related congestion control protocols in the IoT environment,
and we evaluate and suggest improvements to these protocols.

The rest of the paper is structured in the following way.
Section II gives a brief introduction of CoAP and its follow-
on CoCoA congestion control algorithms. Section III discusses
the details of our methodologies used for the evaluation, the
results of the evaluation, and the insights derived from them.
In Section IV, we present an enhancement based on a 4-state
estimator, with an evaluation and comparison to the existing
CoAP-related congestion control protocols. Finally, in Section
V, we present our conclusions.

II. RELATED WORK

There has been a lot of work on congestion control in
Wireless Ad-hoc and Sensor Networks. We restrict ourselves to
the congestion control mechanisms in UDP-based application-
layer protocols for Low Power and Lossy Networks.

In [6], Eggert emphasizes the need for congestion control
mechanisms in UDP-based application layer protocols such
as CoAP. In [7], Eggert and Fairhurst acknowledge that the



traditional IETF congestion control mechanisms are not ap-
plicable for low data-volume application protocols such as
CoAP. They recommend maintaining an estimate of the RTT
for any destination being communicated with, or assume a
conservative fixed value of 3 seconds when no RTT estimate
can be obtained (e.g., unidirectional communication), control-
ling the transmission behavior by not sending more than one
UDP datagram per RTT on average to a destination, detecting
packet loss and exponentially backing off the retransmission
timer when a loss event occurs.

RFC 7252 [5], which defines the Constrained Application
Protocol (CoAP), provides a basic method for congestion
control with exponential backoff. This rudimentary congestion
control mechanism does not take into account the actual
estimate of RTT values obtained from previous transactions. To
limit the damage on the network and energy resources of other
nodes (that may need to retransmit multiple times because
of congestion) and obtain high throughput at the same time,
Dashkova et al. argue that more advanced congestion control
mechanisms are required [8].

In response, an advanced congestion control protocol Co-
CoA for CoAP has been proposed [9] to more effectively deal
with congestion. It uses RTTs (Round-Trip-Times) of a CoAP
packet exchange (confirmable message and its ACK) between
two motes (i.e., sensor nodes) to calculate a parameterized
Retransmission Time-Out (RTO) that is adapted over the time
depending on RTT estimates made by the mote.

CoCoA runs two RTO estimator algorithms for each des-
tination of CoAP transactions, the so called “strong” and
“weak” estimators. The strong estimator uses the RTT that
is measured if an ACK was received for a transaction that did
not require retransmission. The weak estimator uses the RTT
that is measured when an ACK is received after retransmitting
the CoAP request at least once. Both RTO estimators use the
RTO formulas introduced in RFC 6298 [10]. When the overall
RTO is updated, a weighted average of the previous overall
RTO and the last obtained RTO estimation, being a weak or
strong one, is calculated.

In [9], Betzler et al. present the first work evaluating the
performance of CoCoA performance for congestion control in
CoAP under various different topologies and workloads. Their
results show that the CoCoA congestion control mechanism for
CoAP on average performs equal to or better than the default
congestion control mechanism in terms of throughput. Also,
the results show that CoCoA is able to reduce the quantity
of MAC layer buffer overflows for congested networks, an
important aspect in constrained networks.

III. COMPARISON OF COAP AND COCOA CONGESTION
CONTROL PROTOCOLS

We carried out a comparative study evaluating the perfor-
mance of CoAP and CoCoA. Our initial goal was to implement
the CoCoA algorithm as defined in the existing RFC draft,
and carry out experiments similar to [11] and [9] to verify
and extend their results. With help from the authors of [11]
we obtained a reference implementation of CoCoA [11] and
tested it to ensure that it follows the specification of the RFC.
For carrying out the experiments, we used the Contiki [12]
operating system as the firmware for the sensor motes and the

Cooja [13] simulation framework. These tools are commonly
used for performing experiments in an IoT environment.

For the evaluation, we simulated a basic grid topology
consisting of 18 data generating nodes (clients) sending data
to a single data aggregator (server), and a border router which
connects the sensor network to the Internet. For generating the
data traffic, we created a ‘Hello-World’ resource on the server.
The clients send CoAP requests to the server and the server
replies with acknowledgments (ACKs). At the beginning of the
experiment, all the clients are made to wait for 180 seconds to
ensure the mote booting process and RPL setup process [14]
are complete before we start the measurements. After the initial
waiting period, each of the clients waits again for a random
offset, and then periodically sends data at certain intervals.
To generate different levels of traffic we varied this periodic
interval from 0.5 to 60 seconds. To study the behavior of the
algorithms in a lossy scenario, we varied the loss rates from
0 to 20 percent.

A. Behavior in Lossy Environment

We first examined the behavior in an environment with no
wireless losses. As shown in Fig. 1, we plotted the number
of packets received by the server, which is an indication of
the number of transactions completed and thus the throughput
versus the packet frequency (i.e., packet sending rate, the
number of packets sent per second). This was chosen to
emphasize that in this environment of sensors, since the data
rates are low, the number of packets sent every second or the
interval between the sending of two packets are more important
than the actual data rates.

Fig. 1. Comparison of throughputs of CoAP and CoCoA for different
packet frequencies in an environment with no wireless losses. At lower packet
frequencies both CoAP and CoCoA have similar throughput, but at a packet
frequency of 2 packets/sec, CoCoA has a higher throughput than CoAP.

At lower packet sending frequencies, since there is less
congestion in the network, there are a lower number of
congestion-related packet losses, and thus CoAP and CoCoA
perform similarly. However, as the data rate increases to
a frequency of 2 packets/sec, the congestion-related losses
increase and CoCoA is able to perform better than CoAP,
delivering around 20% more packets.

There are two important findings from these results. Firstly,
using CoCoA, there was not a very large increase in throughput
over CoAP, as was the expectation. Recall that CoCoA uses
two RTO estimators, namely strong and weak. The strong



estimator uses the RTT that is measured if an ACK was
received for a transaction that did not require retransmission.
The weak estimator uses the RTT that is measured when an
ACK is received after retransmitting the CoAP request at least
once. Since CoCoA requires maintenance of state for the two
estimators, it has a higher overhead than CoAP. So one would
expect that this overhead is compensated by a notable increase
in throughput.

We further studied the behavior of the algorithms in a lossy
environment. We increased the loss rates from 0 to 20 percent.
As shown in Fig. 2, the number of packets delivered/received
(an indication of throughput) reduces considerably for both
CoAP and CoCoA (the graph also shows results for CoCoA-
F, to be discussed below). The large reduction is due to the
fact that these losses are proportional to distance. Further, as
both the original transmit and the ACK are affected by the
lossy channel, the throughput reduces even further. However,
in this situation, CoAP has a higher throughput than CoCoA.

Fig. 2. Comparison of throughput of CoAP, CoCoA and CoCoA-F for
increasing wireless loss rates.

To examine the reason for CoCoA not being able to provide
higher throughput than CoAP similar to what is seen for a
lossless environment, we measured and compared the number
of retransmissions of CoAP and CoCoA. In the results shown
in Fig. 3, we can see that the number of retransmissions for
CoCoA is lesser than that for CoAP. So, CoCoA is expending
lesser effort in retransmitting and thus saving energy, but at the
same time it is proving conservative and is not able to provide
a throughput as high as CoAP. We believe that this is due to
the weak estimator, which keeps increasing the RTT estimates
leading to larger RTO estimates.

The behavior of CoCoA can be made more aggressive by
changing certain parameters (as we will explain in more detail
in Section IV). Specifically, this is done by reducing the values
of the variable backoff factors, backoff thresholds, and initial
and maximum RTOs. We will call this variant CoCoA Fast
(CoCoA-F) and compared its performance to that of CoCoA
with default parameters.

In the results shown in Figs. 2 and 3, we infer that
with aggressive parameters the throughput of CoCoA-F in-
creases but at the same time the number of retransmits also
increase. However, the throughput obtained from CoCoA-F
is still less as compared to CoAP in this lossy case. An
interesting anomaly to observe in Fig. 3 is that the number of

Fig. 3. Comparison of number of retransmissions of CoAP, CoCoA and
CoCoA-F for increasing wireless loss rates.

retransmissions decrease with increases in the loss percentage
from 10% to 20%. This is because with increasing loss rates,
both algorithms become increasingly conservative. Thus in the
time period of the experiment, with a loss rate of 20%, due to
the higher exponential backoffs, the nodes retransmit a lesser
number of times. However, it is worth noting that the ratio
of retransmitted packets to successfully sent packets increases
uniformly with loss rates, as expected.

Our primary observation from these studies is that CoCoA
performs conservatively in a lossy environment. Since we are
not able to distinguish between wireless losses and congestion-
related losses, even when wireless losses dominate, CoCoA
penalizes the RTO estimations and makes the behavior more
conservative. CoAP on the other hand also has a backoff
mechanism, but for every new transaction it reinitializes the
RTO to a random value between 2 to 3 seconds.

Consequently, we chose two further directions: one of
further investigating whether our intuitions of CoCoA are
indeed correct (discussed next) and the other direction of
exploring the efficacy of using a higher granular estimator,
i.e., a 4-state estimator to help distinguish between wireless
losses and congestion losses (discussed in Sec. IV).

B. Evaluation of retransmission timers

Since both the CoAP and CoCoA congestion control al-
gorithms are based on estimating or controlling the RTOs, to
get a deeper insight into their workings and for identifying
the problems, we plotted the RTO estimations as a function of
time. This provides better insight as to how the algorithms are
actually functioning.

Fig. 4 shows RTO as a function of time for a node that
is several hops away from the server. From these results, it
is quite evident that the RTO estimates of CoCoA are quite
disproportionate compared to the actual RTTs. While the actual
RTT between the nodes is around 3-4 seconds, the RTO
estimates increase to more than 100 seconds. For CoCoA-F,
the variant with aggressive parameters, the RTO estimates are
lesser, but still the behavior is conservative compared to CoAP.

To understand why the CoCoA estimates are dispropor-
tionate, consider that in the CoCoA draft [15], it is mentioned
that after getting an acknowledgment, the RTT is calculated by



Fig. 4. Calculated RTO values of different algorithms plotted against time for
a node located several hops away from the server node. The calculated RTO
values for CoCoA and CoCoA-F increase disproportionately. This pathology
is not observed for CoAP.

taking the difference between the ACK receive time and the
time of the intial transmission. This is done to avoid ambiguity,
as in the current approach it cannot be determined as to which
retransmission the ACK belonged. Due to this, in case of
retransmissions, the backoff time is implicitly factored into
the RTT calculation. The effect of this is multiplicative.

To illustrate the problem, consider an example where a
transmission is lost; after 2 seconds, a retransmission occurs,
and it is also lost; after an addition 4 seconds, another retrans-
mission occurs, and it is successful, with the corresponding
ACK received after 3 seconds. Even though the RTT should
really be 3 seconds, it is being calculated as 9 seconds (2 + 4
+ 3) since the time is measured from the initial transmission.
This value will hit the weak estimator, and the initial RTO for

the next transmission will get increased. Then, if this situation
occurs again, the RTO can sequentially increase to 9, 18, 27
seconds, and so on. This is a possible reason for RTO estimates
increasing to values as large as 150 seconds.

Now consider how this ambiguity is handled by the TCP
RTO estimators described in RFC 6298 [10]. In this algorithm,
an RTT measurement is allowed to affect the estimations only
when its transmit time can be accurately measured. This is
ensured by using fields in the TCP options.

Adopting this idea for CoCoA, the time should be con-
sidered not necessarily from the initial transmission but from
the latest retransmission (if there is one, otherwise the initial
transmission suffices; when we say “retransmission” in the
following discussion, we mean precisely this). To deal with the
ambiguities of which ACK belongs to which retransmission,
one can maintain an ID for each one in the CoAP header.
However, as this may lead to additional overhead in both
processing and memory, a better approach is to assume that
the ACK belongs to the latest retransmission. Since retrans-
missions occur after an exponential backoff, there is a lesser
chance of an acknowledgment from an earlier one affecting
the result.

To observe the effect of considering the RTT from the latest
retransmission, we implemented it and plotted RTO estimates
as a function of time. Fig. 5 shows the results for both an
adjacent node (upper graph) and a more distant node that is
several hops away (lower graph).

Thus, by considering time from the latest retransmission,
we have in part addressed the problem of the RTO being
disproportionate as compared to the RTT. But this leads
to retransmissions being very aggressive. CoCoA relies on
the fact of having larger RTT measurements to throttle the
sending rates. However, as we saw in Fig. 4, this leads to an
enormous increase in the RTO estimates. To solve this, upon
retransmission, an accurate measurement of the RTT should be
done, and to prevent it from being overly aggressive and thus
causing congestion, there should be deterministic increases in
the RTO estimates. The current methodology of relying on the
inaccuracy and ambiguity of RTT measurements is not deter-
ministic and there is a scope of improvement by considering
more deterministic methods of throttling the sending rates by
deterministically increasing the RTOs upon retransmissions.
One simple way to associate an acknowledgement with the
message for which it was sent would be to encapsulate the
retransmission counter value into the packet headers.

IV. A FOUR-STATE ESTIMATOR SCHEME

An important observation from our experiments is that
CoCoA is more conservative than CoAP in the presence of
wireless losses. By this, we mean that it sends a lower number
of packets and consequently, there are less packet losses. In the
presence of wireless losses, in CoCoA we still assume that it
is a congestion problem and back off according to a variable
backoff factor. This problem is aggravated by the fact that,
currently, CoCoA computes the RTO based on the original
start time as it cannot distinguish for which retransmission it
has obtained the ACK. Thus, it is worth trying to increase the
granularity of the backoff further to react modestly to initial
losses and react more as more losses are seen.



Fig. 5. Calculated RTO values of CoCoA plotted against time for two nodes
when RTT is measured from the last retransmission. The upper graph is
for the adjacent node and bottom graph is for a more distant node several
hops away. The CoCoA algorithm no longer has the pathology of having
disproportionately large RTOs.

We first present a simple scheme that we will term CoCoA-
Strong, which simply ignores the first loss while behaving ex-
actly like CoCoA for successive losses. This scheme assumes
packet losses are due to wireless losses and does not back off
unless it sees subsequent losses. While this mechanism can
lead to slightly more aggressive behavior in a lossy network,
it could lead to more congestion.

To test this approach, we designed a 4-state estimator
scheme for CoCoA. Basically, each CoAP transaction is con-
sidered to be in one of four states – 1, 2, 3, 4 – depending
on the number of times a packet has been retransmitted. The
state of a transaction is tracked for each sender/receiver pair.
The transaction starts in state 1, and each time a packet is
retransmitted, its state increases by one. Each time a packet
is successfully transmitted and acknowledged within its stipu-
lated time, its state decreases by one. This allows setting the
backoff parameters accordingly. This state value is used to
make optimizations within a transaction and across multiple
transactions.

Variable backoff factors control the amount of time a
transaction has to wait before retransmission after a timeout.
Within a transaction, there are four different variable backoff
factors – bf1, bf2, bf3, bf4 – (whose optimal values can be
determined experimentally), corresponding to the four different
states. As the RTO increases, the variable backoff factor should
decrease so as to minimize excessive backoff. Depending on

TABLE I.
BACKOFF PARAMETERS FOR VARIOUS STATES DEPENDING ON RTO

State Condition Backoff

0
oldrto <LowerVBFT rto * bf2
oldrto >LowerVBFT rto * bf1
oldrto = LowerVBFT rto * (bf1+bf2)/2

1
oldrto <LowerVBFT rto * bf3
oldrto >LowerVBFT rto * bf2
oldrto = LowerVBFT rto * (bf2+bf3)/2

2
oldrto <LowerVBFT rto * bf4
oldrto >LowerVBFT rto * bf3
oldrto = LowerVBFT rto * (bf3+bf4)/2

3 - rto * bf4

TABLE II.
RTO WEIGHTS AND VARIABLE BACKOFF FACTORS FOR DIFFERENT STATES

Estimator Weight VBF
L1 0.7 1.1
L2 0.4 1.3
L3 0.6 1.7
L4 0.7 2.5

the value of the RTO estimate and the current state, the variable
backoff factor is computed according to the formulas shown
in Table I.

To update the estimators across transactions, there are four
levels of estimators (that correspond to the four states) instead
of CoCoA’s strong and weak estimators. The motivation behind
this is as follows. If failures are intermittent due to wireless
losses, a lesser percentage of the obtained RTO should be
included in the estimates. The current state gives substantial
information to make this decision. As more and more failures
are seen, a greater percentage is included in the final RTO
estimate. The RTO calculation across levels is given by the
following equation. Here, w represents the weight to be given
to the obtained RTO as a function of its current overall RTO.

RTOoverall = w ∗RTOobtained + (1−w) ∗RTOoverall (1)

We conducted experiments varying the sending rates
between 30–120 messages/sec and for different values of
weights. With the estimates of the packet losses and throughput
from these experiments, we arrived at the optimal values of
weights for each level/state and the corresponding variable
backoff factors that optimize for goodput in the network. The
values of weights across multiple levels/states and the variable
backoff factors for each levels/states are listed in Table II. The
VBF column represents the variable backoff factors for the
four different levels/states.

Along similar lines as CoCoA-Strong, we formulated Co-
CoA 4-state-Strong that behaves similar to CoCoA-Strong,
but with the 4-state estimator scheme as formulated above.
We use the level 1 backoff factor for the first failure, and
for subsequent losses, we jump directly to level 3 using the
corresponding variable factors and weights. If the transaction
is successful, we use the estimator in the corresponding level to
update the RTO. We simulated congestion for several different
loss rates and measured the effective number of packets sent.

Figs. 6 and 7 show the effective throughput of the different
schemes. More aggressive schemes will generally have higher
throughput. To measure its effect on the network, we measured



the goodput of CoCoA 4-state-Strong, defined as the ratio of
packets that were successfully acknowledged and number of
packets sent. CoCoA 4-state-Strong significantly outperforms

Fig. 6. Effective Throughput of various Congestion Control Schemes. Even
in presence of high wireless losses, CoCoA 4-state-Strong is able to achieve
superior throughput.

Fig. 7. Effective Goodput ((useful packets sent)/(total number of packets
sent)) of various Congestion Control Schemes. CoCoA 4-state-Strong is able
to maintain high goodput even in comparison with the conservative CoCoA.

CoCoA in terms of both throughput and goodput, particularly
when the loss rates increase. This is because it can now con-
servatively react to possible wireless losses while maintaining
its aggressive behavior as successive losses are seen.

V. CONCLUSION

We carried out the evaluation and comparison of the two
congestion control algorithms, CoCoA and CoAP. Based on the
results, we observed that due to the way RTT is measured in
CoCoA, it can lead to disproportionate estimations of RTOs.
As a solution, we determined the actual RTT by measuring
time from the last retransmit or by matching the ACK to the
retransmission using retransmission IDs to distinguish between
them and eliminate ambiguity.

We also designed and implemented CoCoA 4-state-Strong,
an adaptation of CoCoA that uses a 4-state estimator for vari-
able backoffs and that strives to strike a balance between maxi-
mizing throughput and minimizing packet loss. This addresses
one of the primary limitations of CoCoA, that in presence of
wireless losses, CoCoA behaves very conservatively owing to

the effect of its weak estimator. Our 4-state estimator’s finer
granularity helps distinguish wireless losses and congestion
losses. CoCoA 4-state-Strong adapts depending on the extent
of losses encountered. CoCoA 4-state-Strong achieves 35-60%
higher throughput as compared to the default CoCoA scheme,
with only 20% more retransmissions.
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