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Finding Correspondences Between Images

• Geometric correspondences: projections of the same 3D point
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Finding Correspondences Between Images

• Semantic Correspondences: same functional parts

3



How to represent keypoints?

4



How to represent keypoints?
• SIFT descriptor: hand-‐crafted
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Can Convnet features be used to find fine
correspondences?

• Advantages:
• Dramatically improved the state of the art of object classification.
• Features are learnt automatically driven by the task.

• Doubts:
• Do Convnet features have the spatial specificity necessary for localization?

• Trained from whole-‐image labels.
• Convnet features correspond to large overlapping input windows.
• Pooling may destroy local information in these features.
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Do Convnets Learn
Correspondence?
Jonathan Long, Ning Zhang, Trevor Darrell



Visual	  Evidence	  of	  Fine	  Correspondence	  
• Reconstruct image by replacing patches with averages of their top-‐k nearest
neighbors in a Convnet feature space.
• Associate a feature with	  a patch in the original image centered at the receptive field with
size equal to the stride

• Replace each patch with an average over k nearest neighbor patches.

KNN

average
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Visual	  Evidence	  of	  Fine	  Correspondence	  
• The features retain	  
useful	  correspondence	  
to	  their	   input	  centers.
• Notable features are
replaced in their
corresponding locations.

• The replacement appears
more semantic and less
visually specific as the
layer deepens
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• Feature-‐centric view of feature locality.
• Similar features tend to have similar colors in the centers of their
receptive fields.

Visual	  Evidence	  of	  Fine	  Correspondence	  
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Intraclass Alignment

• Given an source image s, retrieve the nearest neighbor image t in the
same class using fc7 features.
• Compute features on a grid of locations for both s and t.
• For each location p on s, solve w(p) using MRF.
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w(p) is the displacement of the corresponding feature in the target image t.



Intraclass Alignment

• By interpolating the
alignment field w, we
can warp t to s.
• The	  cat	  shows	  a	  case	  
where	  convnet
features	  perform	  
better,	  while	  the	  
bicycle	  shows	  a	  case	  
where	  SIFT	  features	  
perform	  better.	  
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Intraclass Alignment

• The	  alignment	  is evaluated quantitatively	  by measuring	  the	  accuracy	  of	  
predicted	  keypoints.	  
• The accuracy is measured by PCK with tolerance α.
• Convnet is about as good as SIFT.
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Keypoint Classification
• Given	  an	  image	  and	  a keypoint on	  that	  image,	  we want to train	  a	  classifier	  
to	  label	  the	  keypoint.
• The keypoint feature is extracted at the closest receptive field center of one
Covnet layer.
• Convnet features	  perform	  at	  least	  as	  well	  as	  and	  often	  better	  than	  SIFT.
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Keypoint Classification
• Convnet features are more sensitive to the precise location of the
keypoints than SIFT.
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Each	  plot	   is	  a	  2D	  histogram	  of	   the	  locations	   of	  the	  
maximum	   responses	   of	  a	  classifer in	  a	  21	  by	  21	  pixel	  
rectangle	  taken	  around	   a	  ground	   truth	  keypoint.	  



Keypoint Prediction

• Given	  an image, predict	  locations	  of	  each	  keypoint (e.g. the center of
the left eye of a cat).
• Train	  SVM classifier for each keypoint with	  hard	  negative	  mining.
• Use	  Gaussian prior, whose mean is the location of the	  nearest	  
neighbor keypoint in	  the	  training	  set.
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Keypoint Prediction

• Convnet features perform better	  than	  SIFT.
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Keypoint Prediction
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Conclusion
• Despite extensive max pooling and large input regions, Convnet
activation features retain useful fine local information.
• Convnet preserved the information for tasks requiring
correspondence, but what is a good architecture for such tasks?
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Learning	  to	  Compare	  Image	  
Patches	  via	  Convolutional	  

Neural	  Networks

Sergey	  Zagoruyko	  &	  Nikos	  Komodakis



Goal
• Use the Convnet to decide if two image patches correspond to each
other or not.

• Explore and propose a variety of different neural network architectures.
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64*64 gray scale

Two fully connected layers that are separated by a ReLU
activation layer.



Basic Architectures: Siamese and Pseudo-‐Siamese
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• Two	  branches	  that share the	  same	  
architecture to compute the descriptors.
• Share the	  same	  weights or not.
• Pseudo-‐Siamese provides more flexibility.

• The decision network learns the similarity
function.



Basic Architectures: 2-‐Channel Network

• No direct notion of descriptor.
• Starts by processing the two patches jointly.
• Has greater flexibility.
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Additional	  Models: Deep Network
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• Inspired by VGG net, use 3x3 kernels in convolutional to increase the
non-‐linearities.

• The convolutional part of the final architecture turns out to consist of
one 4x4 convolutional layer and six 3x3 convolutional layers, separated
by ReLU activations.



Spatial	  pyramid	  
pooling	  (SPP)
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Additional	  Models: Spatial Pyramid Pooling Network
• Can	   compare	   patches	   of	   arbitrary	  sizes
• SPP aggregates	  the	  features	   of	  the	  last	  convolutional	   layer	  

through	  multi-‐scale spatial	   pooling,	   where	   the	  size	  of	  the	  
pooling	   regions	   is	  proportional to the	  size	  of	   the	  input.

• The output feature has fixed dimensionality.



Central-‐surround	  
two-‐stream	  
network:

• Two separate streams, central and
surround with different resolutions:
• 32x32 central patches with
original resolution.

• 32x32 patches by downsampling
the original patch at half.
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Additional	  Models:
Central-‐surround Two-‐stream Network

• Include multi-‐resolution information.
• Put more focus on the pixels closer
to the center.



Loss Function

• Models are trained in a supervised manner using hinge-‐based
loss term and l2-‐norm regularization.
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Experiments: Local	  image	  patches	  benchmark
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• 2-‐channel-‐based architectures exhibit the best performance among all models.
• It is important to jointly use information from both patches right from the first
layer of the network.



Experiments: Local	  image	  patches	  benchmark	  
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Top-‐ranking false and true matches by 2ch-‐deep network



Experiments: Local	  image	  patches	  benchmark	  
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• Rows correspond to first layer filters from 2ch network.
• Corresponding left and right parts look like being negative to each 

other, which basically means that the network has learned to compute 
differences of features between the two patches.



Experiments: Wide	  baseline	  stereo	  evaluation

• Siam-‐2stream-‐l2	  network performs best
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Experiments: Wide	  baseline	  stereo	  evaluation	  
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Experiments: Local	  descriptors	  performance	  
evaluation

• SPP provides	  a	  big	  boost	   in	  matching	  performance,	  suggesting	   the	  great	  utility	  
of	  such	  an	  architecture	  when	  comparing	   image	  patches.

• Siam-‐2stream-‐ l2	  perform very well.
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Conclusions

• Applying the	  models on	  several	  problems	   and	  benchmark	  datasets shows that	   it	  
significantly	   outperforms	  the	  state-‐of-‐the-‐art	   model	  and	  that	   it	  leads	  to	  feature	  
descriptors	  with	  much	  better	  performance.

• 2-‐channel-‐based	   models perform best on matching patches.	  

• Regarding	  Siamese-‐based	   architectures,	   2-‐stream	  multi-‐resolution	   models	   turned	  
out	  to	  be	  extremely	   strong,	  providing	  always	  a	  significant	   boost	   in	  performance	  and	  
verifying	  the	   importance	   of	  multi-‐resolution	   information	  when	  comparing	  patches.
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Universal Correspondence
Network

Christopher	  B.	  Choy,	  JunYoung Gwak,	  Silvio	  Savarese,	  Manmohan Chandraker



Deep Metric Learning

• Instead of learning similarity of patches, directly learn a feature space that
preserve semantic or geometric similarity of correspondences.
• Features	  form	  a	  metric	  space
• Training task = target task
• At	  test	  time,	   finding correspondence	   reduces	  to	  a	  nearest	   neighbor	  search	   in	  
the feature	  space	  

• Deep metric learning: use CNN to learn the mapping from the pixel space to this
metric feature space.
• The	  mapping	   is invariant	  to	  any	  variations	  that	  are	  irrelevant	  to	  the	  
considered	   similarity.	  
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Architecture
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Correspondence	  Contrastive	  Loss	  

• s	  =	  0	  for	  a	  positive	  pair	  and	  s	  =	  1	  for	  a	  negative	  pair.
• Features	  that	  correspond	  to	  the	  positive	  points	  are	  trained	  to	  be	  
closer	  to	  each	  other,	  while	  features	  that	  correspond	  to	  negative	  
points	  are	  trained	  to	  be	  at least margin	  m apart.	  
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Hard Negative Mining

• Random	  negative	  pairs	  do	  not	  contribute	  to	  training	  since	  they	  are	  
are	  generally	  far	  from	  each	  other	  in	  the	  embedding	  space.
• Extract	  feature for the ground truth point in the	  first	  image	  and	  find	  
the	  nearest	  neighbor	  in	  the	  second	  image.	  If	  the	  location	  is	  far	  from	  
the	  ground	  truth	  correspondence	  location,	  we	  use	  the	  pair	  as	  a	  
negative.	  
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Geometric	  Correspondence
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Geometric	  Correspondence
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Geometric	  Correspondence
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Semantic	  Correspondence
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Semantic	  Correspondence
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Semantic	  Correspondence
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Thank	  You!
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