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Abstract

Visualization techniques constitute important interfaces between the rapidly in-
creasing digital information available today and the humanuser. In this context,
numerous dimensionality reduction models have been proposed in the literature,
see, e.g., [1, 2]. This fact recently motivated the development of frameworks for
a reliable and automatic quality assessment of the producedresults [3, 2]. These
specialized measurements represent a means to objectivelyassess an overall qual-
itative change under spatial transformation. The rapidly increasing size of the
data sets, however, causes the need to not only map given datapoints to low di-
mensionality, but to priorly compress the available information, e.g., by means of
clustering techniques. While a standard evaluation measurefor clustering is given
by the quantization error, its counterpart, the reconstruction error, is usually infea-
sible for dimensionality reduction, such that one has to rely on alternatives. In this
paper, we investigate in how far two existing quality measures used for dimen-
sionality reduction are appropriate to evaluate the quality of clustering outputs,
such that only one quality measure can be used for the full visualization process
in the context of large data sets. In this contribution, we present empirical results
from different basic clustering scenarios as a first study toanalyze how structural
characteristics of the data are reflected in the quality assessment.

1 Introduction

In order to visualize high-dimensional data, there are numerousdimensionality reduction (DR) tech-
niques available to map the data points to a low-dimensionalspace, e.g., the two-dimensional Eu-
clidean plane, see [1, 2] for an overview. As a general setting, original data are given as a set
of N vectorsxi ∈ X ⊂ Sn, i ∈ {1, . . . , N}. Using DR, each data vector is mapped to a
low-dimensional counterpart for visualization, calledtarget yk ∈ Y ⊂ R

v, k ∈ {1, . . . , N},
where typicallyn ≫ v andv = 2. While linear DR methods, e.g.,principal component analysis
(PCA), are well-known, many nonlinear DR approaches became popular later on, such asisomap,
t-distributed stochastic neighbor embedding (t-SNE), maximum variance unfolding (MVU), Lapla-
cian eigenmaps, etc., see [2, 1] for an overview. Since spatial distortion is usually unavoidable in
the mapping process, the strategies to achieve the most meaningful low-dimensional representation
differ strongly among the available methods. Some methods focus on the preservation of distances,
while others rely on locally linear relationships, local probability distributions, or local rankings.
With an increasing number of such methods, a reliable assessment of the quality of produced vi-
sualizations becomes more and more important, in order to achieve comparability. One objective
of DR is to preserve the available information as much as possible. In this sense, the reconstruc-
tion errorEreconstr :=

∑
i ‖xi − f−1(f(xi))‖

2 wheref denotes the DR mapping of the data, and
f−1 its approximate inverse, could serve as a general quality measure. This has the drawback that,
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for most DR methods, no explicit mappingf is available and an approximate inversef−1 is also
not known. As an alternative, the existing quality assessment (QA) measures rely on statistics over
input-versus-output discrepancies, which can be evaluated based solely on the given data points and
their projections. Different QA approaches have been proposed in the last years, likemean relative
rank errors (MRREs), the local continuity meta-criterion (LCMC), as well astrustworthiness and
continuity (T&C); see [3] for an overview. Recently, two generalized approaches have been intro-
duced that can serve as unifying frameworks, including someearlier QA concepts as special cases:

CRM: Thecoranking matrix and its derived quality measure, presented in [3].
IR: An information retrieval perspective measuring precision & recall for visualization, see [2].

These frameworks have been evaluated extensively in the context of DR tools, which map given data
points to low-dimensional coordinates. The rapidly increasing size of modern data sets, however,
causes the need to not only project single points, but to alsopriorly compress the available infor-
mation. Hence, further steps such as, e.g., clustering become necessary. While the QA approaches
can be used to evaluate DR methods, it is not clear in how far they can also reliably measure the
quality of clustering. Conversely, typical QA measures forclustering such as the quantization error
cannot be extended to DR methods, since this would lead to the(usually infeasible) reconstruction
error. Hence, it is interesting to investigate if QA approaches for DR methods can be transferred to
the clustering domain. This would open the way towards an integrated evaluation of the two steps.
In the following, we briefly review QA for DR methods, we discuss in how far they can be applied
or adapted, respectively, to evaluate prototype-based clustering algorithms, and we experimentally
evaluate their suitability to assess clustering results intwo benchmarks.

2 Quality Assessment for Dimensionality Reduction

Coranking matrix The CRM framework, presented in [3], offers a general approach to QA for
DR. δij denotes the distance of data pointsxi, xj in input space,dij denotes the corresponding
distance of projectionsyi, yj in the output space. The quantityρij := |{t : δit < δij}| denotes the
rank of points in input space, the corresponding rank in output space is denoted asrij := |{t : dit <
dij}|. The coranking matrix itself is defined as:

Q = [qkl]1≤k,l≤N−1 : qkl = |{(i, j) : ρij = k ∧ rij = l}|

So, every elementqkl gives the number of pairs, with a rank equal tok in input space and equal tol in
output space. In the framework as proposed in [3], ties of theranks are broken deterministically, such
that no two equal ranks occur. This has the advantage that several properties of the coranking matrix
(such as constant row and column sum) hold, which are, however, not necessary for the evaluation
measure. For our purposes, it is more suitable to allow equalranks, e.g., if distances are identical.
Reflexive ranks are zero:rii = ρii = 0. For a pair(i, j), the event ofrij < ρij , i.e., a positive rank
error, is called anintrusion, while the opposite eventρij < rij , i.e., a negative rank error, is called
extrusion, since data points ’intrude’ (’extrude’) their neighborhood in the projection as compared
to the original setting. Based on the coranking matrix, various different quality measurements can
be computed, which offer different ways how to weight intrusions and extrusions. In [3], theoverall
quality is proposed as a reasonable objective which takes into account weighted averages of all
intrusions and extrusions, see the publication [3] for details.

Information retrieval In the IR framework, presented in [2], visualization is viewed as an in-
formation retrieval task. One data pointxi ∈ X is seen as a query of a user, which has a certain
neighborhoodAi in the original data space, calledinput neighborhood. The retrieval result to this
query is then based solely on the visualization which is presented to the user. There, the neighbor-
hood of its respective targetyi ∈ Y is denoted byBi, we call it theoutput neighborhood. If both
neighborhoods are defined over corresponding notions of proximity, it becomes possible to evaluate,
how truthful the query result is with respect to the given query. One can define the neighborhoods
by a fixed distance radiusαd, valid in input, as well as in output space, soAi andBi consist of all
data points (other thani itself), which have a smaller or equal distance toxi andyi respectively:

Ai = {zj : δij ≤ αd ∧ i 6= j}, Bi = {zj : dij ≤ αd ∧ i 6= j}

Analogously, the neighborhoods can be defined by a fixed rank radiusαr, so the neighborhood sets
Ai andBi contain theαr nearest neighbors. Note thatAi andBi usually differ from each other
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due the projection of data to low dimensionality. Followingthe information retrieval perspective,
for a pair(xi, yi), points that are inAi ∩Bi are calledtrue positives, the points inBi\Ai are called
false positives, and the points that are inAi\Bi are calledmisses. To evaluate a mapping, the false
positives and misses can be counted for every pair, and costscan be assigned. For the pair(xi, yi),
the numbers of true positives, false positives and misses areETP,i, EFP,i, andEMI,i respectively.
Then, the information retrieval measuresprecision(i) = ETP,i/|Bi| andrecall(i) = ETP,i/|Ai|
can be defined. For a whole setX of data points, one can calculate themean precision andmean
recall by averaging over all data pointsxi.

3 Quality Assessment for Clustering

Clustering aims at decomposing the given dataxi into homogeneous clusters, see [4]. Prototype-
based clustering achieves this goal by specifyingM prototypespu ∈ P ⊂ Sn, u ∈ {1, . . . ,M},
which decompose the data by means of their receptive fieldsRu, which are given by the points
xi closer topu than to any other prototype, breaking ties deterministically. Many prototype-based
clustering algorithms exist, including, for example, neural gas (NG), affinity propagation (AP), k-
means and fuzzy extensions thereof. A prototype-based clustering algorithm has the benefit that,
after clustering, the prototypes can serve as a compressionof the original data, and visualization
of very large data sets is possible by visualizing the smaller number of representative prototypes
only. Typically, prototype-based clustering is evaluatedby means of the quantization errorEqe :=∑

u

∑
xi∈Ru

‖xi − pu‖
2 which evaluates the averaged distance within clusters. If alarge data set

has to be visualized, a typical procedure is to first represent the data set by means of representative
prototypes and to visualize these prototypes in low dimensions, afterwards. In consequence, a formal
evaluation of this procedure has to take into account both, the clustering step and the dimensionality
reduction. To treat the two steps, clustering and visualization, within one common framework, we
interpret clustering as a ’visualization’ which maps data points to their closest prototype respectively:
xi 7→ yi := pu such thatxi ∈ Ru. In this case, the visualization spaceRv coincides with the
data spaceSn. Obviously, by further projecting the prototypes, a ’proper’ visualization could be
obtained. The usual error measure for clustering, the quantization error, obviously coincides with
the reconstruction error of visualization as introduced above. Hence, since the latter can usually
not be evaluated for standard DR methods, the quantization error can not serve as evaluation for
simultaneous clustering and visualization. As an alternative, one can investigate whether the QA
tools for DR, as introduced above, give meaningful results for clustering algorithms. There exist
some general properties of these measures which indicate that this leads to reasonable results: for
fixed neighborhood radiusαr, an intrusion occurs only if distances between clusters aresmaller
thanαr; an extrusion occurs only if the diameter of a cluster is larger thanαr. Hence, the QA
measures for DR punish small between-cluster-distances and large within-cluster-distances. Unlike
the global quantization error, they take into account localrelationships and they are parameterized
by the considered neighborhood sizes.

In the following, we experimentally test in how far the QA measures for DR as introduced above
lead to reasonable evaluations for typical clustering scenarios.

4 Experiments

We use two artificial 2-dimensional scenarios with randomlygenerated data points, where data are
arranged in clusters (11 clouds), or data are distributed uniformly (random square), respectively.
We use thebatch neural gas (BNG) algorithm [5] for clustering as a robust classical prototype-
based clustering algorithm. We use different numbers of prototypes per scenario, covering various
’resolutions’ of the data.

11 clouds data This consists of 1100 random data vectors as shown in Fig. 1. We used 110, 11,
and 5 prototypes, which lead to three respective situations: (I) M = 110 – each cloud is covered
by ∼ 10 prototypes, none of them located in-between the clouds, so one cluster consists of∼ 10
data points; (II)M = 11 – there is one prototype approximately in the center of each cloud, so one
cluster consists of∼ 100 data points; (III)M = 5 – there are not enough prototypes to cover each
cloud separately, so only two of them are situated near cloudcenters and three are spread in-between
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clouds. Cluster sizes vary between∼ 100 and∼ 300 data points, which includes more than one
cloud on average.

The resulting prototypes are depicted in Fig. 1, the according QA results are shown in Fig. 3(a)
to 3(f). The graphs show the different quality values, sampled over neighborhood radii from the
smallest to the largest possible. The left column refers to distance-based neighborhoods, the right
column refers to rank-based neighborhoods.

In several graphs, especially in Fig. 3(c), 3(d), the grouped structure of the11 clouds data is re-
sembled by wave or sawtooth patterns of the QA curves, showing that the total amount of rank or
distance errors change rapidly as the neighborhood range coincides with cluster boundaries. Simi-
larly, in all graphs there is a first peak in quality at the neighborhood radius where only a single cloud
is approximately contained in each neighborhood. Within such neighborhoods, rank or distance er-
rors are rare, even under the mapping of points to their closest prototypes. This effect is visible,
e.g., in Fig. 3(e), 3(f). Interestingly, in Fig. 3(e), 3(f),there is a first peak where both, precision and
recall are close to 1 corresponding to the ’perfect’ clusterstructure displayed in the model, while
Fig. 3(a), 3(b) do not possess such value for small neighborhood corresponding to the structural
mismatch because of the small number of prototypes. Unlike the IR measures, the CRM measure
leads to smaller qualities for smaller numbers of prototypes in all cases. The structural match in
the context of 11 prototypes can be observed in a comparably large increase of the absolute value,
but the situation is less clear as compared to the IR measures. For the IR measures, the main dif-
ference in between the situations where a structural match can be observed (11 and 110 prototypes,
respectively) is the smoothness of the curves, but not theirabsolute value.

Random square data Data and prototype locations for 10 and 100 prototypes are depicted, re-
spectively, in Fig. 2. ForM = 100, each cluster consists of∼ 10 data points, and withM = 10
the sizes were∼ 100. As expected, the QA graphs in Fig. 3(g) and 3(h) are continuously rising
for the settingM = 100, whereas the curves are less stable but still following an upward trend for
M = 10. This shows how the sparse quantization of the whole uniformdata distribution leads to
more topological mismatches over various neighborhood sizes.

5 Conclusions

In this contribution, we investigated the suitability of recent QA measures for DR to also evaluate
clustering, such that visualization of large data sets, which commonly requires both, clustering and
dimensionality reduction, could be evaluated based on one quality criterion only. While a formal
transfer of the QA measures to clustering is possible, thereexist qualitative differences between
the IR and CRM evaluation criteria. It seems that IR based evaluation criteria allow to also detect
appropriate cluster structures, corresponding to high precision and recall, while the situation is less
pronounced for the CRM measures where a smooth transition ofthe measures corresponding to the
cluster sizes can be observed. One drawback of the IR evaluation is its dependency on the local scale
as specified by the radii used for the evaluation. This makes it difficult to interpret the graphs due to
the resulting sawtooth patterns even for data which possessonly one global scale. If the scaling or
density of the data varies locally, results are probably difficult to interpret. This question is subject
of ongoing work.
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Figure 1:11 clouds dataset and three independent prototype distributions with 110, 11, and 5 proto-
types.

0.2 0.4 0.6 0.8

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

 

 
Data
M = 100
M = 10

Figure 2: random square dataset with two independent prototype distributions with100 and 10
prototypes.
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(b)

QA for 11 cloudsdataset, clustered with 5 prototypes
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(d)

QA for 11 cloudsdataset, clustered with 11 prototypes
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(f)

QA for 11 cloudsdataset, clustered with 110 prototypes
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(h)

QA for random squaredata, clustered with 100 and 10 prototypes

Figure 3: QA results from the IR and CRM frameworks for two artificial clustering scenarios
(11 clouds & random square). In the left column are the results with neighborhoods defined over
distance radii; in the right column the neighborhoods were based on rank radii.
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