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Abstract

Relational generative topographic mappings (RGTM) provide a statistically moti-
vated data inspection and visualization tool for pairwise dissimilarities by fitting
a constraint Gaussian mixture model to the data. Since it is based on pairwise
dissimilarities of data, it scales quadratically with the number of training sam-
ples, making the method infeasible for large data sets. In this contribution, we
transfer the Nyström approximation to RGTM and we investigate its effect on the
method. This leads to a linear method which reliability depends on the intrinsic
dimensionality of the dissimilarity matrix.

1 Introduction

A wealth of dimensionality reduction methods exists, including t-SNE, LLE, MVU, Laplacian
eigenmaps, or Isomap, for example [7, 9, 8]. In a nutshell, these technologies rely on the principle
to map given data points to low dimensions such that important data characteristics are preserved
as much as possible. The methods differ in the choice of the data characteristics (e.g. pairwise dis-
tances, locally linear relationships, pairwise probabilities, . . . ) and the way in which the objective is
optimized (using e.g. spectral techniques or numerical optimization).

Unlike these approaches, the generative topographic mapping (GTM) takes a fundamentally differ-
ent perspective [1]. It is based on a generative statisticalmodel which explains the observed data
distribution. The parameters are adapted such that the datalog likelihood is maximized. The statis-
tical model is constraint such that the single Gaussian modes can smoothly be associated with points
in a low dimensional latent space. This way, data visualization is obtained as a by-product of the
method. Being based on a Gaussian mixture model, it offers additional functionalities such as data
clustering, neighborhood browsing, outlier detection, and direct out of sample extensions.

Original GTM has been proposed for Euclidean data. Often, data display a specific non-Euclidean
structure: biological sequences and their alignment, graph structures and corresponding kernels, or
text and corresponding information theoretic distances. In these cases, it is much more appropriate
to work with the given dissimilarities rather than to enforce a feature representation of data. GTM
has recently been extended to general dissimilarities, relational GTM (RGTM) [2, 3]. While the
mapping and visualization obtained this way display a high quality for a number of benchmarks
[2, 3], the method has a principled drawback: it has squared complexity and, thus, it is not feasible
for large data sets - this problem is common for all methods which rely on pairwise dissimilarities.

In this contribution, we show that, for RGTM, due to its algebraic formulation of the training prob-
lem, the Nyström approximation of the dissimilarity matrix leads to a linear time approximation of
the full procedure. One can prove that this approximation isexact if the approximation mirrors the
intrinsic dimensionality of the given dissimilarity data.For smaller sizes, the approximation may
lead to worse results. We test the method in two real world examples.
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2 The generative topographic mapping

GTM: We shortly review GTM and its extension to relational data. Given datax ∈ R
D, GTM

defines a constraint mixture of Gaussians with centers induced by a regular lattice of pointsw in
latent space. The prototypes are mapped to target vectorsw 7→ t = y(w,W) in the data space,
where the functiony is typically chosen as a generalized linear regression model y : w 7→ Φ(w)·W
induced by base functionsΦ such as equally spaced Gaussians with bandwidthσ. Every latent point
induces a Gaussian distribution

p(x|w,W, β) =

(

β

2π

)D/2

exp

(

−β

2
‖x− y(w,W)‖2

)

(1)

with varianceβ−1. In total, a mixture ofK modesp(x|W, β) =
∑K

k=1
1
K p(x|wk,W, β) is gener-

ated. GTM training optimizes the data log-likelihoodln
(

∏N
n=1

(

∑K
k=1 p(wk)p(xn|wk,W, β)

))

with respect toW andβ. This can be done by means of an EM approach which treats the generative
mixture componentwk for a data pointxn as hidden parameter. In explicit formulas, responsibilities

Rkn(W, β) = p(wk|xn,W, β) =
p(xn|wk,W, β)p(wk)

∑

k′ p(xn|wk′ ,W, β)p(wk′ )
(2)

of componentk for point numbern, and the model parameters by means of the formulas

ΦTGoldΦWT
new = ΦTRoldX (3)

for W are subsequently computed until convergence, whereΦ refers to the matrix of base functions
Φ evaluated at pointswk, X to the data points,R to the responsibilities, andG is a diagonal
matrix with accumulated responsibilitiesGnn =

∑

n Rkn(W, β). The variance can be computed
by solving

1

βnew
=

1

ND

∑

k,n

Rkn(Wold, βold)‖Φ(wk)Wnew − xn‖2 (4)

whereD is the data dimensionality andN the number of data points. Usually, GTM is initialized
referring to PCA to avoid convergence to local optima.

Relational GTM: We assume that datax are given by pairwise dissimilaritiesdij = ‖xi − xj‖2
with corresponding dissimilarity matrixD, where the vector representationx of the data is unknown.
As pointed out in [6, 4], if prototypes are restricted to linear combinations of data points of the form
tk =

∑N
n=1 αknxn with

∑N
n=1 αkn = 1 the prototypestk can be represented indirectly by means

of the coefficient vectorαk and, further, distances of data points and prototypes can becomputed by

‖xn − tk‖2 = [Dαk]n − 1

2
· αT

k Dαk (5)

where[·]i is componenti of the vector.

As before, the targetstk induce a Gaussian mixture distribution in the data space. They are obtained
as images of pointsw in latent space via a generalized linear regression model. Since the embedding
space oftk is not known, we directly treat the mapping as a mapping to coefficients: y : wk 7→
αk = Φ(wk) · W where, now,W ∈ R

d×N . This corresponds to a generalized linear regression
of the latent space into the (unknown) surrounding vector space due to the linear dependency of the
targets and coefficients. In theα-space of linear combinations of data points, data pointsxi itself
are represented by unit vectors, in consequence, the data matrix X is now the unit matrixI.

To apply (5), we put the restriction
∑

n[Φ(wk) ·W]n = 1. This way, the likelihood function can be
computed based on (1) where the distance computation can be performed indirectly using (5). As
for GTM, we can use an EM optimization scheme to arrive at solutions for the parametersβ and
W, where, again, the modewk responsible for data pointxn serves as hidden parameter. An EM
algorithm in turn computes the responsibilities (2) using the alternative formula for the distances
(5), and it optimizes the expectation

∑

k,n Rkn(Wold, βold) ln p(xn|wk,Wnew, βnew) with respect
to W andβ under the above constraint onW. Using Lagrange optimization one can see that the
optimum automatically fulfills the constraints.

Hence the model parameters can be determined in analogy to (3,4) where, now, functionsΦ map
from the latent space to the space of coefficientsα. We refer to this iterative update scheme as rela-
tional GTM (RGTM). Initialization of RGTM can take place by referring to the first MDS directions
of the given dissimilarity matrix.
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3 The Nyström method for approximating Gram matrices

We shortly review the Nyström technique as presented in [10]. By the Mercer theorem kernels
k(x,y) can be expanded by orthonormal eigenfunctionsφi and non negative eigenvaluesλi in the
form k(x,y) =

∑

∞

i=1 λiφi(x)φi(y). If k is represented by a matrix, the number of non zero eigen-
values is given by the rank. The eigenfunctions and eigenvalues of a kernel are the solution of
∫

k(y,x)φi(x)p(x)dx = λiφi(y), which can be approximated based on the Nyström technique by
samplingxk i.i.d. according top: 1

m

∑m
k=1 k(y,xk)φi(xk) ≈ λiφi(y). Using the matrix eigenprob-

lemK(m)U(m) = U(m)Λ(m) of them×m Gram matrixK(m) we can derive the approximations
for the eigenfunctions and eigenvalues

λi ≈
λ
(m)
i

m
, φi(y) ≈

√
m

λ
(m)
i

kyu
(m)
i , (6)

whereu(m)
i is theith column ofU(m). Thus, we can approximateφi at an arbitrary pointy as long

as we know the vectorky = (k(x1,y), ..., k(xm,y))T .

One well known way to approximate an×n Gram matrix, is to use a low-rank approximation. This
can be done by computing the eigendecomposition of the kernel K = UΛUT , whereU is orthonor-
mal andΛ is diagonal withΛ11 ≥ Λ22 ≥ ... ≥ 0, and keeping only them eigenspaces which cor-
respond to them largest eigenvalues of the matrix. The approximation isK ≈ Un,mΛm,mUm,n,
whereAb,c notes the matrix with theb first rows andc first columns ofA. The Nyström method
can approximate a kernel in a similar way, without computingthe eigendecomposition of the whole
matrix, which is anO(n3) operation. For a givenn × n Gram matrixK we randomly choose
m rows and respective columns. After permutation, we assume without loss of generality that
these are the firstm rows and columns. We denote these rows byKm,n and columns byKn,m,
which are transposes of each other, since the matrix is symmetric. Using the formulas (6) we obtain
K̃ =

∑m
i=1 1/λ

(m)
i · Kn,mu

(m)
i (u

(m)
i )TKm,n, whereλ(m)

i andu(m)
i correspond to them × m

eigenproblem. In the case that someλ
(m)
i are zero, we replace the corresponding fractions with

zero. Thus we get,K−1
m,m denoting the Moore-Penrose Pseudoinverse,

K̃ = Kn,mK−1
m,mKm,n. (7)

For a given matrixK with rankm, this approximation is exact, if them chosenm-dimensional
points are linearly independent.

4 Nyström approximation for dissimilarities

Originally the Nyström method was presented for positive semidefinite Gram matrices. For dissim-
ilarity data, a direct transfer is possible: A symmetric dissimilarity matrixD is a normal matrix and
according to the spectral theorem can be diagonalizedD = UΛUT with U an unitary matrix whose
column vectors are the orthonormal eigenvectors ofD andΛ a diagonal matrix with the eigenvalues
of D, which can be negative for non-Euclidean distances. Therefore the dissimilarity matrix can be
seen as an operatord(x,y) =

∑N
i=1 λiφi(x)φi(y) whereλi ∈ R correspond to the diagonal ele-

ments ofΛ andφi denote the eigenfunctions. As we can see, the only difference to an expansion of
a kernel is that the eigenvalues are allowed to be negative. All further mathematical manipulations
can be applied in the same way.

Using the approximation (7) for the distance matrix, we can apply this result for RGTM. It allows
to approximate (5) in the way

‖xn − tk‖2 ≈
[

Dn,m

(

D−1
m,m (Dm,nαk)

)]

n
− 1

2
·
(

αT
kDn,m

)

·
(

D−1
m,m (Dm,nαk)

)

(8)

which isO(m2n) instead ofO(n2), i.e. it is linear in the number of data pointsn, assuming fixed
approximationm. Again, the approximation is exact ifm suits the rank of the matrix.

5 Experiments

We test the applicability of the Nyström technique for RGTMon two real life data sets: The Copen-
hagen chromosomes data set as presented in ([5]) contains 4200 data from 22 classes representing
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distances of grey valued images of chromosomes using a suitable dissimilarity measure. The idw
data set contains 79810 articles with scientific news from the data base ’Informationsdienst Wis-
senschaft’ (a German service organization gathering research news, see http://idw-online.de) which
are multi-labeled with 8 categories. The articles are preprocessed by stop word reduction, stemming,
and random projection from 54553 to 100 dimensions, using cosine dissimilarity afterwards.

Chromosomes: For the chromosomes data, we use 50 cycles,10× 10 base functions which stan-
dard deviation is set to the distance between two neighboring basis function centers, and40 × 40
latent points. We report the classification rate obtained bya 10-fold cross-validation with 5 repeats
and a different percentage of pointsm ∈ {2, 90} for the Nyström approximation as depicted in
Fig. 2. The rightmost number corresponds to a standard RGTM setting without Nyström approxi-
mation. The red line denotes the time in seconds used for training.

The distance matrix of the chromosomes data set has a high rank and many large eigenvalues, as
presented in Fig. 1. Therefore, it cannot easily be approximated by a low rank matrix. This fact is
mirrored by the graph shown in Fig. 2: while the Nyström approximation leads to a considerable
speedup, it also causes a loss of information correspondingto a decrease of the accuracy from almost
.9 to less than.6.

Idw data: The idw data set is trained for the same number of epochs, using 10 × 10 latent
points and3× 3 base functions. Unlike for the Chromosomes data, a Nyströmapproximation using
m = 101 leads to an exact reconstruction of the matrix due to the inherent low dimensionality
of the data. Posterior labeling, where a relative cutoff of .8 is used, leads to a visualization of
the represented classes as shown in Fig. 3. The resulting topographic mapping allows an intuitive
inspection and retrieval of the main categories as present in the data set.

6 Conclusions

We investigated the suitability of the Nyström method to speed up relational topographic maps for
large data sets. While the technique leads to linear effort,its suitability severely depends on the
intrinsic dimensionality of the given dissimilarity matrix. As demonstrated in the experiments, there
can be a considerable loss of information if the dimensionality is higher.

Acknowledgments: Financial support by DFG under grant number HA2719-4/1 is gratefully acknowledged.
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Figure 1: Eigenvalues of the chromosomes data set
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Figure 2: Accuracy and time when using the Nysrtöm technique to speed up RGTM for Chromo-
somes
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Figure 3: Visualization of the idw data set using RGTM and theNyström approximation
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