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Abstract. Given a graph G and degree bound B on its nodes, the
bounded-degree minimum spanning tree (BDMST) problem is to find
a minimum cost spanning tree among the spanning trees with maxi-
mum degree B. This bi-criteria optimization problem generalizes several
combinatorial problems, including the Traveling Salesman Path Problem
(TSPP).
An (α, f(B))-approximation algorithm for the BDMST problem pro-
duces a spanning tree that has maximum degree f(B) and cost within a
factor α of the optimal cost. Könemann and Ravi [13, 14] give a polynomial-
time (1 + 1

β
, bB(1 + β) + logb n)-approximation algorithm for any b > 1,

β > 0. In a recent paper [2], Chaudhuri et al. improved these results
with a (1, bB +

√
b logb n)-approximation for any b > 1. In this paper, we

present a (1 + 1
β
, 2B(1 + β) + o(B(1 + β)))-approximation polynomial-

time algorithm. That is, we give the first algorithm that approximates
both degree and cost to within a constant factor of the optimal. These
results generalize to the case of non-uniform degree bounds.
The crux of our solution is an approximation algorithm for the related
problem of finding a minimum spanning tree (MST) in which the maxi-
mum degree of the nodes is minimized, a problem we call the minimum-
degree MST (MDMST) problem. Given a graph G for which the degree
of the MDMST solution is ∆opt, our algorithm obtains in polynomial
time an MST of G of degree at most 2∆opt + o(∆opt). This result
improves on a previous result of Fischer [4] that finds an MST of G
of degree at most b∆opt + logb n for any b > 1, and on the improved
quasipolynomial algorithm of [2].
Our algorithm uses the push-relabel framework developed by Goldberg [7]
for the maximum flow problem. To our knowledge, this is the first in-
stance of a push-relabel approximation algorithm for an NP-hard prob-
lem, and we believe these techniques may have larger impact. We note
that for B = 2, our algorithm gives a tree of cost within a (1 + ε)-factor
of the optimal solution to TSPP and of maximum degree O( 1

ε
) for any

ε > 0, even on graphs not satisfying the triangle inequality.



1 Introduction

Given a graph and upper bounds on the degrees of its nodes, the bounded-
degree minimum spanning tree (BDMST) problem is to find a minimum
cost spanning tree among the spanning trees that obey the degree bounds.
This bi-criteria optimization problem generalizes several combinatorial
problems, including the Traveling Salesman Path Problem (TSPP), which
corresponds to the case when degrees are restricted to 2 uniformly. Since
we do not assume the triangle inquality, approximations for the BDMST
problem must relax the degree constraint, unless P equals NP.

Let copt(B) be the cost of an optimal solution to the BDMST problem,
given input graph G and uniform degree bound B. We call a BDMST
algorithm an (α, f(B))-approximation algorithm if, given graph G and
bound B, it produces a spanning tree that has cost at most α ·copt(B) and
maximum degree f(B). Könemann and Ravi give, to our knowledge, the
first BDMST approximation scheme [13]: a polynomial-time (1+ 1

β , bB(1+
β)+logb n)-approximation algorithm for any b > 1, β > 0. They illustrate
the close relationship between the BDMST problem and the problem of
finding an MST in which the maximum degree of the nodes is minimized,
a problem we call the minimum-degree MST (MDMST) problem. Using a
novel cost-bounding technique based on Lagrangean duality, Könemann
and Ravi show that the MDMST problem can essentially be used as a
black box in an algorithm for the BDMST problem. In a subsequent
paper [14], they use primal dual techniques and give similar results for
nonuniform degree bounds.

The BDMST and MDMST problem are different generalizations of the
same unweighted problem: given an unweighted graph G = (V, E), find a
spanning tree of G of minimum maximum degree. Fürer and Raghavachari
[5] give a lovely algorithm for this problem that outputs an MST with
degree ∆opt + 1. Their algorithm finds a sequence of swaps in a laminar
family of subtrees of G such that the sequence results in an improvement
to the degree of some high-degree node, without creating any new high-
degree nodes. The laminar structure relies on the property that an edge
e ∈ E that is not in a spanning tree T can replace any tree edge on the
induced cycle of T ∪e. This property is not maintained in weighted graphs
because a non-tree edge can only replace other tree edges of equal cost.
The structure of an improving sequence of swaps in a weighted graph can
therefore be significantly more complicated.

Könemann and Ravi rely on an MDMST algorithm due to Fischer
[4]. Given a graph G for which the MDMST solution is ∆opt, Fischer’s



algorithm finds an MST of G of degree at most b∆opt + logb n for any
b > 1. In a recent paper [2], Chaudhuri et al. give an improved MDMST
algorithm based on finding augmenting paths of swaps. The algorithm
in [2] simultaneously enforces upper and lower bounds on degrees, which,
by using linear programming duality and techniques of [13, 3], is shown to
result in an optimal-cost (1, bB(1 + β) + logb n)-approximation BMDST
algorithm for any b > 1. At the expense of quasipolynomial time, [2] also
gives an algorithm that produces an MST with degree at most ∆opt +
O( log n

log log n), leading to a (1, B+O( log n
log log n))-approximation for the BDMST

problem (in quasipolynomial time).
In this paper, we present a polynomial-time BDMST algorithm which

we show to be a (1 + 1
β , 2B(1 + β) + o(B(1 + β)))-approximation scheme

for any β > 0. That is, we give the first algorithm that approximates both
degree and cost to within a constant factor of the optimal.

For example, for B = 2, all previous algorithms would produce a tree
with near-logarithmic degree and cost within a constant factor of the
optimal; our algorithm, in contrast, approximates both the degree and
the cost to within a constant factor.

For the sake of a simpler exposition, we describe our BDMST results
in the setting of uniform degree bounds. Our techniques imply analo-
gous results even in the case of more general non-uniform degree bounds.
Though our BDMST algorithm does not simultaneously enforce upper
and lower degree bounds, our techniques here do apply to a version of
the BDMST problem in which lower bounds on node degrees must be
respected, which may be of independent interest.

The crux of our solution is an improved approximation algorithm for
the MDMST problem that uses the push-relabel framework invented by
Goldberg [7] for the max flow problem (and fully developed by Goldberg
and Tarjan [8]). Given a graph G for which the degree of the MDMST
solution is ∆opt, our algorithm obtains in polynomial time an MST of
G of degree at most 2∆opt + o(∆opt).

While Fischer’s MDMST solution is locally optimal with respect to
single edge swaps in the current tree, our algorithm explores a more gen-
eral set of moves that may consist of long sequences of branching, inter-
dependent changes to the tree. Surprisingly, the push-relabel framework
can be delicately adapted to explore these sequences. The basic idea that
we borrow from Goldberg [7] is to give each node a label and permit “ex-
cess” to flow from a higher labeled node to lower labeled nodes. Nodes
are allowed to increase their label when they are unable to get rid of their
excess. For max-flow, the excess was a preflow, while in our case, the ex-



cess refers to excess degree. To our knowledge, this is the first instance of
a push-relabel approximation algorithm for an NP-hard problem and we
are intrigued by the possibility that this framework may be extended to
search what may appear to be complicated neighborhood structures for
other optimization problems.

We note that for B = 2, our BDMST algorithm gives a tree of cost
within a (1 + ε)-factor of the optimal solution to TSPP and of maxi-
mum degree O(1

ε ) for any ε > 0. Our work does not assume the triangle
inequality; when the triangle inequality holds, Hoogeveen [10] gives a 3

2 -
approximation of TSPP based on Christofides’ algorithm. The Euclidean
version of the BDMST problem has also been widely studied. See, for
example, [15, 12, 1, 11].

Independent of our work, Ravi and Singh [16] give an algorithm for
the MDMST problem with an additive error of k, where k is the number
of distinct weight classes. We note that this bound is incomparable to the
one presented here, and does not improve previous results for the BDMST
problem. More recently, Goemans [6] has announced an algorithm for the
BDMST problem with an additive error of 2.

1.1 Techniques

All known algorithms for the MDMST problem repeatedly swap a non-
tree edge e ∈ E with a tree edge e′ ∈ T of the same weight, where e′ is
on the induced cycle in T ∪ e in the current MST T . Fischer proceeds by
executing any swap that improves a degree d node without introducing
new degree d nodes, for selected high values of d. He shows that when
the tree is locally optimal, the maximum degree of the tree is at most
b∆opt + logb n, for any b > 1, where ∆opt is the degree of the optimal
MDMST solution. Moreover, as shown in [2], this analysis is tight.

To illustrate the difficulty of the MDMST problem, we next describe
a pathological MST T in a graph G (see Figure 1): the tree T has a
long path consisting of O(n) nodes ending in a node u of degree d. The
children of u each have degree (d− 1); the children of the degree (d− 1)
nodes have degree (d−2), and so on until we get to the leaves. Each edge
on the path has cost ε, and an edge from a degree (d − i + 1) node to
its degree (d− i) child has cost i. In addition, each of the degree (d− i)
nodes has a cost-i edge to one of the nodes on the path. For some d with
d = O(log n/ log log n), the number of nodes in the graph is O(n).

Note that an MST of G with optimal degree consists of the path
along with the non-tree edges and has maximum degree three. On the



Fig. 1. Graph G and a locally optimal tree. The shaded triangles represent subtrees
identical to the corresponding ones shown rooted at the same level. The bold nodes
represent a path and the bold dotted edges correspond to a set of edges going to similar
nodes in the subtrees denoted by shaded triangles.

other hand, every cost-neutral swap that improves the degree of a degree-
(d− i) node in the current tree increases the degree of a degree-(d− i−1)
node. Hence the tree T is locally optimal for the algorithms of [4, 13].
Moreover, all the improving edges are incident on a single component of
low degree nodes; one can verify that the algorithm of [2] starting with this
tree will not be able to improve the maximum degree. In fact, a slightly
modified instance, G′, where several of the non-tree edges are incident
on the same node on the path, is not improvable beyond O(d). Previous
techniques do not discriminate between different nodes with degree less
than d− 1 and hence cannot distinguish between G and G′.

On the other hand, our MDMST algorithm, described in Section 2,
may perform a swap that improves the degree of a degree d node by cre-
ating one or more new degree d nodes. In turn, it attempts to improve
the degree of these new degree d nodes. We note that in the process the
algorithm may end up undoing the original move. However, the labels
ensure that this process cannot continue indefinitely. These two new de-
gree d nodes cannot necessarily be improved independently since they
may rely on the same edge or use edges that are incident to the same
node. Moreover, this effect snowballs as more and more degree d nodes
are created.

As previously mentioned, Goldberg’s push-relabel framework helps us
tame this beast of a process. A high degree node may only relieve a unit
of excess degree using a non-tree edge that is incident to nodes of lower



labels. Thus, while two high degree nodes may be created by a swap, at
least they are guaranteed to have lower labels than the label of the node
initiating the swap.

We define a notion of a feasible labeling and prove that our MDMST
algorithm maintains one. During the course of the algorithm, there is
eventually a label L such that the number of nodes with that label is not
much larger than the number of nodes with label L+1. We use feasibility
to show that all nodes with labels L and higher must have high average
degree in any MST, thus obtaining a lower bound on ∆opt. This degree
lower bound also holds for any fractional MST in the graph.

Combining our MDMST algorithm with the cost-bounding techniques
of Könemann and Ravi [13] gives us our result for the BDMST problem.

2 Minimum-degree MSTs

MDMST Problem: Given a weighted graph G = (V,E, c), find an MST
T of G such that maxv∈V {degT (v)} is minimized.

2.1 The MDMST algorithm

Our algorithm is based on the push-relabel scheme used in an efficient
algorithm for the max flow problem [7, 9]. Starting with an arbitrary
MST of the graph, our algorithm runs in phases. The idea is to reduce
the maximum degree in each phase using a push-relabel technique. If we
fail to make an improvement at some phase, we get a set of nodes with
high labels which serves as a certificate of near-optimality.

More formally, let ∆i be the maximum degree of any node in the tree
Ti at the beginning of phase i, also called the ∆i-phase. During the ∆i-
phase, we either modify Ti to get Ti+1 such that the maximum degree in
Ti+1 is less than ∆i or we find a proof that ∆i ≤ 2∆opt + O(

√
∆opt).

(The constants hidden in the big-O notation are small—see Section 2.3.)
We now describe a general phase of the algorithm. Let T be the tree at

the beginning of the current phase, and let ∆ be the maximum degree over
all nodes in T . Let N be the set of nonnegative integers. Given a labeling
l : V → N, we extend the labeling to E by defining l(e) = max{l(u), l(v)}
for e = (u, v). The label of a node is a measure of its potential. In our
algorithm, all nodes are initialized at the beginning of each phase to have
label l(v) = 0. At any time, let level i be defined as the set of nodes that
currently have label i.

In addition to being assigned a label, each node is given an initial
excess. (Excess can also be formally defined as a function from V to N.)



At the beginning of the phase, each vertex with degree ∆ is initialized to
have an excess of 1; all other vertices initially have excess 0. We call a
vertex that has positive excess overloaded.

We define a swap to be a pair of edges (e, e′) such that e ∈ T , e′ 6∈ T ,
c(e) = c(e′), and e lies on the unique cycle of T ∪ e′. For a node u and
a tree T , let ST

u denote the set of swaps (e, e′) such that e is incident on
u and e′ is not incident on u. We call a swap in ST

u useful for u because
it can be used to decrease the degree of u. We say that a labeling l is
feasible for a tree T if for all nodes u ∈ V , for every swap (e, e′) ∈ ST

u ,
l(e) ≤ l(e′) + 1. A swap (e, e′) ∈ ST

u is called permissible for u if l(u) ≥
l(e′)+1. This notion of feasibility is crucial in establishing a lower bound
on the optimal degree (and hence proving an approximation guarantee)
when the algorithm terminates.

The current phase proceeds as follows: Let L be the label of the lowest
level containing overloaded nodes. If there is an overloaded node u in level
L that has a permissible, useful swap (e, e′) ∈ ST

u , modify T by deleting
e = (u, v) and adding e′ = (u′, v′). Then decrease the excess on u by one.
If u′ now has degree ∆ or more, add one to its excess; if v′ has degree
∆ or more, add one to its excess. If no overloaded node in level L has
a permissible, useful swap, then relabel to L + 1 all overloaded nodes in
level L. Repeat this loop.

The phase ends either when no node is overloaded, or when there is
an overloaded node with label log2 n. Note that if the phase ends for the
former reason, then the tree at the end of the phase has maximum degree
at most ∆− 1. See Figure 2 for a formal algorithm.

Since each node is relabeled at most log2 n times, the number of iter-
ations in any phase of the algorithm is bounded by n2 log2 n. Hence the
algorithm runs in polynomial time.

In the next few sections, we build the tools used to argue that when
a phase ends with some overloaded node in level log2 n, the algorithm
produces a witness to the fact that ∆ ≤ 2∆opt + O(

√
∆opt).

The proof of the following lemma is omitted from the extended ab-
stract.

Lemma 1 The algorithm always maintains a feasible labeling.

2.2 Cascades and involuntary losses

For an integer L, let VL be level L, i.e. the set of nodes with label L,
and let UL be the set of overloaded nodes in VL. For convenience, we



Algorithm push relabel MDMST

T ← arbitrary MST of G.
While witness not found do

∆ ← maximum degree over nodes in T .
Initialize labels to zero; put excess of 1 on nodes with degree ∆.
Repeat

L ← lowest level that contains overloaded nodes.
UL ← overloaded nodes with label L.
If there is a node u ∈ UL that has a permissible, useful swap (e, e′) where e = (u, v)

T ← T \ {e} ∪ {e′};
Set excess on u and v to 0;
If an endpoint of e′ has degree ∆ or more

set its excess to 1.
else

Relabel all nodes in UL to L + 1.
until there is an overloaded node with label at least log2 n

or there are no more overloaded nodes.
If some node has label log2 n

Pick L such that level L is the highest sparse level.
Let W be the set of nodes with label strictly higher than L.
Let W ′ be the set of nodes with label higher than or equal to L.
Output tree T and witness (W, W ′).

endwhile.

Fig. 2. An algorithm for the MDMST problem.

imagine placing flags on nodes when we relabel them. We start with all
the pending flags cleared.

In each iteration of the algorithm, we find the lowest L such that UL

is non-empty, i.e. there are some overloaded nodes with label L. If we can
find any swap (e, e′) that is permissible and useful for a node in UL, we
execute the swap and clear pending flags (if set) on the endpoints of e.
Let us call this a label-L swap. If no such swaps exist, we raise the label
of all nodes in UL by one and set their pending flags.

Lemma 2 During the ∆-phase, no node ever has degree more than ∆.

Proof. We use induction on the number of swaps. In the beginning of the
phase, the maximum degree is ∆. Any swap (e, e′) decreases the degree of
a node in UL and adds at most one to the degree of a node with strictly
lower label. By choice of L, all nodes with lower labels had degree at
most ∆−1 before the swap. Since a swap adds at most one to any vertex
degree, the induction holds. The lemma follows.



Consider a swap (e, e′), where e = (u, v) and e′ = (u′, v′), that is
useful for an overloaded node u. If v is not overloaded, then we say that
the swap (e, e′) causes v an involuntary loss in degree.

We call a swap a root swap if it is a useful swap for a node with its
pending flag set. Let (e, e′) be a non-root swap that occurs in the sequence
of swaps made by the algorithm. The swap (e, e′) was performed in order
to decrease the degree of node u (where e = (u, v)). There is a unique
swap (f, f ′) in the sequence that most recently (before the (e, e′) swap
was done) increased the degree of u (so u is an endpoint of edge f ′).
We say that swap (e, e′) can blame swap (f, f ′), and we call (f, f ′) the
parent swap of (e, e′). Recall that a label-L swap reduces the degree of a
node with label L, and note that every non-root swap has a label strictly
smaller than its parent. Moreover each swap is the parent of at most two
other swaps. This parent relation naturally defines a directed graph on
the set of swaps, each component of which is an in-tree rooted at one of
the root swaps. We call the set of swaps in a component a cascade. In
other words, a cascade corresponds to the set of swaps sharing a single
root swap as an ancestor. Note that one cascade does not necessarily
finish before another begins. The label of the cascade is defined to be the
label of the root swap in it.

As noted above, each swap has at most two children and they have a
strictly smaller label. Thus it follows that:

Lemma 3 A label-i cascade contains at most 2i−j label-j swaps.

We say that the cascade contains an involuntary loss if some swap
in the cascade causes it. Since each swap causes at most one involuntary
loss, the lemma above implies:

Corollary 4 A label-i cascade contains at most 2i−j+1 − 1 involuntary
losses to nodes with labels at least j.

Proof. An involuntary loss to a label-k node must be caused by a swap
with label k or higher.

2.3 Obtaining the witness

We now show that when the algorithm terminates, we can find a combi-
natorial structure, that we call the witness, which establishes the near
optimality of the final tree. Our witness consists of a partition C =
{W,C1, . . . , Ck} and a subset W ′ ⊂ V such that W ⊆ W ′. Call an edge e
MST-worthy if there is some minimum spanning tree of G that contains e.



The witness has the following property: any MST-worthy edge e = (u, v)
leaving Ci has at least one endpoint in W ′, i.e. for any MST-worthy edge
(u, v) : u ∈ Ci, v 6∈ Ci, |{u, v}∩W ′| ≥ 1. The following lemma, essentially
contained in [4] shows that a witness establishes a lower bound on the
minimum degree of any MST.

Lemma 5 [4] Let W = {C,W ′} be a witness defined as above. Then any
minimum spanning tree of G has maximum degree at least (k + |W | −
1)/|W ′|.

Proof. Consider any MST T of G and let G′ be the graph formed by
shrinking each of the sets C1, . . . , Ck to a single node. T must contain a
spanning tree T ′ of G′ and hence must have at least k + |W | − 1 edges
from G′. Moreover, each such edge is MST-worthy and hence has at least
one endpoint in W ′. The average degree of W ′ is thus at least (k + |W | −
1)/|W ′|.

Let the ∆-phase be the last phase of the final iteration of the algo-
rithm. It ends with an overloaded node at level l = log2 n. Let WL =
∪i≥LVi be the set of nodes with label at least L and sL = |WL| be the
final number of nodes in WL. Fix a constant c ≥ 2. We search top-down
for the highest level labeled l − j, for some j, 0 ≤ j < l, such that
sl−(j+1) < c · sl−j . We call level l − (j + 1) sparse. Since l ≥ logc n, such
a sparse level must exist for any c ≥ 2. Then for every level i such that
i ≥ g, it is true that si ≥ c · si+1.

We first show that the average degree of Wg is high.

Lemma 6 The average degree of Wg in the final tree is at least ∆− 1−
2c

c−2 .

Proof. Each node enters the set Wg with degree ∆, after which it may lose
at most one degree from a useful swap and it may suffer some involuntary
losses. Thus the total degree of Wg is at least (∆ − 1)|Wg| minus the
number of involuntary losses to Wg.

Each involuntary loss to Wg occurs in a cascade and by Corollary 4,
the number of involuntary losses to Wg in a label-i cascade is at most
2i−g+1. Recall that the root swap of a cascade is useful to a pending node
that moved up one label. The total number of involuntary losses to Wg



during the course of the phase is at most
∑

i≥g

2i−g+1|Wi| =
∑

i≥g

2i−g+1si

≤
∑

i≥g

2i−g+1 sg

ci−g

≤ 2sg

∑

i≥g

(
2
c

)i−g

≤ 2|Wg|( c

c− 2
)

Thus the average degree ∆av of Wg is at least ∆− 1− 2 c
c−2 .

Our witness is now constructed as follows: W ′ is the set Wg−1 and
W is Wg. C1, . . . , Ck are the components formed by deleting Wg from
the final tree. The feasibility of the labeling implies that this indeed is
a witness. Moreover, k is at least ∆av|Wg| − 2(|Wg| − 1), where ∆av is
the average degree of Wg in T . Lemma 5 then implies that the maximum
degree of any MST must be at least
(

∆− 2− 2c

c− 2

) |W |
|W ′| =

(
∆− 2− 2c

c− 2

)( |Wg|
|Wg−1|

)
≥ ∆

c
− 2

c− 2
− 2

Rearranging, we get

∆ ≤ c(∆opt + 2 +
2

c− 2
)

Setting c to be 2 + 2√
∆opt

, we get

∆ ≤ 2∆opt + 4
√

∆opt + 6 +
4√

∆opt

Theorem 7 summarizes the results of Section 2.

Theorem 7 Given a graph G, the push relabel MDMST algorithm ob-
tains in polynomial time an MST of degree ∆, where ∆ ≤ 2∆opt +
O(
√

∆opt).

This algorithm along with Lagrangean relaxation techniques from [13]
gives a bi-criteria approximation for the Bounded-degree MST problem.
We omit the proof from this extended abstract.



Theorem 8 For any β > 0, there is a polynomial-time algorithm that,
given a graph G and degree bound B, computes a spanning tree T with
maximum degree at most 2 (1 + β)B + O(

√
(1 + β) B) and cost at most(

1 + 1
β

)
optLD(B).
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