
CAREER: Structured Output Models of Recommendations, Activities, and Behavior:
project summary

Predictive models of human behavior underlie many of the most important computing systems in
science and industry. Examples abound that seek to suggest friendship links, recommend content, esti-
mate reactions, and forecast activities. Across years of research, and dozens of high-profile applications,
these systems almost invariably follow a common structure: (a) collect large volumes of historical ac-
tivity traces; (b) identify some target variable to be predicted (what will be clicked? what will be liked?
who will be befriended? etc.); and (c) train supervised learning approaches to predict this output as
accurately as possible.

In this proposal, we seek to investigate a fundamentally new modality of recommender systems
and personalized models that are capable of estimating rich, structured outputs. That is, rather than
predicting clicks, likes, or star ratings, we can build systems that are capable of answering complex
questions about content, estimating nuanced reactions in the form of text, or even designing the content
itself in order to achieve a specific reaction.

Our plan to achieve these goals builds upon traditional recommender systems approaches (that esti-
mate models of users and content from huge datasets of historical activities), as well as newly emerging
methods for generative and structured output modeling. At the intersection of these ideas shall be a new
suite of generative models whose outputs can be personalized to individual users, and equivalently, new
forms of recommender systems that can generate rich, structured outputs.

We realize this contribution via three research thrusts. In each, we seek to extend work on gener-
ative and structured output modeling to allow for personalized prediction and recommendation. In our
first thrust, we consider knowledge extraction and Q/A systems, where our goal is to answer questions
that depend on subjective, personal experience. Next, we focus on personalized generative models of
sequences and text, in order to estimate individuals’ nuanced reactions to content. Finally, we con-
sider personalized Generative Adversarial models, that allow us to address the problem of personalized
content creation and design, i.e., to suggest new content that would elicit a certain response, if it were
created.
Intellectual merit. Methodologically, the above contribution extends each of the research areas upon
which it builds: Predictive models of human behavior (and in particular recommender systems), and
generative models/structured output prediction (in particular, GANs, LSTMs, etc.). Closing the research
gap between these areas enables a host of exciting new applications dealing with structured knowledge,
text, and images, and places us at the forefront of a newly emerging research area.
Broader impact. Scientific: Our research can be used to develop models for a range of structured output
tasks where the ‘user’ explains substantial variability in the data. Such applications are ubiquitous in do-
mains ranging from linguistics, social science, personalized healthcare (etc.). Specifically, our research
shall be supported through collaborations with the UCSD School of Medicine, to investigate systems for
automated patient intake and triage, by predicting the severity of symptoms from automated Q/A dialogs
(Thrust 1), and with the UCSD Cognitive Science Department to develop models of heartrate data, to
build systems capable of designing personalized exercise routines (Thrust 2).

Industrial: Personalized, predictive models of human behavior are of broad industrial interest, as
drivers for applications in e-Commerce, social media, and recommender systems (etc.). This proposal
is supported by collaborations with , to study personalized models of artistic preferences, and

, to study systems for personalized Visual Question Answering (Thrust 3).
Educational: We are developing the curriculum for UCSD’s new Data Science major and minor, and

are creating new coursework that aims to expose graduate and undergraduate students to cutting-edge
research. We also regularly organize community workshops, and are involved in mentorship activi-
ties aimed at fostering the retention and involvement of groups including URMs, high-schoolers, and
engineering professionals.
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Summary: We seek to build the next generation of personalized recommender systems that support
predictions in the form of rich, structured outputs. We seek systems that are more interactive, by
responding to complex queries, more contextual, by estimating detailed reactions to content, and more
creative, by suggesting what content should be created, in order to elicit a specific response. We
combine ideas from personalized and context-aware recommender systems (the main research area
of the PI’s lab [1–27]), with recent advances on generative and structured output modeling. Doing
so allows us to build behavioral models and recommender systems whose outputs include answers to
complex questions, text, or images—representing a fundamental advance over existing models that are
limited to predicting simple numerical or categorical values. Building these models helps to advance
traditional applications of recommender systems, and has broader applications wherever individuals
interact with complex content, including medicine, e-commerce, and personalized health.

1 Introduction
Every day we interact with predictive systems that seek to model our behavior, monitor our activities,

and make recommendations: Whom will we befriend [25]? What articles will we like [26]? Who
influences us in our social network [19]? And do our activities change over time [23]? Models that
answer such questions drive important real-world systems, and at the same time are of basic scientific
interest to economists, linguists, and social scientists, among others.

Despite their success in a field with many important applications, the fundamental structure of rec-
ommender systems has not changed in many years: all of the above questions boil down to regression,
classification, and retrieval. This limits the type of queries that can be addressed, and several important
problems remain open. For example, methods based on regression and retrieval cannot estimate how a
user would react to content (e.g. what would they say?), or what type of content should be created in
order to achieve a certain reaction. Such questions are fundamentally more challenging, as they depend
on generating complex, structured outputs and cannot be solved by existing predictive models.
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Figure 1: We seek to leverage recent work on genera-
tive and structured output modeling (O) with recom-
mender systems techniques (R), including those that
make use of structured and multimodal inputs (I).

In this proposal, we seek to develop a new area of rich-in-
put, rich-output recommender systems. Our research seeks to
facilitate (a) finer-grained modeling of behavior; (b) generalize
to a larger class of queries (both in terms of inputs and out-
puts); and (c) support the generation of content, closing a gap
in the capability of existing approaches. This research is at the
confluence of several emerging and established research areas
(Fig. 1), including recommender systems (especially those that
leverage structured inputs), as well as recent developments on
generative modeling and structured output learning. Our re-
search aims to be at the forefront of a newly emerging area that
combines personalization with modern machine learning tech-
niques, for data including structured knowledge [28–30], text
[31–39], and images [40–43].
Research Plan. We propose an ambitious research program
consisting of three thrusts to realize this contribution. In each
thrust our goal is to show how notions like personalization and
subjectivity can be can be combined with complex, structured output models, in order to build new
models and drive transformative new applications. In Thrust 1, we focus on knowledge extraction and
Q/A, where the notions of personalization and subjectivity allow us to answer questions that depend on
subjective personal experience, and to develop systems that are more empathetic to people’s individual
needs. In Thrust 2, we focus on personalized generative models of sequences and text (and in particular
LSTMs), which allow us to estimate more nuanced reactions, by predicting people’s responses (in terms
of the language they would use) to previously unseen content. And in Thrust 3, we consider personalized
Generative Adversarial Networks (GANs), allowing us to address the problem of personalized content
creation and design, i.e., to suggest new content that would elicit a certain response, if it were created.

Each thrust is associated with specific broader impacts, to be realized through established academic
and industrial collaborations: In Thrust 1, we will study ‘subjective symptoms’ from clinical Q/A dialogs
with the UCSD School of Medicine. In Thrust 2, we will study personalized models of heartrate and
sequence data with the UCSD Cognitive Science Department. And in Thrust 3, we will study artistic
preference models with , and personalized Visual Question Answering (VQA) with .
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output type example/applications prior work example input/output thrust

Prior work: ‘unstructured’
recommendation

f : U × I → R Regression: Predicting opinions
(ratings, clicks, etc.) [23, 44, 45]

f : U × I → I
Retrieval: Predicting next actions,
likely purchases, etc.

Preliminary work: multiple-
output and heteroscedastic
recommendation

f : U × I → R × R+ Heteroscedastic regression: mod-
eling uncertainty, etc. [22]

f : U × I → P(I)
Multiple-output regression: bun-
dle generation, etc. [16, 18]

f : U → U × I Barter and trade recommendation [16]

f : U × S∗ → S∗ Personalized Q/A and dialog sys-
tems [12, 15] Thrust 1

This proposal f : U × I → S∗ Estimating likely reactions and
personalized text models [20, 46] Thrust 2

f : U → I Personalized content generation
and design [9, 47] Thrust 3

Table 1: Relationship between prior work, our preliminary work, and the current proposal (for a hypothetical
fashion recommendation scenario). (U=user, I=item, S∗=sequence/text, I=space of possible items)

2 Background
Traditionally, behavioral models and recommender systems seek to predict simple signals (e.g. pur-

chases, clicks, ratings), by training on historical data of the same form, in order to optimize regression
or retrieval benchmarks. This includes classical methods like collaborative filtering (see e.g. the Netflix
prize), as well as a swathe of modern techniques like BPR, Factorization Machines, etc. [44, 45, 48].

This line of work has been extended to incorporate rich side-information in the form of text, se-
quences, images, graphs (etc.). Such side information provides context that can be used to improve
prediction accuracy (especially in cold-start scenarios [49]), and to increase model interpretability [50].
A great deal of effort (including within our lab) has been devoted to building such models: using text
to understand how people express their preferences [12, 15, 24], using sequential data to understand the
context and evolution of people’s opinions [11, 23], and using images to understand the visual evolution
of fashion trends and artistic preferences [9, 10, 13, 51]. Note however that while the inputs to such
models are complex and high-dimensional, their outputs are still simple and low-dimensional.

In contrast, generative models of text, sequences, and images, have recently gained wide popularity
for applications such as image generation and captioning [52, 53], machine translation [54], and text
synthesis [55, 56]. These systems have generated state-of-the-art results for a variety of tasks, and also
suggest new applications with high-dimensional content as the system’s output. Variants of these models
can be trained to generate outputs that are conditioned on an auxiliary input signal [40–43, 57], though
using such models within the context of personalized recommender systems remains open.
Research gap and opportunity. Between these two lines of inquiry we see an opportunity to develop an
exciting new research area, in which we can model activities, predict behavior, and make personalized
recommendations, in the form of rich, structured outputs, including personalized answers to complex
questions (Thrust 1), personalized textual reactions (Thrust 2), and personalized content (Thrust 3).

Our strategy to close this gap is depicted in Table 1: like existing recommender systems we seek to
model complex interactions between ‘users’ and ‘content.’ By changing the relationships between the
models’ inputs and outputs (Table 1, Column 2), and leveraging the power of newly emerging generative
modeling approaches, we can fundamentally change the types of questions that can be addressed. Mak-
ing this conceptually simple—though methodologically complex—change represents a transformative
way of thinking about predictive behavioral models, and drives a suite of important new applications.
PI background & prior work. Our lab’s research mission is to develop predictive models of human
behavior, and as such we have experience applying machine learning to semantically rich data, including
textual, visual, relational, and temporal models. Examples include recommender systems for beers,
wines, and consumer goods [3–5, 23, 24, 27], including socially and temporally-aware recommender
systems [2, 11, 58]; friendship links and social communities [1, 25, 59]; reddit submissions [26]; images,
art, and fashion [6–10, 13, 14, 60]; and question-answering systems [12, 15].

In the past year, we have begun investigating several forms of ‘structured output’ recommender sys-
tems, preliminary to the main thrusts of this proposal. For example, a simple form of a structured output
recommender is a heteroscedastic regressor, i.e., a regressor that models both an output as well as its
uncertainty about that output. In [22], we used this form of regressor to suggest more efficient surgery
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Thrust Mission Enabling technologies prelim.
work

Short term goals
and intellectual impact

Long term goals
and broader impacts

1

Make behavioral mod-
els more interactive
by answering complex
queries

Subjective knowledge ex-
traction from crowds [29],
MoE-based Q/A systems
[12]

[12, 15]
Develop personalized and sub-
jective ‘opinion bases’ and Q/A
systems

Neurotological Q/A and dialog
analysis for patient intake and
triage (w/ UCSD School of
Medicine)

2

Make behavioral mod-
els more contextual by
estimating nuanced re-
actions

LSTMs, encoder-decoder
architectures, sequence-to-
sequence models [54]

[24]

Develop personalized LSTMs
and text models to estimate nu-
anced reactions to unseen con-
tent

Personalized sequence models
for heartrate monitoring and ur-
ban sensor data (w/ UCSD
CogSci Department)

3
Make behavioral mod-
els more creative by
generating new content

Siamese Nets [61], GANs
[62, 63], conditional
GANs [40–43, 57]

[9, 47]
Develop personalized Genera-
tive Adversarial Networks for
content synthesis and design

Personalized VQA and artis-
tic preference modeling (with

and )

last 1-3 years =⇒ next 2-4 years =⇒ next 3-6 years
Table 2: Short term goals, long term goals, broader impacts, and collaborators.

schedules, showing that both duration as well as our uncertainty about the duration varies due to the char-
acteristics of the operation and the individual surgeon. We have also recently considered other forms
of ‘simple’ structured recommendation, such as multiple output recommendation and set recommenda-
tion. Examples include recommending trading partners in online bartering platforms (where we must
recommend trading partners, as well as a pair of items they can mutually trade) [16], or recommending
bundles of products to be purchased together [18] (where one has to consider issues such as compatibil-
ity and diversity). Although simpler than the types of complex outputs considered in this proposal, what
our preliminary work demonstrates is: (1) There is genuine research gap to be filled, in the sense that
there are a variety of open problems and new applications at the intersection of structured output and
predictive behavioral models, ranging from surgery scheduling [22] to DDR step-chart generation [20].
And (2) In addition to driving new applications, even ‘traditional’ objectives (like duration prediction, a
regression task) can be quantitatively improved by considering structure in the output space.

3 Research trajectory
Our overall research trajectory is depicted in Table 2. As mentioned, each thrust is motivated by

a specific application that extends structured output modeling with personalization. Each builds upon
enabling technologies from prior work on knowledge extraction systems, generative text models such
as LSTMs, and generative image models such as GANs. Our short term goals consist of developing
specific extensions to these technologies to explain effects that arise due to user variance. Building on
established technologies and metrics ensures the feasibility of our evaluation plan (Section 6).

While the ‘obvious’ applications of our research are to domains like recommender systems, opinion
mining, and e-commerce, our focus on these applications is largely opportunistic, as these are domains
for which large, labeled datasets are widely available. Our long term goals are concerned with explor-
ing related applications where ‘users’ also exhibit substantial variance, such as clinical notes, heartrate
data, etc. Realizing these goals is a multi-year process, due to the need to manage interdisciplinary
collaborators, collect sensitive data, survey human subjects, etc.
Challenges, Feasibility, and Qualifications. Developing practical approaches to modeling human be-
havior from large scale, high-dimensional datasets presents a range of challenges: Methods must be
scalable, as many of the datasets we consider (Table 9) span several terabytes of actions, text, and im-
ages. Moreover, such datasets are sparse and long-tailed when we consider the problem of modeling
individuals. Thus we need models that trade off complexity with parsimony: generative models of text
and images already require millions of parameters and lengthy training schedules, thus we must extend
them while adding only a modest number of parameters and computational overhead.

Our approach to these challenges incorporates ideas from recommender systems—where scalability
and sparsity issues are rife—including dimensionality reduction and regularization techniques, into end-
to-end learning systems for Q/A, text, and image data. Our lab has significant experience dealing with
each of these domains (e.g. Q/A [12, 15], text [5, 24], and images [6–10, 13, 14]), including some of the
largest-scale studies to date, spanning hundreds of millions of activities mined from sources including
Amazon [5], facebook [25], and Google [21]. Although we acknowledge the complexity of a research
program consisting of several challenging tasks, each with their own academic and industrial partners,
this is exactly the kind of cross-disciplinary, collaborative research at which our lab excels, having
collaborated with 33 authors across 10 departments and institutions during the last two years alone.
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4 Contributions and Impact
4.1 Intellectual Merit

Methodologically, our research contributes to each of the areas upon which it builds. To the area
of generative modeling and structured output learning, our contribution is a new suite of techniques
and approaches (‘personalized’ knowledge extraction, personalized text generation, personalized image
generation, etc.) that can be used to model applications where the ‘user’ explains substantial variance in
the data, due to personal preferences, biases, subjectivity (etc.). Such applications are ubiquitous within
recommender systems and social media mining, but also emerge when modeling (for example) clinical
notes (Thrust 1), heartrate data (Thrust 2), etc.

Figure 2: Thrusts, applications, and impact.

Our research also drives new applica-
tions in recommender systems and person-
alized modeling. Our goal is to trans-
form the way systems are currently trained
and evaluated, by re-imagining the notion
of ‘content’ as more than just features to
augment a system’s performance, but as
desirable outputs that enhance interactiv-
ity, context-awareness, and creativity. The
relationship between our contributions, in
terms of methodology, applications, and
broader impacts is depicted in Fig. 2.

4.2 Broader Impacts
Health. Our collaboration with the UCSD
School of Medicine shall investigate sys-
tems for patient intake and triage, by pre-
dicting the severity of symptoms from auto-
mated Q/A dialogs. The primary challenge
to overcome is the subjectivity with which
symptoms are reported, which we expect to
benefit from personalized Q/A systems (Thrust 1). And with the UCSD Cognitive Science department
we shall investigate personalized models of heartrate data, which we cast as a structured output task
for the purpose of recommending personalized exercise routines (Thrust 2). Broadly, for applications
like personalized health, it is critical to deal with structured data, while simultaneously accounting for
variance that arises due to individual behavioral patterns [22].
Commercialization. Broadly, work on personalized recommender systems has direct impact to count-
less industrial applications, such as e-Commerce [5], social media mining [26], and even video gam-
ing [20]. Our lab has ongoing collaborations with industrial partners, to develop personalized visual
models of artistic preferences (with ) and personalized Visual Question Answering Systems (with

). These collaborations are described in Thrust 3. Note that while our work is clearly of commer-
cial interest, the goals of our proposal are basic-science contributions that differ from what is typically
funded via industrial grants; rather, our industrial collaborators provide complimentary expertise, and
help to ensure that the potential impact of our work is realized.

Letters of Collaboration from the UCSD School of Medicine, , and are attached.
Education and Outreach. In the coming year we shall create an additional research-oriented class that
closely follows the thrusts in this proposal, and develop the intro-level curriculum for UCSD’s upcoming
Data Science major and minor. We are also involved in mentorship programs aimed at increasing the
retention of URMs in CS, and other activities targeting high-schoolers and engineering professionals.
We regularly organize community workshops, including the SoCal Machine Learning Symposium, and
the Workshop on Mining and Learning with Graphs.
Data. The dissemination of new datasets is an ongoing effort and major contribution of our lab. Al-
though we have collected a wide selection of datasets that can already support the proposed work (Ta-
ble 9), new data will be collected throughout this proposal. The PI has a track record of making all data
and code publicly available; many of the datasets we have collected have become de facto standards in
academia and industry, having been used in dozens of ML and data mining classes worldwide (including
our own), and receiving thousands of downloads per month.

4



product: Mommy’s Helper Kid Keeper
Question: “I have a big two year old (30
lbs) who is very active and pretty strong.
Will this harness fit him? Will there be any
room to grow?”

sample responses: “So if you have big babies, this may
not fit very long.”; “They fit my boys okay for now, but
I was really hoping they would fit around their torso for
longer.”; “I have a very active almost three year old who
is huge.”

product: Sanford EXPLORERV Vista
Explorer 60” Tripod
Question: “Is this tripod better then the
AmazonBasics 60-Inch Lightweight Tri-
pod with Bag one?”

sample responses: “However, if you are looking for a
steady tripod, this product is not the product that you are
looking for”; “If you need a tripod for a camera or cam-
corder and are on a tight budget, this is the one for you.”;
“This would probably work as a door stop at a gas station,
but for any camera or spotting scope work I’d rather just
lean over the hood of my pickup.”

product: Thermos 16 Oz Stainless Steel
Question: “how many hours does it keep hot
and cold ?”

sample responses: “Does keep the coffee very hot for sev-
eral hours.”; “Keeps hot Beverages hot for a long time.”;
“I bought this to replace an aging one which was nearly
identical to it on the outside, but which kept hot liquids
hot for over 6 hours.”; “Simple, sleek design, keeps the
coffee hot for hours, and that’s all I need.”; “I tested it by
placing boiling hot water in it and it did not keep it hot
for 10 hrs.”; “Overall, I found that it kept the water hot for
about 3-4 hrs.”

Figure 3: Examples of community questions showing dependence on context (left), dependence on the querier
(middle), and the inconsistency of opinions (right). From our prior work [12, 15].

Thrust 1: Answering Complex Questions:
Personalized Knowledge Extraction and Q/A Systems

Introduction and problem statement. Extracting useful and actionable knowledge from massive vol-
umes of unstructured data is a fundamental problem with applications in a variety of domains. Systems
range from IBM’s Watson—used to answer Jeopardy questions [30], to Microsoft’s system that analyzes
search logs to predict adverse drug reactions [64], to academic systems that discover relationships in
literature ranging from pharmacogenomics to paleontology [65].

Building such systems means addressing two basic problems: One consists of condensing huge vol-
umes of unstructured or semi-structured data—especially text—into codified form, i.e., to build ‘knowl-
edge bases’ of facts or evidence. The second problem consists of querying the knowledge base in a
natural and interactive way, whether to identify the entities being referred to in a Jeopardy question, or
to predict a drug reaction from patterns in search logs.

Existing work on knowledge base extraction generally assumes that there is some ‘truth’ to be dis-
covered, and that deviation from this truth is due to noise or misinformation that must be corrected.
However this may be too simple an assumption in the context of recommender systems, where questions
are subjective and require personalized answers. Consider for example the questions in Fig. 3 (taken
from our corpus of questions from Amazon [12]). In the first example (left), the user provides context
describing their specific use case. In the second (center), the user asks a question that is highly subjective
(asking which item is ‘better’); furthermore a good answer to this question should be personalized to
the querier (are they an expert? on a budget? etc.). In the third (right), a seemingly objective question is
asked, yet responses are remarkably inconsistent, reflecting a wide variety of personal experiences.

What the above suggests is the need to develop knowledge extraction and Q/A systems that account
for issues such as user-dependent context, personalization, and subjectivity. Through this thrust we
hope to achieve these goals by combining knowledge extraction and personalization techniques, via two
research questions: first to deal with the ‘subjective knowledge extraction’ problem (RQ1.1), and second
to use this knowledge to provide personalized answers to complex subjective questions (RQ1.2).

Thrust 1. How can the notions of personalization and subjectivity be used to improve the perfor-
mance and interactivity of knowledge extraction and question/answering systems?

home &
kitchen

health
Okapi BM25+ 84.0% 81.7%
‘Factual’ Text 86.3% 84.2%
Subjective Text 90.7% 88.0%

Table 3: Prior work and motivation
(from [12]). Performance on sim-
ple Q/A tasks can be improved with
‘subjective’ knowledge, such as that
found in product reviews. Numbers
shown are the fraction of times a cor-
rect answer is selected over an alter-
native on two Q/A corpora.

Prior and preliminary work. In [12, 15] we collected a dataset of 1.4
million questions (and answers), which we used to study the problem of
question answering using consumer reviews. Our research raised several
interesting attributes of real-world Q/A communities:
1. Real Q/A communities surface multiple inconsistent answers (we col-

lected around four answers per question, on average) [15].
2. Even questions identified as being ‘objective’ by crowd workers yield

inconsistent answers, based on differing personal experiences [12].
3. Traditional Q/A and information retrieval techniques perform poorly

when confronted with nuanced and subjective questions [12, 15].
Most importantly, we found that substantial performance improvements can be achieved by making use
of subjective information, such as product reviews and opinion data, rather than relying on sources of
‘factual’ information alone (Table 3). While our prior work demonstrates the need for personalization
and subjectivity within Q/A systems, the predictors were limited to binary Q/A problems or multi-class
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answer selection. Given our fundamental research goal, here we plan to extend such methods to extract
structured knowledge and to answer complex questions interactively.

RQ1.1. Can we generalize knowledge bases and entity-relationship models by extracting ‘opinion
bases’ that account for the range and subjectivity of personal experiences?

⟨ attribute, operator, comparison, preference score, subjectivity score, according to ⟩
“doesn’t taste as good as the new flavors” ⟨ ‘taste’, ≤, ‘new flavors’, 4.0, 1.0, Kevin HG ⟩
“the chocolate is by far better” ⟨ ‘taste’, ≤, ‘chocolate’, 3.0, 1.0, Enner ⟩
“tastes like elmers glue with a fruit loop aftertaste” ⟨ ‘taste’, ∼, ‘elmers glue’, 2.0, 1.0, NC ⟩
“I had really bad hives-inducing allergic reactions to
this product...I have since switched to Vega One pow-
der, which is soy free, and have had no reactions”

⟨ ‘allergenic’, ≥, ‘Vega One’, 1.0, 0.5, Cembalista ⟩

Table 4: Examples of the type of entity relationship to be extracted (from reviews
of ‘Soylent Meal Replacement Drink’). Relationships may capture comparative
judgments, and be associated with measurements reflecting their subjectivity.

First we will design entity-relation-
ship models that account for subjective
relationships, as well as the characteris-
tics of the opinion holder (Table 4). This
requires both (a) defining ontologies to
describe the types of relations to be ex-
tracted, followed by (b) a crowdsourcing
effort to extract ground-truth labels for training and evaluation. For the former we will adopt techniques
from existing work on entity-relationship modeling [66, 67], while for the latter we will use techniques
to resolve ambiguity [68] and mine subjective knowledge [29] from crowds.

Feature space Relation space

Figure 4: We plan to extract relationships
using embedding techniques, where enti-
ties (h, t) are related via embeddings Mr

and translation vectors (see e.g. [66]).

The next task consists of developing techniques to automatically
extract further entity relationships from our complete corpus, using su-
pervised or semi-supervised knowledge-graph completion techniques.
We plan to make use of embedding techniques for relationship ex-
traction, following our previous work [12, 14, 21] and prior work for
knowledge graph completion [66]. Here entities to be linked (e.g. two
items being compared) are related via embeddings; using multiple em-
beddings [14] or translation vectors [21, 66] allows for complex non-
metric relationships to be learned between entities (Fig. 4):

p(relation) = σ(hMrt) σ(Mr,0h+Mr,1t) σ(Mrh+Mrt+ b) σ(Mr(u, s, p)h+Mr(u, s, p)t+ b)
bilinear model translation-based models personalized translation-based models

[12, 15, 69] [14, 21, 66] RQ1.1

We have previously used similar embedding techniques to establish item-to-item relationships for rec-
ommendation scenarios [5, 14, 21]. Although these techniques can be applied as-is as baselines for
entity extraction, our main contribution here shall be to extend these methods with parameterized em-
beddings Mr(u, s, p) that account for user latent factors (u), the subjectivity (s) of the statement in
question, and other available features such as preference scores (p). We anticipate that accounting for
such personalization and subjectivity factors shall lead to improved performance for entity relationship
extraction, just as they did for simple Q/A tasks in [12, 15].

RQ1.2. How can the subjective and personalized knowledge bases developed in RQ1.1 be used to
build more personalized and interactive Q/A systems?

Having built a labeled dataset and used it to extract complex and subjective relationships, we must
next use the extracted information to build structured question answering systems. In our prior work
we built systems for answering binary questions and multiclass answer selection [12, 15]. To do so we
made use of mixtures-of-experts type frameworks to answer (binary) questions using bilinear models:

p(answer to is yes|q)
∑

f∈ text fragments

p(f is relevant|q)p(y|f is relevant, q) =
∑
f

σ(fMqT ) · σ(fM ′qT ). (1)

Note that this framework from our prior work ignores the knowledge extraction task (RQ1.1) altogether,
and instead tries to identify significant fragments via a latent relevance model; this proves effective for
simple questions (Eq. (1) is a binary classifier), but does not generalize to generate structured outputs.

Here we plan to (a) improve the performance of these systems using the knowledge bases extracted in
RQ1.1; (b) to use structured knowledge from RQ1.1 to answer complex and open-ended questions, and
(c) adapt Eq. (1) so that answers are tailored to the preferences of the querier. For (a) we can adapt the
same framework from Eq. (1) to make use of structured knowledge (Table 4) rather than raw text; here
our goal is to demonstrate that Q/A performance for subjective questions can be improved by making use
of structured knowledge rather than free text alone. For (b) we shall make use of question analysis and
question classification techniques similar to those already developed [70]. This consists of converting a
question into a query in our knowledge base. We will initially start with simple and predefined sets of
queries (e.g. to mine comparisons [71] and compatibility relationships [72]), before considering more
complex and arbitrary relationships. For (c) we need to further parameterize the relevance models (M )
to include characteristics of the user entering the query (i.e., to discover what relations are true for you).
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Broader impacts: Q/A Systems for Patient Intake and Triage
Although datasets such as the one we have collected from Amazon can already be used for training

and evaluation, to increase the broader impacts of this proposal we are also developing structured Q/A
systems for the specific problem of automated patient intake and triage (Fig. 5).

Figure 5: (Synthetic) clinical Q/A dialog.

Together with (Professor of Medicine,
UCSD), and (a practicing physician), we are
working with the UCSD Clinical and Translational Research
Institute (CTRI) and the Institute of Engineering in Medicine
(IEM) on a pilot study that will collect Q/A dialogs for neu-
rotology patient intake (neurological disorders of the ear,
Fig. 5). During the next 18 months, this study will collect
Q/A data and medical notes from real patients, and develop
initial prototypes. Note that the goal here is not to auto-
matically answer questions, but rather to estimate whether a particular Q/A dialog corresponds to a
high-priority case (e.g. whether it is benign or refers to an emergency situation), which can be used for
automated triage. We expect that this type of analysis will benefit from systems that analyze text in a
personalized way, given the subjectivity of how symptoms are reported.
Evaluation. Detailed evaluation plans for all thrusts are included in Section 6.

Thrust 2: Predicting Complex Reactions:
Personalized Generative Models of Text and Sequences

Introduction and problem statement. While existing personalized models focus on predicting what
content users like or dislike, a more personalized and contextual system might tell users why they like
some content, for example by estimating what they would say (i.e., the text they would use) in reaction
to it. Such a system could be used to make more nuanced recommendations (by telling users both what
they will like and why), or be used by content creators and marketers to forecast reactions in detail.

Traditionally, ‘context’ is added to personalized models by training systems that are ‘context-aware’
[73–76] or ‘aspect-aware’ [77–81], e.g. to disentagle opinions into multiple dimensions. Again though,
such systems treat context as input to the model, and still focus on predicting simple outputs.

In this thrust we consider whether it is possible to estimate detailed reactions to content, in the form
of text that a user might write in response to a given stimulus. For example, we might estimate what
review a user would write for a product they haven’t reviewed yet (Fig. 6), or what specific aspects
they might focus on, etc. This is a challenging language modeling task, as we must estimate (a) what
types of language are used to describe the item? (b) what types of words does the user tend to favor?
And (c) what words describe the interaction between the user and the item (e.g. the user’s preference)?
These issues are further exacerbated by the need to work with incredibly sparse datasets, and the need
to generate long sequences, a particularly challenging problem for generative language models [39].

Thrust 2. How can we adapt generative models of text and sequences to explain the variance that
arises due to subjective and personal factors, by predicting how an individual would
respond to a certain stimulus?

Mosstrooper’s predicted review for
Shocktop Belgian White:

Poured from 12oz bottle into half-liter Pilsner
Urquell branded pilsner glass. Appearance: Pours
a cloudy golden-orange color with a small, quickly
dissipating white head that leaves a bit of lace
behind. Smell: Smells HEAVILY of citrus. By
heavily, I mean that this smells like kitchen cleaner
with added wheat (contd.)...

Actual review from test set:
Poured from a 12oz bottle into a 16oz Samuel Adams
Perfect Pint glass. Appearance: Very pale golden
color with a thin, white head that leaves little lac-
ing. Smell: Very mild and inoffensive aromas of citrus.
Taste: Starts with the same tastes of the citrus and fruit
flavors of orange and lemon and the orange taste is
all there (contd.)...

Figure 6: Preliminary experiments. Exam-
ple of a generated (i.e., predicted) review for
a particular user/item combination (using a
Generative Concatenative Network, Fig. 7e),
along with its groundtruth from the test set.

Prior and preliminary work. Our work builds generally upon the ar-
eas of content and context-aware recommender systems [73–76], and
more specifically on ‘aspect-aware’ sentiment analysis, itself a sim-
ple form of ‘structured output’ recommendation that aims to estimate
fine-grained reactions in terms of a fixed set of aspects [77–81].

Generating text has long been cast in terms of trying to predict
the next token (a word or character) given those seen so far [82].
Potential models to build upon include [83] (which seeks to gener-
ate wikipedia articles), as well as sequence-to-sequence models and
encoder-decoder architectures [54]. Such models have been used to
model reviews (and ‘tips’), though typically not with a focus on per-
sonalized generation [31, 32, 36, 38, 39].

Our own work on this topic dates back to [24], where we showed
that recommendation performance can be improved by combining tra-
ditional recommender systems with topic models. This has been ex-
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tended to use various language models, including CNNs [38], and LSTMs [32, 36, 84] (as we propose
to use here), though again these models struggle to generate outputs in a personalized way.

RQ2.1. How can generative text models be adapted to capture user-, content-, and interaction-
specific language, in order to estimate detailed textual reactions to content?

Perplexity
Mean Median

Unsupervised (Fig. 7b) 4.23 2.22
Personalized (Fig. 7e) 2.25 1.98

Table 5: Preliminary experiments. Com-
bining language models with recommen-
dation techniques lead to more accurate
and personalized models of language.

Two of the main challenges in generating personalized responses
are (a) sparsity, i.e., learning the variance across peoples’ writing styles
based on a limited number of observations, and (b) generating long and
structured sequences. For the former it would seem that the framework
of encoder-decoder RNNs would be appropriate (Fig. 7c,d) [54]; this
type of model has been used (for example) to caption images by first
learning an image representation which is passed as input to an LSTM
[53]; similarly, we might learn user and item representations as input to
an RNN (Fig. 7d). However preliminary experiments showed this to be ineffective when generating
long sequences [46, 85], as the model quickly ‘forgets’ its input and saturates to a background (i.e.,
non-personalized) model.

An effective way to encourage the model to ‘remember’ its input/context is simply to replicate
user and item representations at each step (via one-hot encodings), from which the model can learn
interactions between the two (which we term a ‘Generative Concatenative Network,’ or GCN; Fig. 7e).
This technique was used to generate the example in Fig. 6: this is a promising initial result, as the model
is able to capture both the high-level structure of the review, as well as estimating the user’s subjective
response to its attributes. This method also captures language more accurately in a quantitative sense
(Table 5).

Figure 7: Selection of model architectures to be developed and points of comparison to be
considered. Top left to bottom right: (a) Latent factor recommender system; (b) LSTM;
(c) Encoder-Decoder LSTM; (d) Encoder-Decoder architecture for reaction estimation; (e)
Generative Concatenative Network (GCN) [46]; Bottom row: (f) Factorized GCN; (g) Semi-
Supervised Factorized GCN; (h) Conditional GCN for sequence modeling.

However there are three lim-
itations that we seek to over-
come to make such models ef-
fective: (a) The model requires
several days of training (given a
modest corpus of ∼200,000 doc-
uments); this is largely an issue
of dimensionality that arises due
to one-hot encodings of users and
items (which cannot scale beyond
a few thousand users/items); we
plan to address this by inves-
tigating models that learn low-
dimensional user/item represen-
tations that are passed as input to the LSTM at each step (Fig. 7f). (b) The model requires substantial
amounts of observations per user and item (on the order of 100 documents) to learn effective personal-
ized representations; this is not always realistic in sparse datasets. We plan to address this by investi-
gating ‘semi-supervised’ learning approaches that learn user/item representations from more abundant
sources of data (ratings, clicks, etc.) in addition to a limited number of documents (Fig. 7g). And (c) a
generative language model alone is not yet effective as a means of making predictions and recommen-
dations; we address this in RQ2.2. A selection of possible architectures to be compared to achieve these
goals is shown in Fig. 7.

RQ2.2. How can the personalized language models from RQ2.1 be extended to make effective
predictions and recommendations, and applied to other forms of sequence data?

Our prior work [24] showed that combining language models with recommender systems leads to
more accurate performance (in terms of predicting ratings), as we can learn users’ preferences more ef-
ficiently from review content than we could from preference data alone (which makes sense, as reviews
are intended to ‘explain’ the dimensions of people’s preferences). Our first goal with this research ques-
tion is to show that the same is true for the Generative Concatenative models developed in RQ2.1, which
we plan to achieve by investigating joint training training schemes for ‘BPR-like’ activity prediction
models and GCNs. For example, a trivial formulation might follow the training approach we introduced
in [24]: ∑

u,i,i′

log σ(xu,i(γu, γi)− xu,i′(γu, γ
′
i))︸ ︷︷ ︸

activity model (following BPR training scheme)

+µ log perplexity(corpus|γu, γi)︸ ︷︷ ︸
language model (GCN or similar)

. (2)
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Second we will evaluate our models in terms of novel recommendation objectives. In particular we
are interested in showing that GCN language models can be used for personalized search and retrieval,
and to more effectively navigate existing content. For example a user might describe the desirable
attributes of an item (e.g. ‘good suit to wear to a wedding’), and the system would surface the items
about which the user would be most likely to make such a statement; this connects to our goals from
Thrust 1, as doing so provides an additional method to solve retrieval tasks in terms of personalized and
subjective language. We also plan to investigate how our approach can be used for personalized review
summarization and aspect-based discovery, following ideas from [86–92].

Broader impacts: Personalized Models of Heartrate Data for Exercise Recommendation
Beyond learning personalized generative models of text, we plan to apply the same technology

to other forms of sequential data. We will collaborate with
(through a co-advised student, ) to use Generative Concatenative Networks to build per-
sonalized models of heartrate data, using a large dataset of workout histories (including GPS, heartrate
logs, weather, etc.) collected from EndoMondo. We cast this as a sequence-to-sequence prediction task
(see Fig. 7h) that aims to model the heartrate sequence a user will exhibit given (GPS data of) a work-
out to be undertaken. We will use models of this data to build recommender systems that can suggest
activities and design exercise schedules that will help individuals to achieve personalized fitness goals.

Thrust 3: Generating Complex Content:
Personalized Design and Generative Adversarial Recommendation

Introduction and problem statement. Our final thrust of research consists of studying how personal-
ization and recommendation can be combined with Generative Adversarial Models. Our main goal with
this thrust is to design new systems that can facilitate the personalized generation of new content, rather
than merely retrieving content that already exists.

We consider this problem within the context of ‘visually-aware’ recommendation. This allows us
to combine our own prior work on visually-aware recommender systems [7–11, 14, 19], with recent
developments on comparitive image models [7, 61] and generative adversarial models of images [62, 63].
Again, our goal is to show that an important class of existing structured output models can be extended
and improved by incorporating personalization and behavioral modeling techniques.

Such methods have immediate applications to domains like fashion recommendation and design (for
example), but more broadly to any domains where subjective visual features guide people’s decisions.
This research has the potential to (a) lead to more accurate personalized retrieval techniques, by better
understanding the visual dimensions that guide people’s decisions; (b) to develop more expressive gen-
erative models that can be conditioned on subjective factors; and (c) to take a first step toward building
systems that can be used to aid the (personalized) design of new content.

Thrust 3. How can personalization be used in the generative design of content, i.e., to suggest
the characteristics of content that users would interact with, if it were created.

Prior and preliminary work. Recently, we have shown that recommender systems can perform signif-
icantly more accurately when made to be ‘visually aware,’ especially in sparse datasets or ‘cold-start’
settings [9, 10] (VBPR, Table 6). So far, we have built systems that incorporate visual features ‘off the
shelf,’ in concert with content-aware recommendation approaches [9]. We have shown that such tech-
niques can be used to recommend clothing and outfits [6, 9], to understand the evolution of styles over
time [10], and to understand the visual and social factors that influence people’s artistic preferences [13].

BPR VBPR DVBPR
[45] [9] RQ3.1

Amazon fashion 0.628 0.748 0.796
Amazon fashion (cold) 0.551 0.732 0.772
Tradesy.com 0.586 0.750 0.786
Tradesy.com (cold) 0.542 0.753 0.779

Table 6: Prior and preliminary results (in terms
of AUC). In [9] we showed that improved results
can be obtained by incorporating visual features
into content-aware recommenders (VBPR); in
[10] we showed that the same techniques can be
used to study fashion trends over time.

In parallel, there are two lines of research from computer vi-
sion that we seek to extend via behavioral modeling techniques.
The first is Siamese CNNs [61]: these are discriminative models
that can be trained to make comparisons between images using two
‘copies’ of the same CNN. This can be used (for example) for face
verification [93], or to determine whether two items belong to the
same style [7], though not in a personalized way. Two recent works
suggest that such models could be used to develop better person-
alized recommender systems: In our own work [7] and in [94],
Siamese CNNs are used to identify visually compatible items, and
in [95] comparative judgments between images are modeled, which
is a similar problem to personalized recommendation.
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Figure 8: Models to be developed and evaluated in Thrust 3. We seek to design personalized models for content
creation and design. A selection of possible architectures (including from prior work) are shown above. From
left to right: (a) (non-personalized) Siamese network [61]; (b) Pre-trained network within content-aware RecSys
(VBPR, [97]); (c) Deep VBPR (RQ3.1); (d) retrieval with DVBPR; (e) Discriminator; (f); Personalized GAN
(RQ3.2); (g) Joint GAN/recommender.

A second line of work consists of models for image generation, and in particular Generative Ad-
versarial Networks (GANs). These are unsupervised learning frameworks in which two components
‘compete’ to generate realistic looking outputs [62, 63]: a generator is trained to generate images, while
a discriminator is trained to distinguish real versus generated images. Thus the generated images look
‘realistic’ in the sense that they are indistinguishable from those in the training set. Such systems can also
be conditioned on additional inputs, in order to sample outputs with certain characteristics [40–43, 57].

We seek to combine these lines of work through two technical contributions. First, we shall inves-
tigate recommender systems that can handle high-dimensional image content in an end-to-end fashion,
following a recent trend of incorporating representation learning techniques into recommender systems
[96]. Having developed these representations, we seek to use our models generatively, so that rich
content is not just an input to the system but also an output.

RQ3.1. How can image representation and generation techniques be personalized, and conversely
how can we extend systems for content-aware recommendation to make use of end-to-end
image representation techniques?

Our first task is to investigate end-to-end visually-aware models for personalized recommendation,
extending our prior work that used features ‘off-the-shelf’ within content-aware recommender systems.
Learning such personalized representations is necessary before we attempt to synthesize new items in
RQ3.2, and we expect that doing so will also lead to improved predictive performance.∑

u,i,i′ ℓσ(xu,i − xu,i′ ) BPR [45]

xu,i = α+ βu + βi + γT
u γi︸ ︷︷ ︸

latent user/item preference

+

visual user/item preference︷ ︸︸ ︷
θT
u (Efi) VBPR [9] Fig. 8b

xu,i = α+ βu + θT
uΦ(Xi) ‘Deep’ VBPR RQ3.1 Fig. 8c

argmaxe∈X θT
uΦ(e) retrieval RQ3.1 Fig. 8d

argmaxe∈G(·) θ
T
uΦ(e)− η[D(e)− 1]2 synthesis RQ3.2 Fig. 8e-g

Table 7: Selection of formulations to be developed and compared for Thrust 3.

Our prior work made use of the BPR
framework [45], in which comparative
judgments are modeled between users and
content by fitting a function xu,i such that
items i the user u prefers (likes, purchases,
etc.) are associated with a higher score than
other items i′. Training consists of maxi-
mizing pairwise differences (Table 7, row
1). xu,i can be any function, e.g. our prior
work made use of compatibility functions
that incorporate image features from a (pre-
trained) CNN (Table 7, row 2) [9].

We shall investigate a variety of end-to-end representations (including those in Fig. 8) in order to
determine which are best for preference learning, and which can most effectively be adapted to recom-
mendation tasks. The idea here is that both image representations (Φ(·)) and users’ preferences toward
them (θu) are learned jointly (Table 7, row 3). Our preliminary results (Table 6) show that even a trivial
architecture (a ‘vanilla’ Siamese CNN, with a user preference term, Fig. 8c), already improves results
over pre-trained models. Following this, RQ3.2 seeks methods for GAN training that are capable of
synthesizing items that look realistic while targeting the preferences of specific users.

RQ3.2. How can recommender systems be used generatively for the purposes of content design,
and how can users (or designers) effectively navigate such systems?

10



real item from dataset personalized design for a specific user

continuous manifold of plausible designs

generated items from GAN

Figure 9: We seek not just to recommend existing content, but to use
our system to design new content, that may be desirable to specific users
or groups. For example, we can generate items with desirable or fash-
ionable attributes. To do so we seek to estimate a manifold of plausible
items (above) that can be explored in a personalized way.

Existing systems, including those to be de-
veloped in RQ3.1, are concerned with predicting
which existing items and content a user will inter-
act with (purchase, click, view, etc.). By building
personalized models capable of synthesizing new
content, we hope to develop tools that might be
used by content creators or designers in order to
generate, or to suggest attributes of, content that
might be desirable to a user, population, or group.

An example of this type of contribution is
shown in Figure 9. Essentially our goal is to de-
velop methods that can efficiently sample arbitrary ‘realistic’ items from a prior distribution, and later
to condition samples on the preferences or attributes desired by individual users. Generative Adversar-
ial Networks (GANs) [98] offer an effective way to capture such a distribution and have demonstrated
promising results in a variety of applications [99, 100]; in particular, conditional GANs [40] can gen-
erate images (or other content) according to semantic inputs like class labels [41], textual descriptions
[57], etc.

Figure 10: Preliminary results.
Examples of personalized GAN-
generated items (Fig. 8f).

The overall ideas of such a system and potential architectures are shown
in Figure 8. In a traditional GAN model (Fig. 8e and f), a discriminator D and
a generator G are trained to optimize a value function V (G,D) [98]:

min
G

max
D

V (D,G) = Ee∼pdata(e)[logD(e)] + Ez∼pz(z)[log(1−D(G(z)))].

A trivial way to use such a model to generate personalized items is to max-
imize an objective that balances a user’s preference score θT

uΦ(e) with the
likelihood of the image being ‘real’ [D(e)− 1]2 (Table 7, row 5); we used this
simple objective to generate the preliminary experiments in Figs. 9 and 10.

These preliminary results are promising in the sense that they look ‘plausible,’ and have higher per-
sonalized objectives θT

uΦ(e) compared to existing items in the corpus. Following these results we seek
to address the following problems: (a) evaluate, extend, and improve the results using deeper conditional
networks modified from [63, 100]; (b) investigate joint training schemes that simultaneously optimize
the recommendation and generation objectives (e.g. following the model in Fig. 8g); (c) conduct user
studies to evaluate the quality of generated items. For the latter, much as we did in Thrust 2, we aim to
show that the model is not merely useful as a means of synthesizing new content, but can also be used
to better navigate and retrieve existing content in a quantitative sense [101].

Broader impacts: Artistic Recommendation and Personalized VQA

Figure 11: With XXXXXX we are working
on systems for personalized Visual Ques-
tion Answering.

This thrust is connected to work with two of our lab’s collaborators.
With , we have built models for artistic recommendation that in-
corporate visual and social features, using both public and proprietary
data from the artistic community Behance [13], and more recently we
have begun preliminary work developing models that incorporate both
Siamese Networks and GANs (RQ3.1) [47].

Our lab will also collaborate with to build systems to an-
swer personalized queries regarding the visual appearance of items.
Even simple queries (e.g. finding ‘good shoes to wear to a black-tie
wedding’) are challenging due to issues of ambiguity, subjectivity, and
the dependence on visual appearance. Solving this problem is con-
nected to Thrust 1, due to our need to answer subjective queries, and
Thrust 3, due to our need to understand preferences within image mod-
els. This line of research extends recent developments on Visual Ques-
tion Answering (VQA) [102] to allow for personalization and subjectivity (Fig. 11).

Our research in this thrust focuses largely on applications in art and fashion. While these applications
are important in and of themselves [103–118], again our focus on them is largely due to the fact that these
are domains for which the best data is available, i.e., large image corpora, with associated preference
judgments (reviews, likes, etc.). If successful, we plan to apply the same technology to other areas
where visual factors influence people’s decisions, as well as to non-visual domains where Generative
Adversarial training can be used to design content (e.g. text [33, 119–121]).
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task example metrics established in comparison points/baselines datasets (Table 9)

RQ1.1 Precision/Recall (hit rate), AUC [12, 15, 66]
linear/bilinear models, translation-
based embedding techniques Extracted entity relations from

Amazon Q/A and neurotological
dialogsRQ1.2 AUC, MAP, Precision@k [12, 15, 161, 163]

Relevance ranking techniques
(e.g. Okapi-bm25+)

RQ2.1 Perplexity, per-token accuracy, F-score [20, 46] char-LSTM, GCN, Fig. 7b-g BeerAdvocate, Amazon, Yelp,
EndoMondo, Strava, DDR, etc.RQ2.2 RMSE, AUC, subjective preference [45, 47] BPR and MF-like methods, Fig. 7h

RQ3.1 RMSE, AUC [9, 10] VBPR, TVBPR [9, 10], Fig. 8b,c
Behance, Amazon

RQ3.2 Inception score, SSIM, diversity [41, 62, 175]
GANs and Conditional GANS
(e.g. [40, 41, 174]), Fig. 8d-g

Table 8: Selection of metrics, baselines, and datasets to be used for evaluation.

5 Further Related Work
The overall themes of this proposal are grounded in traditional approaches to behavioral modeling,

i.e., methods that establish latent user preferences and item properties from historical activity traces
[45, 122–128]. A variety of methods extend traditional approaches by making use of content and context
[50, 129–131], including temporally-aware [132–142], and socially-aware [2, 19, 76, 131, 143–146]
models; such methods have also been extended to incorporate modern (i.e., ‘deep’) learning techniques
[96, 147–149]. These techniques—which combine rich and heterogeneous forms of content to improve
prediction—are also related to ideas from multimedia and information fusion [150–158]. Although we
build on such technology (as well as our own work on content-aware behavioral models [1–25]), the
main novelty of our work is the focus on ‘content’ in the output space, rather than as input to the model.

Our proposed work on subjective knowledge discovery and Q/A (Thrust 1) fits within a large body
of work on Q/A and information retrieval. Our work is somewhat related to ‘general purpose’ techniques
for Q/A, retrieval, and knowledge graph completion [30, 66, 67, 159–163], though these differ widely in
formulation, and most are quite different from our own take on the topic [12, 15]. More closely related
are methods that mine knowledge specifically from reviews, either for the purpose of summarization
[86–90], or aspect-based opinion mining [91, 92]. A variety of works build Q/A systems upon opinion
data [71, 159, 164–170], though most are limited to specific forms of query (e.g. mining compatibility
relationships [72]). Part of this limitation of existing work owes to the lack of adequate benchmark data
for general-purpose subjective Q/A, an issue our own work partly addressed through the introduction
of a large subjective Q/A dataset [12]. Our work is also related to ideas of knowledge acquisition from
crowds, especially methods that deal with subjective information [29].

Our work on personalized text generation (Thrust 2) again builds on ideas from aspect-aware rec-
ommendation and summarization [78–81, 171], as well as a growing body of work that uses text as a
form of side information to improve the performance on traditional predictive tasks (e.g. rating predic-
tion) [37, 172, 173], including methods based on CNN and LSTMs [34–36]. We also build on standard
models for text generation [33, 52, 55, 56, 84], and more specifically review generation [31, 32], though
most existing models consider the generative task without personalizing results to individuals.

Finally, our work on personalized generative models (Thrust 3) was initially motivated by the grow-
ing body of work on fashion image modeling and recommendation [103–118]. Besides fashion, there is
a growing interest in making recommender systems ‘visually aware,’ by exploiting content derived from
images [51, 101], including our own work [6–10, 13, 14, 60]. Our work also builds upon image gen-
eration approaches based on GANs [62, 63] and related evaluation protocols [174]. Such models have
been adapted to take conditional inputs (e.g. attributes, or textual descriptions) [40–43, 57]. In essence
our contribution shall be a form of conditional GAN that allows for conditioning on individual users.

6 Evaluation Plan
6.1 Metrics and Baselines

All research in this proposal shall be measured in terms of baselines, metrics, and datasets estab-
lished in prior work, as described in Table 8. In essence, our plan is to demonstrate that accounting for
subjectivity/personalization yields improved performance over models that fail to do so.

Knowledge base completion and Q/A (Thrust 1): For knowledge extraction tasks (RQ1.1), our goal
is to extract entity relationships that match labeled groundtruth; we plan to crowdsource a dataset of
at least 10,000 labeled relationships. Groundtruth relations should be identified (recall), and identified
relationships should be valid (precision). This follows the protocol used elsewhere for knowledge-base
completion [66]. We will initially make use of a sample of reviews and answers to questions from our
existing Amazon corpus; this corpus contains 1.4 million answered questions, meaning that we can use

12



Category Type Description Source No. of Records Students &
Collabs.

Thrust Refs.

e-Commerce General reviews Product reviews, metadata,
images

100M T2, T3 [7–
11, 14, 19]

Reviews Beer & wine reviews Beeradvocate, RateBeer, Cellar-
tracker

4.5M T2 [24, 177]

Reviews Local business reviews Google 11.4M T2 [21]
Activities and images Clicks, likes, etc. (Behance) 11.8M actions,

980k images
T3 [13]

Q/A Q/A data Product-related queries Amazon 1.4M questions
and answers

T1 [12, 16]

Entity relations* Extracted entity relationships RQ1.1 TBD T1
Medical dialogs* Medical Q/A and conversa-

tions
UCSD TBD T1

Sequences Dance Choreography DDR step charts StepMania 350k dance moves,
35 hours of audio

T2 [20]

Workout logs Heart-rate and GPS data (run-
ning and cycling)

EndoMondo, Strava 1M workouts T2

Metropolitan Sensors Road and building sensors UCSD (NSF-IIS-1636879) 40M sensor read-
ings

T2

Clinical procedures Procedure durations and char-
acteristics

UCSD 117K T2 [22]

Other structured
RecSys data

Peer-to-peer trades Bartering transactions Ratebeer, Tradesy 125k peer-to-peer
transactions

[16]

Grocery shopping Grocery shopping transac-
tions (baskets)

Anonymous Seattle-based gro-
cery store (via collaboration w/
Microsoft)

152k transactions
across 53k trips

[17]

Product bundles Bundled purchases Steam 902K [18]

Table 9: Datasets to be used in this proposal, and associated thrusts and references. All are data either collected
by the PI’s lab, or obtained via an industrial or academic partnership. After publication, all (non-private) data
are released publicly. (*to be collected)

it as a testbed for an end-to-end evaluation of our relation extraction systems, in terms of their ability to
resolve queries correctly. Later we will use knowledge extracted from neurotology dialogs following our
collaboration with the UCSD School of Medicine. For Q/A tasks (RQ1.2), we shall evaluate methods in
terms of the AUC as in our previous work [12, 15]. Generative models of text (Thrust 2): initial evalua-
tion of generative text models (RQ2.1) shall be in terms of perplexity and per-token accuracy measure-
ments (i.e., how ‘surprised’ the model is to see held-out data), as we have previously used for generative
sequence modeling tasks [20]. Given that such measures do not adequately characterize the quality (or
‘plausibility’) of generated text, we will perform further qualitative evaluation via user studies; these will
consist of pairwise preference comparisons between text generated via different approaches (see e.g. the
protocol we used in [176]). We will also consider quantitative retrieval and recommendation measures
(RQ2.2), i.e., demonstrating that a richer text model leads to improved MSE/AUC/Hit Rate when re-
trieving items (see e.g. [21]). For other sequence modeling tasks, like heartrate modeling, we are also
interested in measures like the earth-mover’s distance, to compare groundtruth and predicted heartrate
sequences. Generative image models and design (Thrust 3): As with Thrust 2 above, our initial quantita-
tive evaluation (RQ3.1) shall be in terms of whether richer image models improve performance in terms
of recommendation and retrieval benchmarks. To evaluate the quality of generated images (RQ3.2), we
shall make use of the inception score [62], as well as structural similarity (SSIM) [175] when measuring
image diversity [41, 174]. Since measuring image quality is inherently subjective, we shall also evaluate
the generated images in terms of how well they match user preference models, and through user studies
(which will again consist of pairwise preference comparisons) [12, 47].

6.2 Datasets and Reproducibility
A selection of datasets to be used in this proposal (and their associated thrusts) is shown in Ta-

ble 9. These data range from clicks, purchases, text, images, time-series, and social networks, to clinical
procedures and dance choreography. Note that all are either collected by the PI’s lab, or obtained via
an industrial or academic partnership. Additional sources of public benchmark data (e.g. Yelp [178],
MovieLens [179], Epinions [180], Dunnhumby [181], etc.) are also regularly used in our work.

Collecting data is an ongoing effort, with additional data to be collected throughout this project,
including medical (Thrust 1) and commercial (Thrust 3) data that will contribute to the broader impacts
of our research. The PI has a track record of releasing all datasets immediately after publication, along
with open-source implementations of all research artifacts. Similarly, all (non-sensitive) data, methods,
and code from this proposal will be released publicly. This guarantees that all methods and results
produced here shall be reproducible.
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task Year 1 Year 2 Year 3 Year 4 Year 5
1.1a Specify ‘opinion-base’ ontologies / relations
1.1b Collect labeled relations via crowdsourcing
1.1c Investigate supervised techniques for personalized ER extraction
1.1d Evaluate and compare against baselines for RQ1.1
1.2a Investigate extensions of MoE models from [12] using KB data
1.2b Investigate models for subjective question analysis/classification
1.2c Evaluate and compare against baselines for RQ1.2 *

Dissemination of RQ1 results
Broader Impacts: Systems for neurotological dialog and Q/A

2.1a Investigate fully-supervised GCN models (Fig. 7e and f)
2.1b Investigate semi-supervised GCN models (Fig. 7g) *
2.1c Evaluate and compare against baselines for RQ2.1
2.2a Investigate joint GCNs/recommender systems (Eq. (2))
2.2b Evaluate GCNs for personalized retrieval (incl. user studies)

Dissemination of RQ2 results *
Broader impacts: (user× sequence→ sequence) models

3.1a Investigate methods for personalized comparative learning (Fig. 8c)
3.1b Evaluate DVBPR and VBPR against alternatives
3.2a Investigate GAN methods for personalized generation (Fig. 8e and f)
3.2b Investigate joint training schemes for RecSys+GAN training (Fig. 8g)
3.2c Evaluate RQ3.2 methods (incl. user studies) *

Dissemination of RQ3 results * *
Broader Impacts: Development of personalized VQA models

Table 10: Five-year timeline and collaborators (Table 11). (*Student is expected to graduate during this period).

6.3 Advising and Collaboration Plan
Research in this proposal will be conducted by the PhD. students in the PI’s lab (Table 11), as well

as our academic and industrial collaborators (see letters of collaboration attached). Thrust 1 will be
conducted by , building on her prior work on Opinion Q/A systems [15]. Thrust 2 will
initially be conducted by ; following his graduation this research will be conducted by

. Thrust 3 builds upon prior work by [9]; following his graduation work will be conducted
by . developed the preliminary experiments reported in this proposal [46, 47, 85].

PhD. Students
Abbr. Student Graduation

PhD, 2017
PhD, 2018

† PhD, 2020
† PhD, 2021

PhD, 2021
PhD, 2021

∗ PhD, 2019
∗ PhD, 2019

∗† PhD, 2019
∗co-advised; CD with ; LM with

; IS with .
Other student collaborators

Undergraduate, UCSD
† Undergraduate, UCSD

† Undergraduate, UCSD
† Undergraduate, UCSD

Undergraduate, UCSD
Undergraduate/MS, UCSD
MS, UCSD
MS, UCSD
MS, UCSD

Other academic and industrial collaborators
UCSD (School of Medicine)
Neurotology Clinician
Stanford
UCSD
UCSD

Table 11: PI’s lab. †Female / URM

Broader impacts will be achieved through our industrial
and academic partnerships. Our work on Q/A for patient in-
take will be conducted in collaboration with and

; this work is is connected with an ongoing pi-
lot study that will collect data and develop initial prototypes
over the next 18 months; our use of UCSD’s clinical record
data is covered by IRB (April 2016), with additional
approvals to be obtained as needed. Our work on sequence
modeling for heartrate data will be conducted through by

. Finally our work on artistic preferences and
personalized VQA will be conducted with and .
Timeline and funding allocation. Our thrusts are staggered
to coincide with graduation of senior students and
the training of new students ; we aim to complete
Thrusts 1, 2, and 3 in years 3, 4, and 5. is funded by
an MSR fellowship during years 1-2; will graduate in 2018
and will help to train ; and are new students partially
funded by departmental scholarships during years 1-2. Thus we
expect funding to be allocated between during year
3, and during years 1,2,4, and 5. An approximate
timeline for these activities is shown in Table 10.

Although our timeline involves multiple tasks in parallel,
our advising plan guarantees that students in our lab are en-
couraged to pursue interdisciplinary and collaborative research,
exposing them to ideas from departments across campus, and
putting their ideas into practice via industrial partnerships. Each of the collaborations described above
are established working relationships, involving regular meetings between the PI, collaborators, and
advisees.
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7 Educational Plan and Outreach Activities
Mentorship. In addition to my PhD. advising activities, I am actively involved in mentorship of students
from diverse backgrounds, ranging from high-schoolers to engineering professionals. I am an advisor in
UCSD’s Early Research Scholars Program (ERSP), a mentorship program aimed at increasing retention
of women and underrepresented minorities in CS by directly involving them in undergraduate research.
I have advised nine undergraduates through this program across three research projects (SL, ZQ, SH dur-
ing 2017). I am also an advisor in UCSD’s MAS program, a graduate program for working, engineering
professionals. Several of my advisees are women and underrepresented minorities (Table 11).
Outreach. Recruitment and retention: I regularly engage in activities aimed at fostering interest in com-
puter science amongst people of all ages: I have participated in events with the UC High Coding Club
(high-schoolers), with the UC Village (transfer students), the UCSD CSE SPIS program (new admits),
and as an advisor in the ERSP (aimed at increasing retention of URMs). Community Workshops: I am
actively involved in organizing community workshops on machine learning and data mining. In 2016/17
I organized the Workshop on Mining and Learning with Graphs (MLG); the Workshop on Big Graphs,
Theory and Practice; the Workshop on Machine Learning meets Fashion; and the Southern California
Machine Learning Symposium. The latter was a standalone event that attracted 43 papers, 7 corporate
sponsors, and around 300 attendees. SDM Doctoral Forum: In 2018 I will serve as Chair of the SDM
Doctoral Forum, an NSF-sponsored event that provides opportunities for Ph.D. students to discuss and
receive feedback on their research from peers and senior practitioners in the field.
Integrating Research and Teaching. My teaching focuses on a ‘hands-on’ approach to machine learn-
ing, data mining, and recommender systems, by allowing students to work with large-scale datasets,
solving predictive tasks that come directly from real-world applications. For example, my students
compete on Kaggle to develop recommendation engines, using large review datasets from my own re-
search (Table 9). Each week I cover case-studies from academic literature; this integration between
fundamental concepts and cutting-edge research has proven to be among the most positively evaluated
aspects of my classes, especially among undergraduates. In 2016/17 I have developed new (graduate
and undergraduate) classes on Web Mining and Recommender Systems, which have quickly grown to
become the most popular electives (by enrollment) in our department; following the research in this
proposal I plan to incorporate sections on generative and structured output modeling into my existing
classes. In 2017/18 I will develop another course that focuses on large-scale implementation of modern
recommender systems research.
Recommender Systems for Student Admissions. One of my roles in our department is as Chair of our
MS recruiting committee. This is a demanding role, given the need to review over 3,000 applications—
and around 10,000 letters of reference—per year. In the last year I have been analyzing our historical
admissions with a goal to build recommender systems to (a) increase the efficiency of our admissions
process; (b) identify the strongest files early, as well as ‘outliers’ that need special attention; and (c) to
reduce bias in our admissions process. For the latter, even simple analytics (e.g. what percentile is a
3.8 GPA at this university? How often does this letter writer say ‘top 1%’? etc.) can drastically increase
the efficiency of the process, while also increasing its fairness. I am also collaborating with Ndapa
Nakashole (a new faculty member in our department) to analyze the use of gendered language in CS
letters of recommendation, and the effect that it has on admissions decisions; this shall benefit from our
results in Thrust 2, as this task inherently requires the analysis of subjective language.
Developing UCSD’s Data Science Program. I am working to develop of UCSD’s new Data Science
undergraduate major and minor programs that are launching in 2017/18. My course will be incorpo-
rated into the new curriculum, and I am also working on the development of new introductory courses
(DS10/20/30) to be offered in the program’s lower division.

Results from Prior NSF Support
The PI is supported by NSF-IIS-1636879 (“Knowledge discovery and real-time interventions from

sensory data flows in urban spaces,” $517,917, with Altintas, I., Gadh, R., Gupta, R., Shutters, S., and
Srivastava, M.). This project is currently in its first year of funding, and has so far led to two publications
(with RH and RP) [10, 21], as well as the collection of large datasets of urban sensor measurements
(Table 9). This project is concerned with building predictive models of urban sensors (e.g. building
energy usage, weather, parking availability, EV charging, etc.), and as such connects to our broader
impacts in Thrust 2. This project supports the collection of new heterogeneous sequence datasets, and
conversely shall benefit from the new structured modeling techniques to be developed here.
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9 Data Manamegement Plan
Expected Data to be Managed

Data to be used in this proposal are listed below (see Table 9 in the Narrative). Data span records in-
cluding clicks, purchases, co-purchases, trades, likes, reviews, images, questions-and-answers, heartrate
logs, metropolitan senors, clinical records, and dance choreography:

Category Type Description Source No. of Records Students &
Collabs.

Thrust Refs.

e-Commerce General reviews Product reviews, metadata,
images

Amazon 100M MW, WK T2, T3 [7–
11, 14, 19]

Reviews Beer & wine reviews Beeradvocate, RateBeer, Cellar-
tracker

4.5M ZL, JN T2 [24, 177]

Reviews Local business reviews Google 11.4M RH, WK T2 [21]
Activities and images Clicks, likes, etc. Adobe (Behance) 11.8M actions,

980k images
CF, WK T3 [13]

Q/A Q/A data Product-related queries Amazon 1.4M questions
and answers

MW T1 [12, 16]

Entity relations* Extracted entity relationships RQ1.1 TBD MW T1
Medical dialogs* Medical Q/A and conversa-

tions
UCSD TBD EV, CH T1

Sequences Dance Choreography DDR step charts StepMania 350k dance moves,
35 hours of audio

CD, ZL T2 [20]

Workout logs Heart-rate and GPS data (run-
ning and cycling)

EndoMondo, Strava 1M workouts MM, LM T2

Metropolitan Sensors Road and building sensors UCSD (NSF-IIS-1636879) 40M sensor read-
ings

RG, RP T2

Clinical procedures Procedure durations and char-
acteristics

UCSD 117K ZL, NN T2 [22]

Other structured
RecSys data

Peer-to-peer trades Bartering transactions Ratebeer, Tradesy 125k peer-to-peer
transactions

MC [16]

Grocery shopping Grocery shopping transac-
tions (baskets)

Anonymous Seattle-based gro-
cery store (via collaboration w/
Microsoft)

152k transactions
across 53k trips

MW, DW [17]

Product bundles Bundled purchases Steam 902K AP, KG [18]

The majority of data required for initial evaluation has already been collected. Our lab has a track
record of providing reference implementations and complete data from all academic publications to
date;1 similarly, wherever possible, data collected in this proposal will be made available. We note the
following exceptions:

1. Proprietary datasets, i.e., those collected from industrial collaborations, will not be released, and
shall be maintained securely. Where possible, we will release (anonymized) public subsets of the
data, as we have done previously with our Behance data during our collaboration with Adobe [13].
Doing so ensures that our results are verifiable and extensible, even where private data are used.

2. Sensitive data (e.g. clinical notes) will not be released, and shall be maintained securely. Our use
of UCSD’s clinical records data is covered under IRB #160410, with additional approvals to be
obtained as needed.

3. Collection of additional data for neurotology patient intake and triage (Thrust 1) will be done in
collaboration with Chun-Nan Hsu (Professor of Medicine, UCSD), and Erik Viirre (a practicing
physician). Data collection for this project is expected to be completed by Q2 2019.

Collecting additional datasets is a substantial and ongoing effort by our lab, and necessary for the
advancement of research on behavioral models and recommender systems. Many of the datasets col-
lected by our lab have become de facto standards in industry and academia, and are widely used in data
mining and machine learning classes worldwide.

Dissemination
As per the NSF policy on the dissemination and sharing of research results, all research data shall

be made available at the time of publication, and shall remain available for a minimum of three years.

1http://cseweb.ucsd.edu/˜jmcauley/

1

http://cseweb.ucsd.edu/~jmcauley/
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