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Abstract

Offline scheduling is attractive when the traffic profile is known a priori since

the complexity of online scheduling is largely removed. Given any admissi-

ble rate matrix Λ = (λij), Birkhoff-von Neumann decomposition offers a

quasi-offline scheduling strategy that can provide a service rate of at least

λij for each flow (i, j) without internal speedup. This paper extends the

Birkhoff-von Neumann switching strategy to consider traffic profiles in which

the traffic demands are specified as statistical distributions rather than fixed

rates.
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1. Introduction

Input-queued (IQ) crossbar switches represent an important class of switch

architectures. In [1], an approach based on Birkhoff-von Neumman decom-

position was presented for providing rate guarantees in IQ crossbar switches

when the traffic profile is known a priori and remains relatively static. Be-
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sides providing rate guarantees, this quasi-offline scheduling approach is at-

tractive since it also largely removes the complexity of online scheduling,

which is considered difficult at high-speeds.

In particular, let Λ = (λij) be an N ×N arrival traffic rate matrix, where

0 ≤ λij ≤ 1 represents the average rate of traffic from input i to output j.

Λ = (λij) is said to be admissible and doubly sub-stochastic if

N
∑

i=1

λij ≤ 1,∀j, and
N
∑

j=1

λij ≤ 1,∀i, (1)

and it is said to be doubly stochastic if

N
∑

i=1

λij = 1,∀j, and
N
∑

j=1

λij = 1,∀i. (2)

Given an admissible traffic rate matrix Λ, the problem of crossbar scheduling

can be defined as a decomposition of Λ into a convex combination of K

permutation matrices (Pk) such that

Λ ≤
K
∑

k=1

ϕkPk, and
K
∑

k=1

ϕk = 1, (3)

where 0 ≤ ϕk ≤ 1. With this decomposition, each permutation matrix Pk

can then be used for crossbar configurations for the corresponding fraction

of time ϕk. The overall approach in [1] consists of the following:

1. It first uses the von Neumman algorithm [2] to make an admissible traffic

rate matrix doubly stochastic.

2. It then uses the Birkhoff decomposition algorithm [3] to find the decom-

position shown in Equation 3.

3. It finally uses the fair queueing algorithm in [4, 5] to determine which

permutation matrix Pk (obtained in Step 2) to use in a given time slot in

2



proportion to ϕk.

Both Steps 1 and 2 are performed offline. The online scheduling function in

Step 3 can be implemented in constant time in a fully-distributed manner by

using a pipelined priority queue mechanism [6] or by replacing fair queueing

with a round-robin based scheduler [7].

In this paper, we propose a formulation to the problem of Birkhoff-von

Neumann switching under statistical traffic profiles in which traffic demands

are captured as statistical distributions rather than fixed average rates. This

problem may be useful in switching applications in which the traffic demands

follow some given traffic distribution, but are not fixed. An example of

this scenario was presented in [8] for the provisioning of core networks. In

this application setting, the statistical distributions correspond to historical

traffic demands that follow relatively stable diurnal patterns [9]. For such

application settings, we propose a utility max-min fair construction algorithm

for the derivation of a doubly stochastic matrix that is max-min fair with

respect to the statistical traffic distribution, which can be scheduled offline

by means of a Birkhoff decomposition [3].

Specifically, we use the cumulative distribution functions that correspond

to the given statistical traffic profile as the utility functions in the construc-

tion. This is in contrast to the von Neumann algorithm [2], which provides

a construction that works greedily on one matrix element at a time, increas-

ing it to the maximum amount without “oversubscribing” its corresponding

input or output. While the von Neumann algorithm provides an existence

proof that a compatible doubly stochastic matrix can always be constructed

from a doubly sub-stochastic matrix, it does not attempt to provide a fair

distribution of the unused capacity or consider the given statistical traffic

profile. Finally, when the statistical traffic profiles are given as Gaussian dis-

tributions, we show that our utility max-min fair construction problem can

be reduced to a simpler weighted max-min fair problem.

To the best of our knowledge, neither the utility max-min fair construction
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or the statistical optimization approach has been applied previously in the

context of Birkhoff-von Neumann crossbar switching. The rest of this paper is

organized as follows. We first present our utility max-min fair construction

algorithm in Section 2. We then apply this construction algorithm to the

Birkhoff-von Neumann switching problem in Section 3. We finally conclude

in Section 4.

2. Utility Max-Min Fair Construction

2.1. Definitions

Definition 1 (Utility max-min fairness). Let Λ = (λij) be an N×N rate
matrix for N 2 flows, and let Γ = (γij(λij)) be N

2 increasing utility functions,

with each γij(λij) corresponding to the utility function for flow (i, j). Λ is

said to be utility max-min fair if the following two conditions are satisfied: (i)

Λ is doubly stochastic. (ii) No component λij ∈ Λ can be increased without

decreasing some other component λpq ∈ Λ with equal or smaller utility – i.e.,

γpq(λpq) ≤ γij(λij).

Definition 2 (Weighted max-min fairness). Let W = (wij) be a positive

weight matrix1. Λ = (λij) is said to be weighted max-min fair if it is utility

max-min fair with respect to utility functions that are defined by γij(λij) =

λij/wij,∀i, j.

Definition 3 (Max-min fairness). Λ = (λij) is said to be max-min fair

if it is weighted max-min fair with respect an all-one weight matrix (i.e.,

wij = 1,∀i, j).

2.2. Fair Construction Algorithm

We now describe a utility max-min fair construction algorithm based on

an iterative procedure. Our problem is different than previous max-min

1We can avoid zero weights by replacing them with an arbitrarily small value ε > 0.
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fair allocation formulations in which network-level resources are allocated

to application classes, where the utility is usually defined with respect to

notions of service quality [10, 11]. In contrast, our problem formulation is

for the construction of a doubly stochastic rate matrix in the context of

Birkhoff-von Neumann decomposition, where statistical traffic distributions

are used to define the optimization functions with respect to aggregate traffic

demands between switch ports. We defer to Section 3 to describe how this

utility max-min fair construction algorithm is applied to the Birkhoff-von

Neumann switching problem under statistical traffic distributions.

Table 1 summarizes the variables used in the proposed construction al-

gorithm. In the algorithm, we characterize each row and column as being

fixed or free. We say a flow (i, j) is fixed if either its row i or column j is

fixed. Initially, all rows and columns are free, with all flows initially free as

well. That is, ρi denotes the available capacity on row i, and ψj denotes the

available capacity on column j, which are both initially 1.

At each iteration of the algorithm, we consider only the non-fixed rows

and columns. In particular, the procedure repeats the following two steps in

each iteration until all rows and columns are fixed.

1. For each non-fixed row i (or column j), find a temporary rate allocation

to free flows on that row (or column) that fully allocates the available

capacity in that row (or column), while achieving the maximum common

utility ῡ for all free flows on that row (or column). That is, for each free

flow (i, j) on row i, temporarily allocate αij such that

∑

j∈T

αij = ρi, and γij(αij) = ῡ,∀j ∈ T. (4)

Similarly, for each free flow (i, j) on column j, temporarily allocate αij

such that
∑

i∈S

αij = ψj, and γij(αij) = ῡ,∀i ∈ S. (5)
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2. Among the maximum common utilities that could be achieved for the

non-fixed rows and columns, find the minimum maximum common utility

that could be achieved. If this minimum ῡ corresponds to some row i,

then remove row i from S and fix the corresponding rate allocations:

S = S \ {i}, and λij = αij. (6)

If this minimum ῡ corresponds to some column j, then remove column j

from T and fix the corresponding rate allocations:

T = T \ {j}, and λij = αij. (7)

Then update the corresponding available row and column capacities that

are affected by the fixing of the λij’s.

Theorem 1. The above fair construction algorithm will return a utility max-

min fair doubly stochastic rate matrix Λ after at most 2N iterations.

Proof. At each iteration, we are finding for each row i a maximum common

utility ῡ such that the corresponding assignment of non-fixed flows λij =

αij = γ−1
ij (ῡ) in row i will consume the remaining row capacity ρi. Such

an ῡ can be found because the utility functions are increasing. Similar, at

each iteration, we are finding for each column j a maximum common utility ῡ

such that the corresponding assignment of non-fixed flows λij = αij = γ−1
ij (ῡ)

in column j will consume the remaining column capacity ψj. By setting the

λij’s in the row or column with the minimum maximum common utility, that

corresponding row or column will become fixed (i.e., the row or column sum

will become 1). Therefore, the algorithm converges after at most N iterations

because at least one row or column becomes fixed in each iteration. After at

most N iterations, all row and column sums will become 1. Therefore, the

resulting Λ is doubly stochastic, which satisfies condition (i) of Definition 1.

We next show that the resulting Λ satisfies condition (ii) of Definition 1.
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By selecting the row or column with the minimum maximum common utility

ῡ in each iteration, we are ensuring that ῡ is the maximum common utility

that can be achieved by all non-fixed flows in that iteration. That is, we

cannot increase the maximum common utility that could be achieved by all

non-fixed flows in a given iteration without decreasing the assignment of

fixed flows from previous iterations that already have an equal or smaller

utility. By fixing only the non-fixed flows in the selected row or column with

the minimum achieveable maximum common utility ῡ in a given iteration,

it means all remaining non-fixed flows can achieve an equal or larger utility

in subsequent iterations. At the end of the algorithm, this iterative “water-

filling” process ensures that no component λij ∈ Λ can be increased without

decreasing some other component λpq ∈ Λ with equal or smaller utility, which

satisfies condition (ii) of Definition 1.

In the above algorithm, the number of iterations can be reduced by fixing

all rows and columns (and their corresponding rate matrix entries) that have

ρi = 0 or ψj = 0 respectively.

3. Birkhoff-von Neumann Switching under Statistical Distributions

In this section, we present a statistical approach for Birkhoff-von Neum-

mann switching in which traffic demands are captured as statistical traffic

distributions rather than fixed average rates. This problem may be useful

in switching applications in which the probability distributions for flow rates

are given. In particular, let the flow rates for an N ×N switch be specified

as an N ×N matrix of probability density functions

F = (fij(x)), (8)

with each fij(x) corresponding to the probability distribution of traffic de-

mands for flow (i, j). For each fij(x), we have a corresponding cumulative

distribution function (CDF) that describes the probability distribution of a
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random variable X that represents that actual traffic demand. Let x be the

rate allocation. Then the CDF of X is given by

φij(x) = Pr[X ≤ x], (9)

which corresponds to the probability the rate allocation x is sufficient to

cover the actual traffic demand X (i.e., the coverage probability).

To maximize the coverage probability that the rate allocations can satisfy

the actual traffic demands for all flows in a max-min fair manner, we can

use these CDFs as utility functions and apply the utility max-min fair rate

allocation algorithm described in Section 2.2.

Consider an example in which the traffic distribution is modeled as a

Gaussian distribution. In particular, each probability density function fij(x)

is defined with respect a given mean µij and a standard deviation σij. Sup-

pose we have a 2×2 switch with the following means and standard deviations:

(

µ1,1 µ1,2

µ2,1 µ2,2

)

=

(

0.3 0.3

0.3 0.3

)

, and

(

σ1,1 σ1,2

σ2,1 σ2,2

)

=

(

0.05 0.15

0.15 0.05

)

.

Suppose the originally proposed von Neumann algorithm [2] is used to

construct a doubly stochastic rate matrix Λ = (λij) with the average traffic

demand matrix (µij) as the starting point. The von Neumann algorithm is a

greedy algorithm that only aims to increase the rate entries to make all row

and column sums equal to 1, which would result in the following:

Λ =

(

0.7 0.3

0.3 0.7

)

.
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The corresponding coverage probabilities would be

(

φ1,1 φ1,2

φ2,1 φ2,2

)

=

(

99.62% 50%

50% 99.62%

)

.

In this case, two of the flows are limited to only a 50% coverage probability.

On the other hand, if the utility max-min fair allocation algorithm is used

to construct the doubly stochastic rate matrix Λ = (λij), with the given

Gaussian distribution functions as utility functions, then the following rate

matrix would be produced:

Λ =

(

0.4 0.6

0.6 0.4

)

.

In this case, all flows would achieve an coverage probability of 99.72%, much

better than the 50% probability that would be achieved by the greedy von

Neumann algorithm:

(

φ1,1 φ1,2

φ2,1 φ2,2

)

=

(

99.72% 99.72%

99.72% 99.72%

)

.

In general, the expected traffic can be modeled using any desired proba-

bility distribution models, not necessarily a Gaussian distribution. The only

requirement is that the CDFs are well-defined so that they can be used as

the utility functions. For example, empirical distributions could be used.

In the case when the expected traffic can be modeled as a Gaussian distri-

bution, we can reduce the problem of maximizing the coverage probabilities

(CDFs) of flows to the problem of maximizing the largest scaling factor ῡ in

the following equation:

λij = µij + σij ῡ. (10)

This is equivalent to solving the weighted max-min fair allocation problem

with the standard deviations (σij) as weights and the means (µij) as offsets.
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That is, we solve a weighted max-min fair allocation problem with the weight

matrix W = (σij) and the available row and column capacities initialized to

ρi = 1−
(

N
∑

j=1

µij

)

and ψj = 1−
(

N
∑

i=1

µij

)

. (11)

Then in Step 1 of the fair construction algorithm in Section 2.2, the maximum

common utility for a non-fixed row i and the maximum common utility for

a non-fixed column j can be simply computed as

ῡ = ρi

(

∑

j∈T

σij

)

−1

and ῡ = ψj

(

∑

i∈S

σij

)

−1

(12)

respectively. Finally, we add the offsets µij to the corresponding rate alloca-

tions λij to derive the final rate allocation matrix.

The above reduction rests upon the observation that the inversed CDF

for a Gaussian distribution can be written as

λij = Φ−1

µij ,σ
2

ij

(p) = µij + σij Φ
−1(p) = µij + σij

√
2 erf−1(2p− 1) (13)

which is interpreted as the minimum allocation of λij to ensure a coverage

probability of p, where

Φ−1(p) =
√
2 erf−1(2p− 1) (14)

is the inversed standard normal cumulative distribution function defined for

µ = 0 and σ = 1. Therefore, we can see that ῡ can be derived from the

maximum coverage probability p̄ as follows:

ῡ = Φ−1(p̄) =
√
2 erf−1(2p̄− 1). (15)

Given that Φ−1(p) is an increasing function, it follows that maximizing ῡ in

10



the weighted max-min fair allocation is equivalent to maximizing p̄ in the

utility max-min fair allocation problem.

4. Conclusions

This paper extended the Birkhoff-von Neumann switching strategy to

consider traffic profiles in which traffic demands are captured as statistical

distributions rather than fixed rates. The problem is formulated as a utility

max-min fair optimization problem. To our knowledge, neither the utility

max-min fair construction or the statistical optimization approach presented

has been applied previously to Birkhoff-von Neumann switching.
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Figures and Tables

Table 1: Variable definitions

Description Initialization
S set of free rows S = set of all rows
T set of free columns T = set of all columns
ρi available capacity on row i ρi = 1
ψj available capacity on column j ψj = 1
αij temporary rate allocation to flow (i, j)
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Response to Reviewer Comments

1. The paper addresses the issue of fair allocation of rates to flows in the

Birkhoff-von Neumann unicast switch, in the absence of exact knowl-

edge of arrival rates.

The paper shows that by carefully allocating the rates to the different

flows, it is possible to ensure fairness even if the exact rate requirements

of the flows are not known and only a distribution is known. This will

prove useful in a practical setting. However, the benefits of this method

are not clear if the scheduler can learn the rates online, and adapt

the BvN decomposition accordingly. Nevertheless, the paper combines

offline scheduling with a utility framework, which is interesting.

Birkhoff-von Neumann decomposition has a non-trivial algorithmic com-

plexity of O(N 4.5), which can be practically computed offline with suf-

ficient computational resources. However, O(N 4.5) is prohibitively ex-

pensive for a practical online implementation at line rates. In our

setting, the statistical distributions may correspond to historical traffic

measurements. An example of this scenario was presented in [8] for

the provisioning of core networks. As observed in [9] and [8], traffic

demands on core networks tend to follow relatively predictable diurnal

patterns, and their traffic variations from day to day during the same

time interval can be effectively modeled using statistical distributions.

We have modified the introduction section to add this context in the

motivation.

2. There are some parts that require further explanation. This has been

mentioned in more detail in the comments to the author. Although the

algorithm is specified clearly, its properties are not explained well. In

particular, the fact that the algorithm produces a utility max-min fair
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rate allocation must be explicitly stated as a theorem with a proof.

We have added Theorem 1 in Section 2.2 to prove that our fair con-

struction algorithm does indeed result in a utility max-min fair rate

allocation as defined in Definition 1.

3. Also, as mentioned above, the practical motivation of the problem can

be further clarified. The benefits of the algorithm are understandable in

the case where the rates are not known but only a distribution is known.

However, in such a case, an alternate approach is to simply learn the

rates online and adapt the BvN decomposition accordingly. The tradeoff

with this approach could be explained more.

As discussed above, the O(N 4.5) algorithmic complexity makes an on-

line implementation infeasible at line rates. Our offline decomposition

approach is applicable to application settings in which the traffic de-

mands are relatively predictable with statistical variations, as it is the

case in the application scenario studied in [8]. Although there is a

large body of literature on online scheduling algorithms, we believe our

work here is complementary in the sense that the application settings

are different. Our goal in this paper is to extend the BvN decomposi-

tion framework to support statistical traffic profiles, which has not be

studied before.

4. References: It would be useful to compare this work with the load-

balanced BvN switches, where also the exact knowledge of rates is not

required.

We believe prior work on load-balanced BvN switches are complemen-

tary to our work in that they are intended to support a more general

setting in which the traffic is completely unknown. While both BvN

switches and load-balanced BvN switches only require constant time
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online operations (e.g. the constant time weighted round-robin in the

case of BvN switches), load-balanced BvN switches are more complex

in that they require 2 crossbar stages. More importantly, to provide

packet ordering guarantees, it is well-known that load-balanced BvN

switches have poor provable worst-case delay properties (e.g. the FOFF

work by Keslassy et al with O(N 2) delays).

5. The algorithm finds a rate allocation which is claimed to be utility-

max-min fair. However, there is no proof or reasoning in support of

this claim. It would be good to present this claim as a theorem with a

clear proof.

As mentioned above, Theorem 1 has been added and proved in Sec-

tion 2.2.

6. From a practical point of view, how important is the contribution of

this paper in the light of the fact that the rate can always be learnt by

observing the traffic even if it is not known to begin with? It would be

useful to address the tradeoffs with this approach, in the motivation.

As discussed above, BvN decomposition cannot be implemented prac-

tically online even if the rate can be learned online by observing the

traffic. On the other hand, online scheduling algorithms are signifi-

cantly more complex that the constant time online scheduling required

to implement a BvN switch. We believe our work is complementary to

online scheduling in that they assume different settings.

7. Table 1 is wrongly cited as Table 4 in Section 2.2.

Thank you very for pointing out various errors. We have fixed all of

them.
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8. Eqn. 17: The lambda should be υ.

Thank you. This has also been fixed (now Equation 15).

9. Definition 1: Should it be “doubly substochastic” instead of “double

stochastic”? (Based on Eqn 4)

Thank you. This definition has been removed since the definitions of

doubly substochastic and doubly stochastic have already been given in

the introduction section.

10. It may not be true that in every iteration a new row or column becomes

“saturated”, especially if the row capacity limits and column capacity

limits do not have the same sum. The statement will hold if “saturated”

is replaced by “fixed”.

We have simplified the problem to the classical Birkhoff-von Neumann

decomposition problem in which the row and column capacities are 1

rather than L = (R,C). We believe this simplification of the prob-

lem definition is reasonable since our main application of BvN switch

scheduling is based on this assumption. This change simplifies our

presentation and our proof of Theorem 1. We have modified our pre-

sentation of our fair construction algorithm in Section 2.2 accordingly.

11. In step 1, what would happen if a row is still not fixed or saturated but

all its entries have been fixed because of the columns? Would the value

of υ be 0? It would be good to explain this case more clearly.

As mentioned above, we have simplified the problem to the classical

Birkhoff-von Neumann decomposition problem in which the row and

column capacities are 1. In this situation, if all entries in a row have

their corresponding columns fixed (i.e. with column sums equal to 1),

then the row sum for this row will also be 1, and hence it will also be
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fixed. Thus, the situation where a row is not fixed but all the columns

have been fixed cannot happen.
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