
CSE 250A Assignment 5
This assignment is due at the start of class on Thursday November 8, 2012. Instructions are the

same as for previous assignments. You must work in partnership with one other student, but you
may keep the same partner or change partners, as you wish. Acknowledgment: These questions are
versions of ones written by Lawrence Saul.

1. EM algorithm

Consider a belief network with four nodes A,B,C,D, and five edges A → B,A → C,B →
C,B → D,C → D. The nodes B and D are visible, but A and C are hidden.

(a) Express the probability p(a, c|b, d) in terms of the conditional probability tables (CPTs) of
the network, namely p(a), p(b|a), p(c|b, a), and p(d|b, c). Explain why the question does not need
to specify the set of possible outcomes of each random variable.

(b) Express the probabilities p(a|b, d) and p(c|b, d) in terms of the answers from part (a).
(c) Consider a partially complete training set of i.i.d. examples {bt, dt}Tt=1 drawn from the joint

distribution of the network above. Explain why the log-likelihood of the training set is

L =
∑
t

log p(B = bt, D = dt).

Express this log-likelihood in terms of the CPTs of the network.
(d) Work out the EM updates for the CPTs of the network. Simplify the answers as much

as possible. Express them in terms of probabilities conditioned on bt and dt, as well as indicator
functions I(b = bt) and I(d = dt).

2. EM algorithm for learning a noisy-or CPT

Consider a Bayesian network with n binary random variables Xi that are the parents of one child
binary variable Y . The conditional probability table is a noisy-or as given by

p(Y = 1|X̄) = 1−
n∏

i=1

(1− pi)
Xi

where the 0 ≤ pi ≤ 1 are the noisy-or parameters. At first sight, the EM algorithm cannot be used
to learn the parameters pi, because all the nodes are observed and the CPT is parameterized. In fact,
the EM algorithm can be applied, after expressing the model in a different but equivalent form.

Consider a modified network with n additional binary nodes Zi. There is an edge from each
Xi to the corresponding Zi and from each Zi to Y . There are no direct edges from any Xi to Y .
Suppose that

p(Zi = 1|Xi = 0) = 0

P (Zi = 1|Xi = 1) = pi.

The node Y is deterministic: its value is the logical or of the zi values.
(a) Show that the modified network defines the same distribution p(Y |X) as the original one.

Start with the equation
p(Y = 1|X̄) =

∑
Z̄∈{0,1}n

p(Y = 1, Z̄|X̄).
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You will need to apply various conditional independence relations.
(b) Consider finding values of the noisy-or parameters that maximize the conditional log-likelihood

of observations of the X̄ and Y . This (normalized) conditional log-likelihood is

L =
1

T

T∑
t=1

log p(Y = yt|X̄ = x̄t)

where (x̄t, yt) is the tth observation of X̄ and Y . Part (a) implies that we can estimate the parameters
pi in either the original network or the modified one, because in both networks the parameters define
the same distribution. In the modified network, X̄ and Y are observed nodes and Z̄ are hidden
nodes, so we can use the EM algorithm to estimate each pi.

Compute the conditional probability that appears in the E step of this EM algorithm. In partic-
ular, for joint observations x̄ ∈ {0, 1}n and y ∈ {0, 1}, use Bayes’ rule to show that

p(Zi = 1, Xi = 1|X̄ = x̄, Y = y) =
yxipi

1−
∏

j(1− pj)xj
.

(c) For the training set described in part (b), show that the EM update for the parameters is

pi :=
1

Ti

∑
t

p(Zi = 1, Xi = 1|X̄ = x̄t, Y = yt)

where Ti is the number of examples for which Xi = 1. Derive this update as a special case of the
general EM method for partially observed Bayesian networks.

(d) Download the ASCII files Xdat and Y.dat from the course web site. These files contain
T = 10000 examples of (x̄, y) pairs with n = 10. Use the EM algorithm to estimate parameter
values pi that maximize the conditional log likelihood of this training set.

To check your solution, initialize all pi with the value 0.6, and perform 64 iterations of the EM
algorithm. At each iteration, compute the conditional log likelihood shown in part (b). If you have
implemented the EM algorithm correctly, the conditional log-likelihood will always increase from
one iteration to the next. After 64 iterations, has EM converged? Hand in your source code and a
completed version of this table:

# 0 1 2 4 8 16 32 64
L -3.3405 -0.772 ? ? ? ? ? -0.5429

Use the completed entries of the table above to check your work. You may program in the language
of your choice, but MATLAB is highly recommended.

(e) Explain intuitively the meaning of L = -0.5429. What would L = 0 mean? What is the best
value of L that can be achieved by looking at the y values only, paying no attention to the x̄ values?

(f) Run EM to convergence using 100, 200, 400, 800, 1600, 3200, and 6400 randomly selected
training examples. Plot the value of L after convergence as a function of the number of training
examples. Explain any patterns that you observe.

(g) For each number of training examples up to 6400, compute L using 1000 random test exam-
ples separate from the training examples. Plot these L values as a function of the number of training
examples. How do they compare to the training L values? Explain any patterns that you observe.
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