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1 Background

The promise of imitation is to facilitate learning by allowing the learner to ob-
serve a teacher in action. Ideally this will lead to faster learning when the expert
knows an optimal policy. Imitating a suboptimal teacher may slow learning, but
it should not prevent the student from surpassing the teacher’s performance in
the long run.

Several researchers have looked at imitation in the context of reinforcement
learning. Perhaps the most straightforward formulation is to apply a standard
reinforcement learning algorithm such as Q-learning to the teacher’s experience
rather than the learner’s [9, 2, 3, 8]. Price and Boutilier extend this approach to
the case where the learner does not know what actions the teacher takes [6, 7].
They do assume, however, that the learner knows a priori its reward R(s) for
a transition into any state s.

Another way to incorporate expert information is shaping. Shaping is the
introduction of small rewards into certain states where progress towards an
environment reward is made. Shaping can speed up learning, but runs the
risk of corrupting the underlying reward structure and thus changing which
strategies are optimal.

Ng et al. have shown that potential-based shaping functions preserve the
partial ordering of policies with respect to optimality [4]. This means poor
potential functions will at worst slow learning, but will not prevent convergence
in the long run; potential functions which closely approximate states’ true values
will speed up learning.

An ideal potential function for imitation would be based on salient proper-
ties of the teacher’s policy. If the teacher consistently completes some set of
subgoals in the process of receiving a reward, it would be beneficial to receive
shaping rewards when the learner completes these. Ng is in the process of devel-
oping a way to extract an learner’s rewards from observations of its policy, but
his method does not guarantee a reward function that makes a good shaping
function: it favors larger sporadic rewards over smaller, frequent rewards [5]. In
fact, Ng poses reverse engineering a shaping function as an open problem.
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2 Proposal

We propose to study the benefit imitation learning may provide by developing
several imitation learning algorithms and measuring their performance against
one another and against a non-imitative control algorithm.

No single measurement can determine the worth of an imitation learning
algorithm. A good algorithm should provide quick learning of a good policy,
but should also require few resources. One of the most restricted resources
may be teacher observation time. A good imitation learning algorithm will
have the ability to compensate for and eventually surpass the performance of
a suboptimal teacher; in other words, the algorithm should not place so much
trust in the teacher that it never explores potentially better alternatives.

2.1 New Approaches to Imitation Learning

Preliminary work at UCSD has taken a different approach to imitation: the
learner knows the teacher’s state, action and reward at each step, as well as a
mismatch function which can quantify the difference between two actions. The
learner applies standard Q-learning to the teacher’s experience and, in addition,
it comes up with its own proposed actions, whose Q values are then updated in
absence of feedback from the environment. We describe here a modified version
of the supplementary update rules proposed earlier [1].

At each step, the learner makes a second update to the table based on
its proposed action, using the standard Q update rule but supplementing the
reward with a non-positive action similarity shaping function. If the learner
observes the teacher in state s and the teacher picks action at resulting in a
transition to state s′t, while the learner prefers action a, which would have
transitioned the teacher to state s′, the update to the learners table are described
by the following rules.

Q(s, a) ← Q(s, a) + α
(

similarity(a, at) + rs + γmax
a′

Q(s′, a′)−Q(s, a)
)

Q(s, at) ← Q(s, at) + α
(
rt + γmax

a′′
Q(s′t, a

′′)−Q(s, at)
)

If the proposed action is not actually taken, the reward and next state of the
action may not be known. We might use the teacher’s reward and next state
instead, although this is not consonant with the meaning of Q values.

In order for this algorithm to work, a good similarity metric is needed. In
the above rule, the similarity term acts as a shaping reward that discourages the
learner from taking its previously preferred action. If all the actions available
in each state result in probabilistic transitions into the same set of subsequent
states, a statistical measurement could be used for the similarity metric. The
KL-divergence or sum of squared differences could serve in this role. If the
transition probabilities for different actions do not share many states in common,
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the KL-divergence between any two actions will likely be either very large or
zero.

In many MDPs the actions available at any given state result in transitions to
completely separate sets of subsequent states. A non-trivial similarity function
in this environment could not be based upon the distribution of subsequent
states resulting from the actions. A more balanced metric in the above situation
could be based on some measure of the distance between the expected resulting
states of the two actions. In many situations, this would be easy to determine
using expert knowledge of the environment. Intuitively, the state distance metric
would be defined as an estimate of how long it would take to get back to a state
on the observed teacher trajectory. In order to determine this automatically, the
learner would need to model the MDP. This is beyond the context of Q-learning.

One motivation for doing table updates based on the learner’s proposed
actions is to steer its exploration toward the teacher’s trajectory. Another way
to accomplish this is to implement an imitative policy directly.

Let ι ∈ [0, 1] be the imitation rate, the probability with which the learner
chooses an action it has seen the teacher take. We can define the learner’s policy
as

πι(s) =
{

π̂m(s) with probability ι
argmaxaQ(s, a) with probability 1− ι

where π̂m is the learner’s current estimate of the teacher’s policy.
If we want the learner’s Q table to converge to true Q values, we need all

actions to be taken in all states with non-zero frequency. This can be ensured
by using an exploration strategy such as ε-greedy or Gibbs/Boltzmann softmax
in tandem with the imitative policy.

Given a table of correct Q values, the policy πι is optimal when ι = 0. If we
want this to be true in the limit, we can let ι decay with time as is often done
with the learning rate α and the exploration rate ε. This approach is particularly
well suited to learning from imperfect teachers, such as humans: the learner can
begin by simply imitating the teacher and then refine its understanding through
direct experience.

Perhaps a more refined approach to determining the imitation rate is on a
per-state basis, letting ι be a decreasing function of the number of times the
learner has visited that state. This would have the desirable property of allowing
the teacher to exert more influence in novel situations even when they happen
relatively late in training.

3 Milestones

April 22 Examine issues of reinforcement learning in the context of pong.
Deepen literature review, looking for ideas relevant to our definition of
imitation learning.

April 29 Start preliminary testing of imitation learning algorithms. Develop
preliminary testing metrics.
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May 6 Formalize the testing environment. There should be a reasonable way
of increasing the complexity of the environment.

May 13 Have results written up in a draft of our paper. Undoubtedly the
process of writing will guide us to further tests that should be conducted.

May 20 The first draft of our paper will be finalized. Further work outside of
the context of CSE 254 will start after this date.
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